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Abstract

         Federated learning (FL) is a distributed form of machine learning which allows
devices to collaboratively learn a shared prediction model whilst keeping all the training
data  on  each device.  This  dissertation  implements  the  next  word prediction  model  of
different  textual  text  on  the  edge devices  such as  the  Raspberry  Pi  by  using  FL and
Bidirectional Long Short  Term Memory (BI-LSTM) which is  a variant  of Long Short
Term Memory. It demonstrates the feasibility and effectiveness of optimizing next-word
models using Stochastic Gradient Descent (SGD) optimization on FL model. It also shows
the  specific  improvement  after  model  optimization  through  experiments  which  cross
entropy prediction  accuracy improved 6.4% and model  training time reduced by 40%
compared with the previous results in the field. Greatly improves the likelihood of next
word prediction being applied in the real-world scenarios, where a wide range of devices
interoperate across unreliable network connections. However, increasing the number of
clients in the entire model  to 50 or more would be a better  opinion and get a higher
performance.
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Chapter 1 

Introduction

Nowadays,  with  the  continuous  development  of  scientific  and  technological  living
standards, the Internet of Things [35] is becoming more and more a part of our everyday
lives. An important part of the Internet of Things is the edge network devices (such as
sensors, smartphones, drones), through which the entire network captures and sends data
related to people's lives in real-time. A big challenge with deploying these devices at scale
is  the  sheer  volume  of  data  they  generate.  Before  using  machine  learning  to  make
predictions or inferences on this  data,  many systems pool the data for processing,  for
example, uploading it to the cloud. But this approach is not practical when using resource-
constrained devices,  as  every  data  transfer  consumes  battery  life  and limited  network
resources.  The  solution  to  this  problem is  to  leverage  federated  learning  (FL),  which
allows  devices  to  collaboratively  learn  a  shared  predictive  model  while  keeping  all
training data on each device. This was proposed by Brendan McMahan et al. in 2016 [23].

Much  work in  this  area  assumes  that  such schemes  operate  on  a  reliable  network  of
homogeneous devices.  However,  this  is  not  a  typical  real-world scenario,  and a  more
realistic scenario would be multiple devices interconnecting and operating over unreliable
network connections, with each resource-constrained device containing a local copy of the
data. Some open questions in this domain include an evaluation of the performance of
existing  FL algorithms  under  real-world  conditions.  In  particular,  the  comprehensive
performance of different algorithms under the constraints of limited computing power and
an extremely small amount of transmitted data. Finding out which algorithms are most
suitable for use on resource-constrained devices and how to implement them will be an
efficient solution.  Another question that merits  exploration is  the use of blockchain to
make communication between FL clients more secure[36], especially how to implement it
successfully on resource-constrained IoT devices. Lightweight encryption which widely
used in the IoT[37] might be a good option for this approach.
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1.1 Motivation
The IoT has received a lot of attention as a mature concept and it is gradually transforming
from a concept to reality. Nowadays, people use the Internet of Things all the time in their
daily  lives.  An  important  part  of  the  IoT is  resource-constrained  lightweight  devices.
These lightweight devices have the advantages of small size and flexibility, low power
consumption, and low energy consumption. Unlike the electronic devices that are common
in  daily  life,  they  don't  need  to  use  a  lot  of  energy.  They  are  also  a  very  important
communication  link  in  the  whole  IoT.  These  devices  are  ubiquitous  and  increasingly
appear in our daily lives. The entire network system or server center often uses the data
received and sent from them to judge and understand what is happening in the real-life of
users and provide help.

But again, while these devices bring us benefits, they also have all kinds of flaws. One of
the  biggest  problems  is  resource  constraints.  Whenever  a  server  in  normal  machine
learning wants to collect all the data from different clients and build a model. We can't
treat them like large electronic devices like smartphones or computers for a variety of
reasons,  including  their  low  battery  capacity  and  minimal  memory  space.  Both  data
transmission and machine learning running on these devices themselves need to be as
small and lightweight as possible.

This is the motivation of my project: Choose a realistic machine learning problem and
explore  the  performance  of  existing  FL algorithms  under  realistic  conditions.  Apply
mature machine learning as different optimizers to these resource-constrained devices and
check each of their performance, discuss the reason beside the design choices made and
then try to improve them to see how far Federated Learning can go.

My  chosen  problem  is  to  implement  next  word  prediction  on  a  resource-constrained
device. This problem has been explored and studied on smartphones for multiply times[9]
[13]. Federated learning is used in a wide range of scenarios, such as self-driving cars and
digital medical health[10][27]. There are two reasons for using it as our subject: First,
because it requires less computation, compared to other federated learning projects with
huge data volumes such as autonomous driving or medical equipment terminals, it is more
efficient on resource-constrained devices. It is possible to implement it, and we are also
more likely to compare the results. The second is that this is best suited to the author's
prior knowledge of algorithms that address this problem. Compared with other possible
avenues of exploration the one chosen was best suited to the author's existing skillset and
competences.

The resource-constrained device chosen is the Raspberry Pi[31]. It is an inexpensive and
lightweight micro-computer board with limited computing power compared to complex
CPU-powered computers and smartphones that work with chips which was developed at
the University of Cambridge's Computer Laboratory in 2012. Nonetheless, its computing
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power is already very powerful compared to ordinary mobile edge devices in the Internet
of  Things.  It  is  currently  used in  Internet  of  Things  (IoT)  applications  such as  home
automation  and  human  activity  detection.  However,  Raspberry  Pis  have  their  own
challenges when it comes to training language models on them[10]. They have limited
available memory. This slows down the speed at which they perform data computations as
well as the training depth. At the same time, they are also limited in terms of energy usage,
the operating voltage is not at the same level as smart devices, and the consumption of
model updates and repeated data reception and sending through the network to the server
is even more expensive.

1.2 Goal
The goal of the research conducted was to use FL to implement and operate the next word
prediction model on a real-world resource-constrained device, i.e., the Raspberry Pi. By
different data to perform calculations and training on the device. Using federated learning
algorithms  and  different  improvement  methods,  including  but  not  limited  to  various
machine learning optimizers to get an overall result to them. Check and compare these
prediction accuracies and their computation time to find the most suitable optimizer, or the
most cost-effective algorithm. In addition, to compare the results of these methods with
the results of previous research result in this field to see if there is any real improvement
after using them. A key objective was to carry out calculations in an environment that was
as close to a real world scenario as possible.

1.3 Dissertation outline
The dissertation has five chapters and its outline is:

Chapter 1: Introduction and motivation and goals of the study.

Chapter  2:  Related  work  and  literature  review,  collating  and  summarizing  previous
research and achievements in related fields. A brief description of FL, the algorithms and
frameworks it uses, and the overall supporting environment. Resource-constrained devices
are also described.

Chapter 3: Details the implementation of the next word prediction model on resource-
constrained devices, in particular the algorithms used, as well as the framework and its
variants and implementation steps.

Chapter 4: Prediction results and various graphs on different data using models generated
by different algorithms and evaluating them against state-of-the-art techniques. Compare
with previous results and check if it is improved and close to reality.
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Chapter 5:  Concludes  the  dissertation  with  final  thoughts  and possible  directions  for
future improvement

1.4 Summary
In this chapter the motivations and goals for this dissertation project were considered and
an outline of the structure of this document was provided. In the following chapters a
broad overview of the relevant literature will be provided.
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Chapter 2 

Related work and literature review
 

This chapter first introduces the basic concepts and content of next word prediction and
how  it  is  applied  to  smart  devices  through  machine  learning,  as  well  as  previous
explorations  and  implementations  in  related  fields.  Second,  it  details  the  concept  of
federated learning and the methods and means of  how implementing FL on resource-
constrained devices such as Raspberry Pi. It further explores different implementations of
federated learning, including federated simulations and simulations involving real devices
such as Android smartphones.

This  chapter  will  also  introduce  basic  information  on the  Raspberry  Pi,  which  is  the
resource-constrained device  used  for  the  implementation,  and to  focus  on the  various
limitations it has, as well as the related research and applications that predecessors have
conducted  using  it.  This  chapter  will  showcase  related  work  and  an  existing
implementation of the next word prediction on the Raspberry Pi[30].

Finally, it will also explore the Flower framework, a framework that can overcome the
shortcomings of current simulation frameworks, where users can run FL on edge devices
and collect information on the computational cost associated with it.

2.1 Next word prediction
Since the beginning of computing, humans have hoped to solve various problems using
them. In recent years, with the rapid development of smartphones and communication
technology, most of the communication in daily life has changed from paper and pen to
electronic. How to make machines understand the human text and help us speed up when
typing or even can predict the next word after we type the first word has always been a
huge topic. In the past ten years, AI and machine learning have greatly improved in terms
of algorithms and computing power[38]. The emergence of natural language processing
(NLP) has become the key to solving this problem.
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2.1.1 Natural Language Processing

As introduced in the 2011 paper by Nadkarni et  al.[39],  Natural Language Processing
(NLP)  is  a  subfield of  computer  science  and artificial  intelligence  that  deals  with  the
interaction  between  computers  and  human  language,  specifically  how  computers  are
programmed to process and analyze large amounts of natural language data as the . Its
goal is to enable machines to use human logic to understand and analyze a new piece of
text in a human way, including the contextual nuances of the language in it. It can then
accurately extract the information and insights contained in the documents,  as well  as
categorize and organize the documents themselves.

NLP has a long history. Traditional symbolic NLP was proposed as early as the 1950s.
Scientists  wrote  the  initial  rules  using  symbolic  NLP  and  structured  real-world
information into computer-understandable data and wrote the first chatbot[14]. There was
a revolution in  natural  language processing with the  introduction  of  machine  learning
algorithms for language processing which Started in the late 1980s. Traditional symbolic
NLP was also transformed into statistical  NLP[15],  and it  was during this  period that
machine learning developed rapidly and was widely used in NLP. In the 2010s, Neural
NLP became mature and it marked the fact that learning and deep neural network-like
machine learning methods became common in NLP. The reason for this popularity is due
to  a  series  of  results  showing that  neural  NLP techniques  can  achieve  state-of-the-art
results in normal natural language problems[16].

With the entry of the neural NLP period, machine learning has also entered the era of deep
neural network learning. Huge computing power and new algorithms enable us to enable
machines  to  perform  more  advanced  processing  of  natural  text,  and  the  next  word
prediction  is  one  of  the  important  topics.  Socher  et  al.  proposed  the  method  and
implementation method in their 2012 paper[17].

2.1.2 RNN and LSTM

As mentioned above, prior work in this field has proposed the possibility and theory of
using  neural  networks  and  machine  learning  to  analyze  text  and  build  language
models[40]. Ordinary Deep Neural Network (DNN) is mainly divided into two types, one
is  Convolutional  Neural  Network (CNN),  and the  other  is  Recurrent  Neural  Network
(RNN). Through research conducted by Yin et al.[18], they found that natural language
models  such as  next  word  prediction  are  more  suitable  for  training  with  RNNs.  The
experiment of Sutskever et al. in 2011[19] also successfully realized the method.

Long short term memory is a variant of RNN and has a much better performance than the
traditional  RNN in  the  language model  built.  Experiments  by  Sundermeyer  et  al.[20]
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demonstrate that using LSTM to build a language model and make next word predictions
is at least 8% more accurate than the results predicted by ordinary RNNs. Therefore, most
of the current language models, including those constructed in the experiments reported in
this dissertation, use LSTM as the base. The reasons for this will be discussed in detail in
section 3.2.

2.1.3 Optimization Algorithm

After thinking and building language models, scholars found that the next problem is to
choose the appropriate machine learning algorithm. Since most of the models use LSTM
kernels  and also belong to  iterative  cyclic  networks,  their  optimization  algorithms are
basically gradient descent algorithms. Gradient descent is a kind of iterative method and
can be used to  solve least  squares problems[21].  Gradient  descent  is  one of  the most
commonly used methods when solving model parameters of machine learning algorithms,
i.e., unconstrained optimization problems. When solving the minimum value of the loss
function, the gradient descent method can be used to iteratively solve the problem step by
step to obtain the minimized loss function and model parameter values.

However, there are many different gradient descent algorithms[22]. These algorithms are
often used as black boxes.  Ruder organized and summarized these algorithms[22]. And
this was used as the main reference and source of inspiration for this dissertation. Each
algorithm chosen and the associated theory will be discussed in section 3.1.

2.2 Federated Learning
Through  the  various  methods  described  above,  NLP has  been  applied  on  large-scale
devices such as computers and laptops and achieved next word prediction. However, with
the development of technology and communication, smartphones and even smaller mobile
devices have replaced computers as the main communication tool in people's daily lives.
However, when deploying the previously created language model to these mobile or edge
devices, people often encounter two major difficulties: First, insufficient memory space
and  computing  power.  Because  language  models  usually  need  to  be  trained  before
prediction and the generation of results, the training process consumes its memory space.
Although the model and algorithm are constantly updated, it is still a problem for mobile
phones or lightweight devices than a mature computers. The second is the communication
problem. As is well-known, traditional centralized machine learning technology needs to
transmit data to a central server for unified training. This poses a great challenge to the
communication  capabilities  of  mobile  devices.  Therefore,  the  application  of  language
models on these devices is always less than satisfactory.

However, Federated Learning (FL) comes into play in this case. It is a distributed machine
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learning technique where model training is decentralized. The security of user-sensitive
data is greatly improved because in this way, the need for devices to transmit data to a
central server for model training is removed, and each device can train the data by itself.
The server only needs to be responsible for accepting the language model that is updated
after the local execution of training instead of a large amount of local sensitive data. This
theory  was  proposed by Brendan McMahan et  al.  in  2016 [23]  and quickly  attracted
reasearch's attention and rapid development. There are endless high-intelligent programs
developed on mobile devices with it. These programs can update their own models to the
server  by  calling  the  data  of  the  device  itself  for  training.  It  effectively  protects  the
security of the user's data, and compared to uploading data, updating the model is faster
and more convenient[24] as a lot of data which the server collects are unnecessary and
meaningless.

A large number of clients participate in the training process to send their own updated
models to the server, which then aggregates the client's updates using the FL algorithm to
generate an improved version of the global model.  The completion of the entire cycle
represents the completion of a training session. Once the client-generated model is used to
update the global model, it is discarded and awaits the next update.

The main purpose of federated learning in this style is to enable the training of machine
learning models that hold data, which is usually distributed across various edge devices. In
this way, federated learning not only maintains the integrity of the data, but also trains the
overall model, which is also the key to its rapid popularity in the field since its invention.

2.2.1 Federated Learning processing

Regarding the whole process of federated learning, Keith Bonawitz et al. have described it
in detail  in their  article[25].  The whole process is  shown in Figure 2.1,  which can be
roughly divided into five stages:

1. Initialization: According to the server input, select a machine learning model, train and
initialize it on the local node. Then, the clients are activated as nodes and wait for the
central server to give computing tasks.

2. Select a client: Select a different local client device (node) to start training the local data
according to the model. The selected node gets the current statistical model, while the
other nodes wait for the next round of federation selection.

3. Configuration: The central server instructs selected nodes to perform model training on
their local data with pre-specified machine learning (e.g., for gradient descent updates).

4. Upload: Each selected node uploads its local model to the server for aggregation. The
central server aggregates the received models and sends model updates back to the nodes.
It also handles failures of disconnected nodes or lost model updates. The next round of
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federation selection returns to the selected client state.

5.  Termination:  Once  the  predefined  termination  criteria  are  met,  i.e.,  the  maximum
number of iterations is reached, or the model accuracy exceeds a threshold), the central
server aggregates the updates and finalizes the global model.

2.2.2 Federated Averaging

While  proposing  the  idea  of  federated  learning,  Brendan  McMahan  et  al.[23]  also
proposed the algorithm FederatedSGD applied to federated learning. Stochastic Gradient
Descent (SGD) is an optimization method used in machine learning that researchers often
use  instead  of  the  simple  gradient  descent  method  introduced  earlier.  The  standard
gradient descent algorithm iteratively optimizes the objective function to be minimized by
finding the gradient corresponding to each data point. But when the amount of data is
large, ordinary gradient descent will generate a huge amount of operations, so it is no
longer applicable. SGD is an approximation of gradient descent because it randomly uses
a single data point to compute the gradient in each iteration,  which can lead to faster
convergence of the model. At the same time, the amount of computation is greatly reduced
compared to ordinary gradient descent.  In their  paper,  it  was proposed to use SGD in
preference to simple gradient descent methods to solve federated problem optimization
problems. This is the origin of the FederatedSGD algorithm (FedSGD).

On  the  basis  of  FedSGD,  researchers  have  created  a  Federated  Averaging  (FedAvg)
algorithm[23].  It  is  a  generalization  of  FedSGD  that  allows  local  nodes  to  perform
multiple  batch updates  to the local  data  and exchange the updated weights  instead of
gradients. The rationale behind this generalization is that in FedSGD, if all local nodes
start from the same initialization, the average gradient is strictly equivalent to the average
weight itself. Until now, it is still the most commonly used algorithm in federated learning.

9
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2.2.3 Federated Learning with Dynamic Regularization

Since the data in most of the devices using federated learning is often stored in the form of
heterogeneous  distribution  in  federated  learning.  It  will  cause  a  dilemma  between
minimizing the device loss function and minimizing the global loss objective. To address
this  issue,  DAE  Acar  et  al.  introduced  the  Federated  Learning  with  Dynamic
Regularization (FedDyn) algorithm in [26].

FedDyn can dynamically adjust the loss function for each client so that the modified client
loss converges to the actual global loss. Since the local loss is consistent, FedDyn is robust
to different heterogeneous data and can safely perform full minimization in each edge
device.

Similar to FedSGD, researchers also implemented FedDynOneGD, an extension of [19]
FedDyn. It computes only one gradient per client per round and updates the model with a
regularized version of the gradient. Therefore, the computational complexity of the model
is linearly related to the size of the local data of the device. Furthermore, the regularized
gradient computation can be parallelized within each device. In theory, FedDynOneGD
achieves  the  same  convergence  guarantees  as  FedDyn,  but  with  less  local
computation[19].

2.3 Implementation of next word prediction using FL
Since the invention of federated learning, it  has been the focus in the field due to its
unique properties,  and many researchers  have  applied it  to  various  smart  devices  and
achieved success. For the application of the next word prediction, it is mainly divided into
two  steps,  applying  to  ordinary  mobile  devices  and  applying  to  resource-constrained
devices, such as Raspberry Pi.

2.3.1 Implementation on a mobile device

The most famous project for applying next word prediction using federated learning is the
paper "Federated learning for mobile keyboard prediction" by Hard, Andrew et al. in 2018
[28]. It can also be called the beginning of the next word prediction by using Federated
Learning. It demonstrates the practical application of federated learning to predict the next
word that the user types on a mobile keyboard implemented by the Gboard application.
For the first time, real federated learning and its device usage environment are simulated.

At the same time, it uses LSTM and RNN as the basis of the language model instead of
the finite state transducers (FST) used by most of the past next word prediction models
[29]. Two models were evaluated and compared, and it was demonstrated that  prediction
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using LSTM is superior to the old FST in terms of prediction speed and computing power
usage. Moreover, the application of LSTM also reduces the number of model parameters
and improves the stability and security of the entire training model.  This is also what
federated learning needs to protect the privacy and security of user data, so their paper
successfully proves that LSTM is more suitable for federated learning when applied on the
mobile device.

2.3.2 Implementation on a resource-constrained device

Shivani Tomar's dissertation in 2021[30]. Details the current state of the use of resource-
constrained devices and their limitations in real-world use. At the same time, it discusses
in detail the possibility of applying federated learning to these devices and discusses the
advantages  and  shortcomings  of  the  implementation.  Finally,  through  research  and
experiments, the next word prediction NLP model was successfully implemented on the
edge  device  through  LSTM and  Federated  Learning  framework,  and  the  results  were
successfully operated and obtained. For previous resource-constrained devices, the success
of the research breaks through the gaps in related fields. It shows the potential of federated
learning at a deeper level and that lightweight devices in the Internet of Things do not
simply  collect  and  transmit  data,  but  also  have  huge  application  prospects  through
appropriate algorithms and frameworks.

However,  the main purpose of the research was to verify whether it  is feasible to use
federated learning to apply the next word through LSTM on resource-constrained devices.
Therefore, the model and parameters in the experiment, especially the optimizer of the
language model, have already been set or fixed algorithms, and the predicted results are
relatively general  (39% validation accuracy).  This also inspired the production of this
dissertation. The focus of it is to optimize and improve the prediction results from various
aspects  by  using  different  models,  algorithms  and  parameters  to  apply  next  word
prediction  on  Raspberry  Pi  based  on  this  previous  research  and  to  explore  how  far
federated learning can go in a real-world environment.

2.4 Raspberry Pi
For this project, the resource-constrained device chosen was a Raspberry Pi 4 Model B
with 4Gb RAM. Its  basic  information,  limitations  and challenges  respectively will  be
discussed below.

2.4.1 Basic information

The  Raspberry  Pi  is  a  series  of  small  single-board  computers  (SBCs)  which  was
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developed  at  the  University  of  Cambridge's  Computer  Laboratory  in  2012[31].  The
Raspberry Pi project initially aimed to promote basic computer science teaching in schools
and developing countries. At the same time, it is intended to provide an affordable and
portable primary programming device for teenagers [32]. Due to its low cost, modularity
and open design,  it is widely used in many fields. It  is also generally widely used by
computer and electronics hobbyists due to it being an HDMI and USB connection device.

64bit  ARM  processor  and  4Gb  program  memory  (RAM)  constitute  the  core  of  this
microcomputer. The entire device runs on 5 volts supplied by a USB power supply and
has 4 USB sockets for connecting external devices such as a mouse and keyboard. It also
has two HDMI ports for connecting a monitor or TV, allowing users to use it as a normal
computer.  The device can install  and use a  variety of different  Linux-based operating
systems,  the  most  common  of  which  is  Raspbian,  which  is  also  developed  by  the
Raspberry Pi  company.  The Raspberry Pi  can connect  to  the network both wired and
wirelessly. It also contains general-purpose inputs and outputs that help connect devices
with  electronic  circuits  and  embedded  devices,  facilitating  the  installation  and  use  of
various IoT applications.

2.4.2 Limitations and challenges

The limitations  and challenges  of  Raspberry  PI  are  mainly  reflected  in  the  following
points [30]:

1.  The limitation  of  device  cache.  Compared to  normal  computers,  Raspberry Pi  is  a
resource-constrained  device.  It  doesn't  have  a  built-in  hard  drive  but  instead  stores
everything as a hard drive image mounted on an SD or microSD card. The limitation of its
cache  makes  it  difficult  to  perform  computationally  demanding  operations  on  the
Raspberry Pi. To meet these requirements, users need to monitor the size of locally stored
data during each computation and training to avoid running memory overload and causing
system error or stuck.

2. The cost of communication between devices and servers over the network is expensive.
Federated  learning sends language model  updates  through the  client  to  the  server  for
aggregation. More frequent communication can lead to faster convergence of the model,
but it can be prohibitively expensive and the power of the device can not afford this.

3. Training a neural network on the Raspberry Pi is challenging. Not all machine learning
algorithms support deployment and operation on these resource-constrained edge devices.
How to find the most suitable algorithm after applying various methods is a challenge and
the focus of this dissertation.

Another major limitation of the Raspberry Pi is computing power. Because the chips used
are not comparable to ordinary computers, even some models are not as good as the chips
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of smartphones. Compared with other edge devices, the computing power provided by the
core  of  the  Raspberry  Pi  is  very  limited.  Specifically,  when  the  same algorithm and
framework are used to perform operations, one epoch of the Raspberry Pi often takes more
time. This is also a challenge to be aware of when implementing it.

2.5 Federated Learning Framework
With the development of federated learning, various application frameworks have also
been invented. This section will outline a few well-known frameworks and their working
theory.

2.5.1 TensorFlow Federated Framework

One of the most popular federated learning frameworks in use today is the open-source
Tensorflow Federated Framework (TFF), developed by engineers at Google[33]. TFF is
designed to simulate real-life usage scenarios of federated learning for developers and
researchers to investigate and analyze federated learning models and use cases.

Tensorflow uses two main APIs: Federated Learning (FL) API and Federated Core (FC)
API, to create node and server interfaces to support federated learning implementations,
including model training and evaluation.

For the FL API, it provides a set of high-level interfaces that enable developers to apply
the included joint training and evaluation implementation to existing TensorFlow models.

As for the FC API, it is a set of lower-level interfaces that succinctly express new joint
algorithms by using TensorFlow in combination with distributed communication operators
in  a  strongly-typed functional  programming environment.  It  is  also  the  foundation  on
which developers build FL APIs.

In addition, TFF provides base classes for users to implement federated learning tasks in
simulation for training and evaluating models generated by users after using TensorFlow.

However, the biggest problem with TensorFlow Federated Framework is that almost all
federated learning applications implemented through it are simulated, that is, more in the
laboratory stage. It cannot support researchers to implement federated learning on real-
world devices and can only provide a simulation framework for training and evaluation.
This  is  unacceptable  for  this  study,  as  we need to  really  run  federated  learning on a
Raspberry Pi and predict the next word.
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2.5.2 Flower Framework

To be able to realistically deploy federated learning on heterogeneous devices such as
mobile  and  resource-constrained  edge  devices  with  the  associated  computational  and
communication costs, Daniel et al. developed the Flower framework [11]. It introduces a
platform to perform real-time federated learning jobs involving heterogeneous devices at
scale and monitor their load. The most important thing is that it can be applied to multiple
clients of different specifications and models, and the compatibility is extremely strong.

The design goals of this framework include the following:

First,  Scalable: Given that real-world federated learning uses a large number of clients.
Flower should have the ability to scale to multiple concurrent devices to facilitate real-
scale research.

Second,  Client-agnostic:  Given  that  the  real  application  environment  of  FL is  often
different  heterogeneous  devices,  Flower  should  be  able  to  interoperate  with  different
programming languages, operating systems and hardware.

Third,  Communication-agnostic:  Given the heterogeneous connection setup across the
model,  Flower  should  allow  clients  and  servers  to  use  different  serialization  and
communication methods.

Fourth,  Privacy-agnostic: Since one of the most important features of FL is its security
and confidentiality for user data. Flower should support common privacy requirements,
not dictate their use.

Fifth,  Flexible: Considering the rate of change of FL and the speed of the general ML
ecosystem, Flower should be flexible to support different experimental studies and adopt
newly proposed methods or models with lower overhead.
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As shown in Figure 2.2, the Flower framework architecture is mainly divided into two
parts: the server-side and the client-side. The server side consists of three main building
blocks  responsible  for  scheduling  and  monitoring  the  entire  FL process  based  on the
client-side being used. The names and tasks of these blocks are:

RPC server:  Used to establish connections between clients and servers and to update
messages sent and received.

Federated Learning Loop: Has been responsible for coordinating the entire process of
federated learning being applied in the framework.

Aggregation Strategy: Allows the user to select the desired strategy while deciding on
various configuration requirements such as the specifications of the client to be selected,
training parameters, and model evaluation mode.

Flower's  client is  mainly responsible for invoking the local  data of the device for the
instructions received through the policy configuration, and generating the corresponding
model  for  training  and evaluation.  One of  the most  prominent  features  of  the Flower
framework is that the server never needs to know the type and configuration of the client
device,  let  alone  specify  and modify  it.  Users  can  perform the  same FL training  and
evaluation on various platforms using various programming languages and different ML
algorithms to optimize. And this is exactly the key technology needed for this dissertation.

The tutorial by Javier et al. shows the feasibility and effect of implementing FL through
the Flower framework on resource-constrained edge devices such as Raspberry PI and
NVIDIA Jetson[4]. Embodying the Flower framework architecture in use increases the
realism and scale of FL studies and provides a smooth transition from simulation studies
to large cohort studies on real edge devices.

2.6 Summary
Overall, this chapter provides a literature review. It organizes and summarizes the existing
related research and achievements in various fields, and how to predict the next word on
the  Raspberry  Pi  based  on  FL,  and  select  the  appropriate  Flower  framework  in  this
research. At the same time, it shows the limitations of previous work, which triggered this
author's thinking on the necessity, feasibility and significance of federated learning and
machine learning model optimization on resource-constrained devices, which leads to the
birth of this dissertation. The previous research and technical concepts discussed in detail
in  this  chapter  will  help  readers  better  understand  the  implementation  and evaluation
content of later chapters.
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Chapter 3 

Design and Implementation

This chapter discusses the details of the design and implementation of federated learning
on the next word prediction model on a resource-constrained device, i.e., a Raspberry Pi
and how to set up the device in the real world. It clearly shows the federated learning
algorithm choices and the reason that these were made during the building of a model for
the prediction. The whole system framework builds upon the previous chapter in terms of
the research and related work that has been done in this area. The chapter starts with the
introduction of several different algorithms of Federated Learning, discuss and compares
the advantages and disadvantages of each algorithm and why they are applicable to our
next word prediction. Then we introduce a Recurrent neural network (RNN) for literal
data training and details its upgrades and variations. Also, the model that implements the
algorithm running on the resource-constrained device. At last,  this chapter sets out the
implementation of the Raspberry PI and sets up the supporting environment and training
data for the evaluation provided in the subsequent chapter.

3.1 Federated learning optimization algorithm
Since federate learning is a technique of machine learning, to implement the next word
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prediction, we need to use machine learning and its algorithms. And it was necessary to try

different algorithms for predicting and checking which one is the most suit for running on

Raspberry Pi. Because of the chosen training database for words, the characteristics of the

differences between different data are very obvious, such as the difficulty of the words,

whether the conversation is long and difficult, the specialization of the previous text.etc.

Common fixed vector machine learning algorithms are not suitable for these data. It is

easy to cause for some sample training data, their updating speed are too quickly and for

other  training  data  their  updating  speed  are  slow or  even  stop.  Ultimately  leading to

unqualified training and predictive failure. Therefore, to ensure that updates occur even

when a particular input is sparse, an adaptive learning rate algorithm was chosen. The

algorithms used were Adagrad, RMSProp, and Adam[1][2][3], which are the most popular

approaches used in optimizing machine learning.

   

3.1.1 Adagrad Algorithm

Adagrad is an algorithm for gradient-based optimization that does just this: It adapts the

learning  rate  to  the  parameters,  performing  larger  updates  for  infrequent  and  smaller

updates for frequent parameters. For this reason, it is well-suited for dealing with sparse

data.  Dean  et  al.  [1]  have  found  that  Adagrad  greatly  improved  the  robustness  of

Stochastic Gradient Descent and used it for training large-scale recurrent neural nets, and

this is the reason it was chosen for next word prediction in this dissertation. Its formula

(update rule) is:

For rule's variables, the w is the weight of each data, the v is the history of the gradient

accumulated  and  the  b  is  the  bias.  They  form the  most  basic  composite  function  in

gradient  descent  as  the  gradient's  input.  The  η is  the  learning rate  which  is  a  hyper-

parameter that used in all algorithms. It has to be chosen manually before training. And the

ϵ is a smoothing term that avoids the step updated division by zero (usually on the order of

1e−8).
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From the  rules,  we  can  see  that  Adagrad  does  not  use  a  fixed  learning  rate,  but  is

constantly changing based on a gradient calculated in the past. One of the main advantages

of Adagrad is  that it  eliminates the need to manually adjust  the learning rate.  Also,  it

improved the converging speed and had better performance when dealing with the sparse

data.

The main problem with Adagrad is that its rule is to accumulate a square gradient in the

denominator, thus accumulating and growing during training. However, since the square

gradient is less than one and keeps getting smaller, it will infinitely close to 0 after many

training sessions, which will  lead to the narrowing of the learning rate and eventually

become infinitesimal. At this point, the algorithm can no longer obtain more training, and

the converging speed will be too slow. That is why it was considered necessary to consider

more algorithms and compare their performance in this dissertation.

3.1.2 RMSProp Algorithm

RMSProp[2] is an extension of the Adagrad version of gradient descent which uses the

decaying average of part of the gradient when adapting the step size of each parameter. In

contrast  to  Adagrad,  the  use  of  moving  decay  averages  allows  it  to  forget  too  early

gradients and focus on the most recent part of the gradient observed during the search so

that  the  learning  rate  does  not  decrease  rapidly  with  increasing  training  times,  thus

overcoming Adagrad's gradient descent limitations. Its formula is:

For the variables of RMSprop rule, they have a built-in β compared to Adagrad. β is the

discounting factor for the history/coming gradient which defaults to 0.9. For the RMSProp

algorithm, it should return a higher accuracy both for training and test data than Adagrad

for the same data in the evaluation since it avoids decreasing the step size too aggressively

and forgets the past values. In Chapter 4, we will also check whether the results match our

predictions.
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3.1.3 Adam Algorithm

On the  basis  of  the  RMSProp  algorithm,  adaptive  moment  estimation  (Adam)  [3]  is

another method to calculate the adaptive learning rate of each parameter. In addition to

storing an exponentially decaying average of past squared gradients  vt like RMSprop, it

also maintains the exponentially decaying average of the past gradient, which is similar to

momentum. Momentum can be thought  of as a ball  moving continuously along some

slope towards the lowest point in the plane or interval. For the Adam, since it also moves

toward the minimum which likes momentum, and it prefers the flat minimum in the error

surface  as  same  as  the  RMSProp  step.  So  we  could  say  that  Adam  ≈  RMSprop  +

momentum. And its formula is:

As we see, the formula for Adam is very similar to RMSProp, but it needs to calculate the

cumulative history of gradients as well as momentum. β1 is the exponential decay rate for

the 1st moment estimates which defaults to 0.9.  β2 is the exponential decay rate for the

2nd moment  estimates  which  defaults  to  0.999.  The m in  the  formula  is  the  running

average of gradient ∇f(xt), and the v is the running average of square gradients. Therefore,

the next word prediction result for the same training data should converge faster (accuracy

increase sharper) than the RMSProp's one as our expected since it adds momentum in its

update and has more parameters to modify in the machine learning.

3.2 Recurrent neural networks
The human brain doesn't always start with a blank space when thinking. Whenever we try

to understand something completely new, we don't always try to find a relationship or

similarity to something we already understand to help us understand it. The brain never

throws away what it remembers and starts over again. Otherwise, our learning progress
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will  remain  zero  forever.  Our  thoughts  and  learning  have  permanence  which  we call

memory.

However,  for  traditional  neural  networks,  remembering  is  difficult  to  do.  Traditional

neural networks have a hard time remembering old information and how they relate to

new events, not to mention predicting future events based on old information. Recurrent

neural networks(RNN) were invented based on the work of David Rumelhart in 1986 [5].

They are neural networks with loops in order to allow information to persist. An RNN can

be thought of as multiple copies of the same network, with each copy passing messages to

its successors.

With RNN, the machine can associate previous information with the current task, such as

previously  used  data  or  formulas  that  may  improve  the  machine's  understanding  and

analysis of the current data. However, the standard RNN also has disadvantages: simple

RNN is difficult  to capture long-term time correlation because it  cannot deal with the

problems of exponential  weight explosion or gradient disappearance with recursion[6].

The gap between the relevant information and the point at which it is needed can become

very large. To solve these problems, S Hochreiter and J Schmidhuber invented recursive

Long Short Term Memory(LSTM) networks in 1997[6].

3.2.1 Long short term memory

For  the  long  short  term  memory,  it  is  a  variant  of  RNN  that  can  learn  long-term

dependencies.  LSTM is  explicitly  designed  to  avoid  long-term dependency  problems.

Retention of information for long periods of time is actually their default behavior, which

is the key to getting better at solving long-term problems. All recurrent neural networks

have the form of a repeating module chain of neural networks, while for the repeated

module of LSTM, it is composed of four main parts, which are three sigmoid layers and

two tanh layers.
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The key to the LSTM is the cell state, the horizontal line across the top of the repeating

module layer. The cell state is a bit of a conveyor belt. It runs directly along the whole

chain, with some small linear interactions. It is easy for data to flow unalterably along

with it. Gates is a way of selectively letting information through. They consist of sigmoid

neural network layers and point-by-point multiplication operations. LSTM uses gates to

remove or add data to cell states or to modulate them. The LSTM has three of these gates

for protecting and controlling the cell state which are forget gate, input gate and output

gate. The sigmoid layer outputs a floating-point number between 0 and 1 that indicates

how much of each piece of data should pass. A value of 0 means that no data is allowed

through, while a value of 1 means that all data is allowed through.

After introducing the overall information of LSTM, we divided the whole training process

into steps and went through the repeating module layer step by step.

The first step is to select the data. As we all know, not all of the data we want to put into

our cell. The training only needs the important data as out expected. Therefore, the first

step of LSTM is to decide what data we want to throw out or put into the cell state. LSTM

uses the forget gate to realize this by using the sigmoid layer in it which return the value 1

means completely keeping the data and 0 means forgetting all information.
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The formula of the forgot gate is:  ft = σ (Wf·[ht-1, xt] + bf).

The next step is to decide what new information we will store in the cell state. This step

again consists of two parts. The first part is the input gate layer, where the sigmoid layer

determines  which  values  the  LSTM  will  update.  Next,  a  tanh  layer  creates  a  vector

containing new candidate values, which LSTM can add to the state to update the data in

the cell state.

22

Figure 3.6: Forgot gate of LSTM (Step 1)

Figure 3.7: Input gate of LSTM (Step 2)



The formula of the input gate is:  it = σ (Wf·[ht-1, xt] + bi)  

                                             C ̃t  = tanh(WC·[ht-1, xt] + bC)

In the next step, LSTM will combine the two to create a status update. It multiplies the old

state to the forget gate to forget the things we decided to forget before. We then add the

new candidate  values,  which are the new vectors generated in  step 2,  and scale them

according to how much we decide to update each state value in the repeating module.

The formula of the update is: Ct = ft ∗ Ct-1 + it ∗ C ̃t

For the last step, LSTM should output the result. This is completed by the output gate

which is based on our cell state, but will be a filtered version. First, LSTM runs a sigmoid

layer that determines which parts of the cell state we want to output. It then passes the cell

state through tanh (pushing the value to between − 1 and 1) and multiplies it by the output

of the sigmoid gate so that we only output what we decide to output.
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The formula of the output gate is: ot = σ (Wo [ht-1, xt] + bo)  

                                                       ht = ot * tanh(Ct)  

After these four steps, LSTM completes a recursion. And saves the message what we want

to output for new data.

3.2.2 Bidirectional long short term

Based on standard LSTM, bidirectional long short term memory (Bi-LSTM) is created by

combining with the bidirectional recurrent neural network. Bidirectional long short term

memory (Bi-LSTM) is the process that enables any neural network to have sequential

information backward (from the future to the past) or forward (from the past to the future)

in  both  directions.  In  Bi-LSTM,  our  input  data  flows  in  both  directions,  making

bidirectional LSTM different from regular LSTM. With regular LSTM, we can make the

input flow in one direction, backward or forward. In both directions, however, we can

make the input flow both ways to preserve future and past information. This is extremely

beneficial  for  text  prediction  because  the  machine  can  then  work  backward  from the

previous text to improve the prediction efficiency. Because of this, more and more teams

are choosing to apply this approach to their own research topics [7] [8].
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3.3 Model improvement and implementation

3.3.1 Model

For the model of the next word prediction, the Sequential model was chosen as it is the

choice of most programmers in this field. The reason for choosing this model is also very

simple. Because a Sequential model is appropriate for a plain stack of layers where each

layer has exactly one input tensor and one output tensor. For the next word prediction

model, the output only needs to be the next one or at most three words, without too much

layer stacking and calculation and the layer does not have to share to the other by itself.

Another main reason to choose the Sequential model is that we don't have enough power

for complex machine learning and training because we are using lightweight devices with

limited computing power and memory. The Sequential model is also the most common

and standard common configuration for word prediction. So it was decided not to change

its structure and keep it as the model base for this dissertation.

3.3.2 Model's layer

For the model's  layer,  the  whole model  consists  of  three  different  layers,  namely,  the
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embedding layer, the long short-term memory(LSTM) layer and the dense layer. As an

embedding  layer  for  the  first  layer,  its  main  usage  is  to  create  a  dedicated  vector

representation for each word in the dictionary. To implement this, we need to set the size

of the dictionary as a parameter when we build the layer, and we also need to specify the

dimension, the size of the embedding vector space, so that the model maps the vector of

each  word  to  the  embedding  vector  of  that  dimension.  The  dimension  size  of  the

embedding layer output is 16, which is very small compared to the layer input. The reason

is the data  on the client  used in  the actual  predicting needs to  be very small  to  save

devices' energy and computation time.

Then  the  embedding  vector  is  gone  into  the  second  layer,  the  LSTM  layer  which  I

introduced in Section 3.2. However, for this layer, I used the Bidirectional LSTM, which

is an extension of traditional LSTM that can improve model performance on sequence

classification problems. In a problem where all the time steps of the input sequence are

available, the bidirectional LSTM layer trains two LSTMS on the input sequence. This can

provide additional context to the recurrent neural network and lead to faster and more

comprehensive learning of the problem. And this just meets our model needs, through the

use of it can be faster convergence and reduce the training time which is expensive in the

source limited devices in real life.

At last, the output which is returned from the bidirectional LSTM layer goes through a

fully connected dense layer. The size of the units of dense is the same as the vocabulary

size  since  the  output  should  be  equal  to  the  input  dimension  to  keep  the  model's

architecture completely. For the layer's activation, use the softmax function to convert the

embedding vector of values to a probability distribution as each of these vectors is treated

independently. The softmax is often used as the activation of the last layer of the network

because the results can be interpreted as probability distributions.

After creating these three layers, the model is compiled: the optimizer of the model is then

set to the various algorithms which are mentioned in Section 3.1, the loss function is set to

the cross-entropy between the predictions and the actual output values, the metrics are set

to the accuracy. These comprise the key elements of the entire model.

3.4 Implementation on Raspberry Pi
After  we  introduce  the  basic  conditions  required  by  Federated  learning  and  their

respective working principles in the several preceding parts. In this part, we focus on how

to implement them on Raspberry PI and to set up the supporting environment and training

data for the upcoming evaluation and describe them separately. Also, the section will talk
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about the challenge we encountered when implementing on real IoT devices.

3.4.1 Flowers installation

As mentioned earlier, if we want to implement Federated learning on Raspberry Pi. We
need to install Flower on both the server and the client, and there are two different ways to
install Flower. One way is to download and install the packaged Package with PyTorch on
Raspberry  Pi  using  Docker  according  to  the  recommended  documents  on  Flower's
website[4]. The advantage of this approach is that the rest of the supporting environment
required by followers is packaged in a package that does not require manual download and
installation.  Moreover,  this  method is more suitable for multiple devices (more than 4
devices)  to  connect  to  the  server  simultaneously  for  training  and prediction  since  the
device connection speed is faster, and the user can monitor and change the client's number
just in the terminal instead of modifying it in the code.

However, there is a reason why I didn't choose to use this installation in the end. This
method has the following disadvantages: 1. The device needs to provide large memory
storage  (more  than  4.5  GB)  to  store  packaged configurations  and programs,  which  is
difficult or even unacceptable for many Raspberry Pi. They are already nearly running out
of  space  to  store  the  other  applications,  not  to  mention  adding  this  package.  2.  The
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machine learning models, RNN and LSTM in PyTorch cannot well realize the next word
prediction project which I want to complete. The last and most serious problem with this
method  is  that  it  only  works  with  Ubuntu  64-bit  OS,  while  other  operating  systems,
especially Raspberry Pi's own OS(Raspbian), failed to install the packages in my attempts.
And this is fatal to the application. In real life, it's almost impossible to reinstall an entire
operating system for a single function/program, especially the Ubuntu 64-bit OS doesn't
work with many Raspberry Pi apps, and Ubuntu 64-bit OS only works with Raspberry Pi
4 Model and above. This poses great challenges for real-world applications. With all of the
above, I gave up on this approach in favor of the second approach.

The second method was also very difficult to implement in the past, as Raspberry Pi's own
operating system was not updated, and the Python version was 3.5, which meant there was
no support for TensorFlow 2.0 or higher and advanced machine learning on our devices.
Both of the RNN, LSTM and other supporting resources we want are also difficult  to
install.  But in September 2021, the Raspbian operating system got an update that will
bring the native  Python version of  Raspbian  to  3.9.2.  This  means that  we can  install
TensorFlow 2.4 or higher on the Raspberry pi, which also provides a foundation for other
federated learning applications. The most important thing is that Flower's version through
TensorFlow is simpler than PyTorch's version. It only requires the server and client to use
the same network and connect the client to the port which created by the server. Then the
devices can start to train and predict. This method has greatly increased the convenience
of the use of lightweight devices in real life, and users can install the prediction model on
different devices faster.
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3.4.2 Optimizer implementation

This is the key implementation of the whole project. After the program sets up the next

word prediction model, it compiles the different stochastic gradient descents algorithms

which we have introduced in part 3.1 as different optimizers of the model. Since we use

the TensorFlow in the code, we implement Keras for deep learning. For each optimizer,

the function modifies the parameters and hyperparameters of each algorithm and gets the

result to await the Federated Learning training. It will be frequently changed and used

during Chapter 4 Evaluation in the dissertation for getting the best performance.
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3.4.3 Federated Averaging implementation

I have illustrated and discussed different federated learning algorithms and principles in

Section  2.2.  For  my  project,  I  still  choose  to  use  the  Federated  Average  Algorithm

(FedAvg). For the Flower framework, which comes with FedAvg itself, we only need to

adjust the number of nodes in it and the number of evaluation clients to make it consistent

with  the  number  of  Raspberry  Pi  used  in  the  project  as  the  Figure  3.14  shows.  The

parameters min_available_clients and min_fit_clients are set to 2 as the current federated

system is only configured 2 clients. And these values can be changed if the system has

more  resource-constrained  devices  to  work.  For  the  fraction_fit  and  fraction_eval

parameters, both are set to 1 to use both two clients as the same configuration as Beutel et

al.[34].

I also introduced Federated Learning with Dynamic Regularization algorithm in Section

2.2. The main reason why I did not choose it as the federated algorithm of our model is

that  it  is  too  new,  because  it  is  an  algorithm  concept  that  was  only  researched  and

proposed  in  November  2021,  whether  it  is  a  mature  FL  algorithm  or  the  current

mainstream use.  The  FL frameworks  have  no  companion  app.  It  is  still  more  in  the

theoretical state, and the practical application is still in a blank state, neither in terms of

stability nor security is the mature FedAvg algorithm.

3.4.4 Data Modify

We used two different types of text data for model training and outcome prediction. One is

similar to the one used in Tomar's 2021 dissertation[30], using a Reddit dialogue text and

dictionary  packaged  which  collected  from  LEAF.  It  is  still  used  because  its  usage

30

Figure 3.14: FedAvg implementation



scenarios are closer to the actual usage status of users, which is also one of the main goals

of our project. Compared with normal texts, the words and symbols commonly used in

daily  conversations  have  a  more  repetitive  vocabulary,  simpler  sentence  patterns,  and

grammar,  and are relatively easier  to  predict,  and the accuracy should be higher.  The

second type of data is reading texts such as blogs or short articles that we often browse in

our daily life. One of the reasons for adding them is to compare with the first type of text

to explore which type of text prediction our model is more suitable for. The second reason

is to simulate the real situation. After all, it is impossible for devices in life to accept a

single type of text. Use it to check whether the next word prediction model can be applied

to different types of text and can successfully give feedback.

For these texts, I removed all outlier symbols by regex matching in function, split the

remaining text into individual words and divided them proportionally into training set x

and test set y. The function code for generating the data is shown in Figure 3.15.

Since the project needs to simulate reality as much as possible and consider the serious

limitations of the resource-constrained device itself and its computing power. The size of
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the two types of data I selected does not exceed 1Mb, so for the Raspberry PI, training the

next word prediction model will not cause the machine's core computing to be overloaded

or cache overflow. Likewise, the time required for one run can be kept within a suitable

range,  which is  better  for the evaluation.  At the same time,  in  order  to  use federated

learning, we need to put texts of different sizes and content, but the same data type and

format  on  two  different  resource-constrained  devices.  This  can  test  whether  different

models generated after federated learning training can make the most basic predictions on

a large range of data samples to check if it is a general-purpose models. These are also

what the data organized function needs to generate when it collects and organizes data.

3.5 Summary
This chapter introduced serval federated learning algorithms, discussed and compared the
advantages and disadvantages of each algorithm. It also introduced the Recurrent neural
network (RNN) and its upgrades LSTM and LSTM variant Bi-LSTM. Then is the model
that implements the algorithm running on the resource-constrained device.  At last,  the
chapter  lays  out  the  implementation  of  the  model  on  Raspberry  PI  and  sets  up  the
supporting environment and training data. Now, everything needed for the set up has been
outlined, we can move to the evaluation. In the next chapter, we will discuss how we
tested  the  models.  In  particular,  we  explore  their  prediction  results  and  evaluate  the
performance of both the algorithm and devices to find out which one is the most suitable.
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Chapter 4 

Evaluation

This chapter details the results obtained using federated learning model designed and built
based on the previous chapters for next word prediction. Various tables and graphs are
used to show the results of different optimization algorithms and methods. Along with
their  analysis using multiple measure indicators.  More importantly,  the original results
obtained by Tomar are compared with the ones obtained for this dissertation to show that
my optimization  approaches  are  indeed effective  and an  improvement  on  the  existing
schemes.

4.1 Set up and standard value
As previously introduced in the implementation, the entire federated learning system used
in  this  dissertation  consists  of  two  resource-constrained  devices:  Raspberry  Pi  and  a
computer.  The federated  learning framework Flower  uses  a  computer  as  a  server  and
communicates with a client, Raspberry Pi, through the network. The two Raspberry Pis
are called Client1 and Client2 in the framework and locally save the different types and
sizes of data we discussed in section 3.4.4 and divide them into two parts by code for the
next  word  prediction  model  training  and  test.  Constrained  by  the  memory  space  and
computing power of lightweight devices, both pieces of data only use part of the entire
data. And Client1 saves textual text, the training data size is about 438KB, and the test
data size is 141KB. Client2 saves the Reddit dialogue text from LEAF, the training data
size is about 522KB, and the test data size is 169KB which shows in Table 4.1.
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Clients
Local data

Training data size (KB)     Test data size (KB)

Client1
Client2

438
522

141
169

As the previous section 2.3.2 introduced. Tomar's dissertation first successfully realized
implementation of next word prediction on Raspberry Pi through federated learning[30].
So I reproduced the experiment in the paper at the beginning of the experiment, using the
same  federated  learning  model  and  hyperparameters,  and  the  same  type  of  data  for
training and prediction. The results shown in Table 4.2 were obtained. And this result is
very close to the result of the original experiment test accuracy (23%, 39%), so I use this
result as the standard base line value of this dissertation in the remaining experiments,
especially for Client2 as it used the similar data. In this way, the subsequent optimization
results can be compared with it, and the changes and improvements of each measurement
value can be checked more intuitively.

Clients Training Rounds Time (min) Test Accuracy
(%)

Test Loss Epochs

Client1 50 52 23.46 4.1823 10

Client2 50 57 40.04 6.0067 10

4.2 Model measure indicators
Since I used the BI-LSTM as the next word prediction model. Therefore, the loss function
of the entire model is categorical cross-entropy (CE). Each time a training sample is fed
into the model, the model returns an output saved in vector format, the predicted next
word. The model then uses softmax activation to normalize the vectors to convert them to
words in the corresponding vocabulary with a different probability.

The model will also generate several evaluation indicators during training and testing, and
in the evaluation part, the dissertation will mainly visualize the indicators generated by
each optimization to intuitively compare the performance of different optimizations. The
indicators are: training accuracy, training loss, validation accuracy, validation loss, test
accuracy, and test loss.

Training accuracy: It is the accuracy of each epoch's training, its increasing curve slope
also represents the model convergence speed. A larger slope means the model converges
faster. Normally, the higher means the better performance.
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Training  loss:  It  is  the  prediction  loss  of  training  and  should  decrease  to  find  the
minimum and keep it with the training continuous.

Validation accuracy:  The  validation  data  is  a  proportionally  generated  subset  of  the
training data. The model uses them to verify the generalization ability of the model during
training. The verification accuracy rate is used in conjunction with the training accuracy
rate to calculate the accuracy of the CE on train data.

Validation loss: It is also used to calculate the CE loss on train data with the training loss
as same as the validation accuracy.

Test  accuracy:  After  each  round  of  training  is  completed,  the  client  will  use  the
previously prepared test data to test the generated new model and obtain the test accuracy
and loss. After all rounds of training are completed, it is the CE accuracy on test data.

Test loss: It is the CE loss on the test data after all rounds of training are completed. It also
means how well the model fits.

Cross entropy loss is calculated as the difference between the output probability predicted
by the model and the actual output. Our goal is to adjust model weights during training to
improve cross-entropy accuracy while minimizing loss. But one important thing to note is
that cross-entropy is not a finite loss, which means that for the model, whether during
training, validation or testing, a wrong prediction will slightly affect the accuracy but will
disproportionately penalize the CE loss. Therefore, for our optimization evaluation, it pays
more  attention  to  the  performance  improvement  of  the  cross-entropy  accuracy  of  the
model, and it is used as one of the references for the loss.

4.3 Time Reduction
Before optimization,  we found a very real problem from reproducing experiments:  the
running time was too long. Restricted by the computing power and chips of resource-
constrained  devices,  it  takes  more  time  for  the  Raspberry  PI  to  perform  the  same
computation and training in one epoch. But it  is not feasible to reduce the number of
epochs in each round of training because its increase increases the time of model training
and makes the utilization of computing resources in the device higher. So I cut down the
time by changing the other two ways.

4.3.1 Training rounds reduction

Long-term high-power operation is a huge drain on power in real-world edge devices.
More importantly, after each round of training, the client needs to transmit the new model
to the server through the network, and for lightweight devices, the cost of communication
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is expensive. The cost of the server communicating to the client 50 rounds is astronomical.

Moreover,  in  the  experiments,  I  found  that  the  model  converged  much  faster  than
expected, and after about the 8th or 9th round of training, the model will be basically fully
trained. And its cross-entropy accuracy and loss will no longer change with the increase in
training times. Therefore, I reduced the number of training sessions from 50 to 15. Thus,
as shown in Table 4.3, there will be a huge drop in the elapsed time without destroying the
accuracy and loss.

Clients Rounds Epoch Training Time (min)

Client1 Cliner2 50 10 52.27, 57.31

Client1 Client2 15 10 17.26, 18.94

4.3.2 Bidirectional LSTM Application

After drastically reducing the time by reducing the number of training epochs, I feel that
the  next  word  prediction  model  itself  could  also  be  improved  to  reduce  the  time.  In
Section 3.2.2, the paper details the working principle of Bidirectional LSTM (BI-LSTM).
And here, I apply it to our model to replace the normal LSTM. For the BI-LSTM layer, it
only needs to use half of the original parameters to complete the task of ordinary LSTM.
Its application reduces the total time by another 2.5%.

4.4 Optimization
The optimization effect of the federated learning model is evaluated by the accuracy and
loss  metrics.  The  experiment  is  improved  by  compiling  the  three  gradient  descent
optimization algorithms introduced in section 3.1 of this dissertation in the model, which
are: Adagrad, RMSprop, and Adam.

4.4.1 Adagrad optimization

During the experiment, the model obtained different results in clients Client1 and Client2
containing  different  types  of  data  by  changing  the  learning  rate  in  the  optimization
algorithm. Draw different line charts from these results and compare them visually, such
as the Figure 4.1, etc.
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Several pieces of information can be found in figure 4.1: First, the training accuracy of the
model generated by federated learning training for textual text, which is Client1, is nearly
30% lower than that of conversational text Clinet2, which is 0.7 for the highest accuracy.
This deficiency is global and has nothing to do with the optimization algorithm and the
learning rate of the algorithm. Second, the learning rate of the algorithm will significantly
affect the optimization effect, especially the convergence speed of the model. It can be
seen from the figure that the training accuracy of the standard value which gets from the
previous reproduction experiment, rapidly increases from the initial point to the maximum
accuracy. However, for the Adagrad algorithm, when the learning rate is the default value
of  the  algorithm,  the  convergence  rate  of  the  model  is  significantly  slower  than  the
standard  curve  at  the  same  time.  It  requires  more  training  rounds  to  increase  to  the
maximum.  When  the  learning  rate  is  too  low,  such  as  0.001,  the  model  even  stops
converging which appears as a straight line in the plots since each update step of the
gradient  descent  is  extremely  tiny,  which  is  also  in  line  with  the  expectations  of  the
implementation. Next, the evaluation plots other data in different figures.
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Figure 4.2: CE loss of training data for both Client1 and Client2 for Adagrad optimization



It can be seen from Figure 4.2 that for the training data, all optimized CE losses which
calculated  by  the  loss  and  validation  loss  are  reduced,  indicating  that  the  prediction
models are trained and learned normally without errors. But their performances are poorer
than the standard value and become better as the learning rate increases.

The above curve clearly shows the new next word prediction model trained by Client1 or
Clinet2 and returned to the server after being optimized by the Adagrad algorithm. Except
for the models whose learning rate is too low, the rest of them are tested on the test data,
and  the  CE  accuracy  obtained  by  them  has  increased  significantly  compared  to  the
standard value, which is 32.1% for the textured text and 39.6% for the chatting text. The
highest accuracy is almost equal to 44%, an increase of about 5%, which is equivalent to
an increase of 12% for the original accuracy of 39%.

From the comprehensive observation of Figures 4.1, 4.2 and 4.3, it  can be found that
although the model performs well in training accuracy and CE loss of training data with
the Adagrad algorithm optimization with the learning rate  = 0.1.  At  test  time,  its  test
accuracy does not perform as well as the Adagrad optimization with a learning rate = 0.01.
Therefore, the most suitable learning rate for the Adagrad algorithm to optimize the entire
federated learning model should be 0.01.

4.4.2 RMSprop optimization

Similar to Adagrad, the experiment still uses the previous evaluation metrics to evaluate
the RMSprop algorithm optimization.
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Figure 4.3: CE accuracy of test data for both Client1 and Client2 for Adagrad optimization



As can be seen from Figure 4.4, RMSprop is more effective for training textual text stored
in Client1, and the maximum training accuracy of the model optimized by the RMSprop
algorithm is 10% higher than that of the standard model which increases to the 0.8. For the
local conversational text of Client2, the convergence speed of the RMSprop optimization
model  is  faster  than  that  of  Adagrad.  The  learning  rate  of  the  algorithm controls  the
convergence speed of the optimized model. The higher the learning rate, the larger the
stride, and the faster the gradient declines. The accuracy curve shown in the figure can
take fewer epochs to reach the maximum value.
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Figure 4.4: Training accuracy of Client1 and Client2 for RMSprop optimization

Figure 4.5: CE loss of training data for both Client1 and Client2 for RMSprop optimization



The training CE loss, generated by cross-validation of training loss and validation loss,
guarantees that the RMSprop-optimized model works well in both clients. In Figure 4.5,
the loss in Client1 performs better than the standard value.

The broken line in Figure 4.6 shows that for RMSprop optimization, even with a small
learning rate of the algorithm (0.001), the CE accuracy of test data of the optimized model
is the same or higher than that of the standard model. However, compared to Adagrad
optimization, the maximum accuracy of RMSprop optimization is around 42.8%, which is
lower  than  Adagrad's  44%.  Combining  Figures  4.4-4.6,  it  can  be  concluded  that  the
optimal learning rate of the RMSprop algorithm for the optimization of the next word
prediction model on Raspberry Pi should be between 0.01 and 0.1, such as 0.05.

4.4.3 Adam optimization

Finally, the optimization model will use Adam, the algorithm chosen by most researchers
and most commonly used in stochastic gradient descent optimization today, and adjust the
learning rate to achieve different results.
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Figure 4.6: CE accuracy of test data for both Client1 and Client2 for RMSprop optimization



The maximum accuracy of the Adam-optimized prediction model for textual text training
is  about  0.7,  which  is  similar  to  Adagrad  and  not  as  good  as  RMSprop.  But  for
conversational text,  the convergence speed of Adam's optimized model  using different
learning rates is much faster than the previous two optimization algorithms. The learning
rate with the fastest convergence is 0.01. Too large or too small for a learning rate will
slow down the convergence speed of the optimization model but will not stop the model
from converging.
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Figure 4.7: Training accuracy of Client1 and Client2 for Adam optimization

Figure 4.8: CE loss of training data for both Client1 and Client2 for Adam
optimization



The training CE loss, generated by cross-validation of training loss and validation loss,
shows that the Adam optimization works well in both clients.

It does not perform as well as RMSprop for CE accuracy on test data in Client1 which is
33%. But for the chatting text in Client2, the test accuracy rate is up to 44.5%. It is the
best  performance  among  the  three  optimization  algorithms.  Therefore,  combining  the
results in Figures 4.6 to 4.9, the optimal learning rate for the Adam optimization algorithm
should be 0.1.

The reason why the results of the curves in each graph, especially the training accuracy
and loss, are always back and forth in the first 50 epochs: the entire federated learning
model uses stochastic gradient descent for training, and each round of the model randomly
selects a part of the data as a sample for training. Therefore, in the first few rounds of
training, the randomly selected data is basically untrained by the model. In each round of
client training, the accuracy of the new model increases and the loss decreases.

However, after a new round starts, the model needs to be trained on the newly selected
data. At this time, if the selected data model has not been trained, the accuracy and loss
will be greatly affected. Since the experiment uses RNN, the server will keep memorizing
the previous model and update it  to the client.  In this  way, as the number of training
rounds increases, the proportion of the trained data to the total data continues to increase,
and when new data is randomly selected again, there is a high probability that the data has
been trained by the model. At this time, the accuracy and loss of the model will not be
affected.  In the figure,  it  can also be observed that  the fluctuation range of the curve
decreases with the increase of epochs.

At the same time, the experiment also recorded the training time of each optimization
algorithm on the clients, organized them and made Table 4.4.
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Figure 4.9: CE accuracy of test data for both Client1 and Client2 for Adam
optimization



Optimization
Algorithm

Training Time (min)
Client1                           Client2

Adagrad 18.06                              19.49

RMSprop 19.52                              21.21

Adam 17.34                              18.75

From the table, for training on the same data, RMSprop takes the longest time and Adam
the shortest. This evaluation shows that Adam's training efficiency is the highest among
the three algorithms in unit time.

To sum up, the experimental conclusion shows that for different types of text training and
generating predictions, the three optimization algorithms have significantly improved the
cross-entropy accuracy and loss  of  the test  data  compared with the previous  standard
model,  which  proves  that  the  success  and  feasibility  of  algorithm  optimization.  For
conversational  text,  both  Adagrad  and  Adam are  good model  optimization  algorithms
because their accuracy rates are similar. But when the edge device needs to control the
total energy consumption and the number of exchanges with the server when running the
entire federated learning, Adam will be a better choice because its model converges faster
than Adagrad. This also means that for the same number of exchanges, it is easier for the
Adam-optimized model to send a better quality prediction model to the server. For textual
text, RMSprop may be more suitable, but at the cost of more training time and energy
consumption. For generality, Adam is still the mainstream choice, and the most suitable
learning rate is 0.01.

For the cross-entropy loss of the test data, the results of the two clients after 15 rounds of
training are Client1, 2.1482 and Clinet2, 5.2916. Although they are all smaller than the
standard value, they are still too large compared to the common model evaluation criteria,
indicating that the model is still overfitting. Experiments tried to reduce by using different
keras.regularizers, but no noticeable effect was produced. So increasing the number of
devices would be a better option.

4.5 Other improvements
For model training, one of the easiest and most effective ways to improve accuracy is to
increase  the  amount  of  training  data.  The  more  training  data,  the  better  the  model
generalizes  to  different  types.  Therefore,  the  experiments  used  double  and  quadruple
training data for the Adam optimization model training and saved the evaluation results
which made Table 4.5.
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Training data size Training time (min) Test accuracy (%)
Client1                  Client2

Normal 17.21 31.83                     44.51

Double 34.44 32.75                     45.68

Quadruple 69.03 32.78                     45.70

It can be seen from the table that when the training data is doubled, the test accuracy of the
model is increased by 1%, and the total training time is also doubled. When the data size is
increased  to  four  times  that  of  the  original  data,  although  the  test  accuracy  is  still
improved,  the  improvement  is  too  small,  which  is  too  expensive  for  the  energy  and
communication loss of edge devices, and the cost-effectiveness is too low. Moreover, too
large training data is a huge burden on the computing power that resource-constrained
devices can provide. Therefore, the experiment finally chose to increase the training data
to twice the original size in order to improve the entire federated learning in the most cost-
effective way.

4.6 Summary
Through  the  above  series  of  experiments  and  evaluations,  the  paper  has  successfully
achieved its  own goals,  proving the  feasibility  and effectiveness  of  applying different
optimization algorithms in the federated learning model. The experimental results show
that all three optimization algorithms can effectively improve the prediction accuracy of
the model, of which Adam is the most widely used. Compared with previous experiments
and results in this field, the optimized model not only improved the prediction accuracy by
6%, but  also increased the original  accuracy by 15%. And the model  training time is
greatly reduced, with a total time of 34.4 minutes, which is 62.5% of the previous training
time.
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Chapter 5 

Conclusion and Future Work

5.1 Conclusion
This  dissertation  evaluates  the  feasibility  and  effectiveness  of  optimizing  next-word
models using federated learning on resource-constrained devices such as the Raspberry Pi.
It  is  motivated  by  the  fact  that  predecessors  have  successfully  built  models  on  edge
devices,  proving the possibility of prediction. Through the design, implementation and
evaluation experiments of this dissertation, the achievability of the goal is clearly proved.
It introduces the previous progress in this field and describes in detail the optimization
algorithm  and  federated  learning  used.  This  dissertation  also  shows  the  specific
improvement after model optimization through experiments and results, and discusses and
compares the advantages and disadvantages of different optimization methods.

Finally, it is concluded that various optimization algorithms can effectively improve the
training degree of the prediction model. Among them, the optimization effect is the best,
and the most versatile algorithm is Adam, and its most suitable learning rate is 0.01. The
test  accuracy of  the  model  is  increased  to  45.6% after  optimization,  which  is  a  total
improvement of 6.4% compared with the previous results in the field. More importantly,
the optimized model training time was reduced by nearly 40%. This also proves the great
potential of federated learning for large-scale applications in real life, such as the Internet
of Things.
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5.2 Limitations and future work
The biggest limitation in this paper is the number of clients, ie Raspberry pi, in the entire
federated learning system. Although this dissertation successfully optimized the original
next  word  prediction  model  and  significantly  improved  the  accuracy,  the  optimized
accuracy was still low (<50%). Therefore, the main direction of future work on the basis
of this paper could be to deploy the solution on a testbed like that used in [27] with 50 or
more Raspberry Pi devices. This is more likely to improve the training and prediction
accuracy of the optimized model, so that it can be more closely related to the real-world
situation, identify possible problems and generate better performance.

Another limitation is the data; unlike in [28], the model is trained directly using the user-
input variable data as training data. The data used in this dissertation experiment are texts
that have been saved locally to different clients according to the format. However, this is
not completely in line with the usage scenario of the next word prediction in real life. In
real  life,  the  device  needs  to  memorize  the  user's  input  habits  in  order  to  generate  a
personalized model. Therefore, another future work is to replace the data trained by the
model with the data directly input by the user, so that the training is more targeted and the
performance of the accuracy will be better.

In addition, using other federated learning algorithms such as FedDynOneGD, which was
invented by Acar et al. [26] to reduce local computation to make the share of generative
models more reasonable for different real-world IoT devices containing vary sizes training
data. Changing the number of model layers, and reducing communication consumption are
also possible directions that can be explored to improve the performance of the entire
system.
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