
Abstract

Affective computing is the field investigating how computers can recognise human emotion
and adjust their response accordingly.

This technology is critical to improve human computer interactions, to bridge the divide in
communication that exists currently. Emotionally intelligent computers could be used across
a variety of industries to compliment the professionals already working in the field. Examples
of this include e-health and e-learning interactions. On a more ambitious side this could
be extended to emotionally intelligent robots, such as that created by SoftBank, named
Pepper.

The key issues that hinder the adoption of affective computing are, firstly, the complexity of
human emotions and interaction, and secondly the lack of training data available that shows
in the wild emotion.

• One of the key considerations in this field is how to define a subjective emotional state
in ways a computer will understand. While there is debate in the field, a two dimensional
graph of valence (pleasantness of an emotion) and arousal (energy displayed in emotion)
is generally accepted as a good way to plot emotion. When plotted the x, y coordinates
of valance and arousal values give a quantitative emotion estimation which can be
labelled with a qualitative descriptor. This will be the basis of emotion prediction in
this study.

• Ideally, data would be gathered from unaware participants in the wild as they go about
daily life. In reality, data is often generated in controlled experiments. In these settings
we may be missing important features of genuine human interactions. Furthermore,
these environments have carefully controlled audio and lighting which generates much
cleaner data than genuine in the wild interactions. Additionally, many datasets rely on
posed emotions, where investigators ask participants to show a certain emotion. These
posed expressions are often quite different from natural emotional states. It is much
more valuable to capture spontaneous emotions, be they elicited by stimuli or naturally
occurring in dyadic interactions. A lack of this spontaneous emotional data limits the
development of emotionally intelligent computers that will be effective in real world
use. Given that it is spontaneous expressions that will be critical for human computer
interactions there is an unmet need to train more models on this kind of data.

This project aims to fulfill this need by developing multi-modal models trained on real world
data from the SEWA database. Furthermore, it aims to advance state of the art by examining
the effects of different feature combinations on emotion prediction and by considering the
importance of temporal dynamics in emotion prediction by developing a LSTM model and
assessing its success compared with a CNN.
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The SEWA database is an annotated database of audiovisual interactions recorded in the wild.
It contains six groups of thirty people, each group being from a different cultural background.
Each group includes a broad distribution in gender and age. In my research I compare the value
of features already existing within the database, as well as additional features I extracted from
the database, on the prediction of valence and arousal. Examples of these features include
action units, facial landmarks, head gestures, hand gestures and low level descriptors which
will be discussed in detail below.

This study shows that the lowest mean square error for combined valence and arousal was
achieved with audio and visual inputs consisting of action units, facial landmarks, head ges-
tures,hand gestures and low level descriptors. The success of multiple features across different
modalities strengthens the literature’s call for the development of more multimodal models.
My results also agree with the current literature that suggests audio features are better for
predicting arousal, while visual features are better at predicting valence.

This study also showed that capturing temporal information by utilising a LSTM outperformed
capturing just spatial features using a CNN. The lowest mean square error for combined valence
and arousal through the duration of this project was achieved with all audio and visual features
run through the LSTM.
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