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Darragh Hurley, MCS. 

 

University of Dublin, Trinity College 2021 
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Plagiarism is a common problem across all levels of education. Due to the amount of solutions 

available online, detecting plagiarism in programming assignments can be difficult. This allows 

students to quickly share solutions with each other. A key strategy for combatting the use of 

plagiarised solutions is the use of a plagiarism detector. 

 

Plagiarism detection is a concept that has been implemented for common programming 

languages such as Java, C, C++ etc. Several less common programming languages do not have 

access to online plagiarism detectors at all. One of these languages is ARM assembly language – 

a 32-bit reduced instruction set computer instruction set architecture. 

 

This dissertation compares four algorithmic approaches that measuring similarity between 

files. The results from the experiments conducted shows that using a modified Levenshtein 

distance approach returns the best results when comparing similarity between ARM assembly 

language files that have been manually plagiarised. In this experiment Levenshtein returns a 

recall and precision value of 1 which means it can perfectly differentiate between unique 

solutions to the same problem and plagiarised files.  

 

Using this method with a correctly calibrated threshold value has created a possibility for an 

ARM assembly language plagiarism detector to be implemented and integrated into an already 

existing online resource for plagiarism detection.  
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Chapter 1: Introduction  

 

1.1 Background  

 

Programming with low-level languages is a skill that all computer scientists should learn. A 

quote from Donald Knuth states “A person who is more than casually interested in computers 

should be well schooled in machine language, since it is a fundamental part of a computer.” [14].  

 

The purpose of this dissertation is to aid in the learning of ARM assembly language 

programming skills in an academic setting – typically college/university. When learning to code, 

one of the most important aspects is that the work completed is original and completed by the 

student alone. This research has been done to help in keeping students honest and prevent the 

plagiarism of other solutions when completing ARM assembly language assignments. Being able 

to measure similarities between two programs will allow for an automated checker to display 

areas of possible plagiarism that can then be manually checked by the academic supervisor.  

The main reason for this research is because plagiarism done by students in universities, where 

the students trying or copying the whole or the parts of source code written by someone else as 

one’s own, is difficult to detect [25]. Having an accurate similarity measure can remove some of 

the difficulties associated with detecting this plagiarism. 

 

Currently the available plagiarism detectors available online do not support ARM assembly 

language solutions. The most widely used plagiarism detectors have support for the some of the 

most common programming languages such as Java, C, C++. The research done in this 

dissertation creates a process from which the unsupported assembly languages can have a 

functioning implementation that can detect plagiarism.  

 

1.2 Motivation  

 

“Academic integrity involves ensuring that in research, and in teaching and learning, both staff 

and students act in an honest way. They need to acknowledge the intellectual contributions of 

others, be open and accountable for their actions, and exhibit fairness and transparency in all 

aspects of scholarly endeavour” [26]. 
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Plagiarism is a problem that academics face at all levels vary from the education system [5]. 

Plagiarism in academic settings is an ever-growing issue that negatively reflects on both the 

people who partake in it and the university that the student is enrolled in. Most universities 

have a zero-tolerance system in place for plagiarism. In an ideal scenario all plagiarism would 

be completely prevented. This is not an option, which lead to the creation of plagiarism 

detection. If students can be held accountable for plagiarism found by these plagiarism 

detectors, then it can help in the overall prevention of plagiarism. 

 

 The two most trivial forms of plagiarism in an academic setting are: 

 

• Copying from another student 

• Copying from the internet 

 

The focus of this dissertation is to tackle the first form of plagiarism by detecting plagiarism 

within from within student solution files.  

 

1.3 Research Question  

 

The research question that this dissertation aims to answer is 

 

What is the most effective approach for measuring similarity between ARM assembly language 

programs? 

 

This question can be broken down into two sub questions which are more specific and provide 

more direction in terms of investigating this problem: 

 

• What are the most effective and widely used algorithmic approaches for measuring 

similarity in programs?  

• What features associated with ARM assembly have the greatest impact on measuring 

similarity? 
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1.4 Aims 

 

The four main aims to this dissertation are: 

 

1. To investigate the most state of the art research on plagiarism detection via similarity 

measurement. 

 

2. To analyse different algorithms for similarity measurement on the different features 

that are associated with ARM assembly. 

 

3. To accurately measure similarity between ARM assembly language programs. 

 

4. To find out what method of similarity measurement can be used to provide a 

classification between obfuscated files and two files that answer the same problem but 

are not plagiarised. 

 

 

1.5 Objectives  

 

During this research project there are several objectives that need to be completed to answer 

the research questions and fulfil the aims. These objectives include: 

 

• Research the state-of-art for measuring similarity in text, source code and low-level 

programming languages. Determine the algorithms appropriate to tackle ARM assembly 

language. 

 

• Examine research papers on plagiarism in an academic environment. Use this 

information to understand how plagiarism occurs and how to construct a viable design 

for generating effective results for similarity measure. 

 

• Obtain a sample corpus from students studying a computer science module involving 

ARM assembly language programs. Use this corpus to calculate confusion matrices for 

the algorithmic approaches being investigated. 
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• Build a manually constructed corpus to perform other technical experiments on. 

Evaluate the important features of ARM assembly language and the best approach to 

measure the similarities of these features. 

 

• Implement different similarity measures to emulate plagiarism detectors. Using the 

implementations, perform different experiments to gain an understanding of how the 

similarity measures approaches interact with different ARM assembly language 

features. 

 

1.6 Dissertation Overview 

 

This section will provide a high-level outline of the structure of this dissertation. The document 

is structured by seven chapters: 

 

• Chapter 1 – Introduction: 

o This chapter provides a general overview of the project focusing on the motivation 

for this research, the research questions at hand, the main aims of this research and 

the objectives that will be completed. 

• Chapter 2 – Literature Review 

o This chapter provides a detailed description of the main concepts that will be 

discussed throughout the dissertation. It explores the state-of-the-art research on 

the key topics such as plagiarism, the most popular types of plagiarism detectors 

and low language programming languages.   

• Chapter 3 – Implementation 

o This chapter describes the design and implementation of this dissertation. It begins 

with the pipeline for the design of the research. It then describes the different 

technologies used to create the programs used for the evaluation of the experiments 

ran in this research. The implementation of the different algorithmic approaches 

that are being discussed throughout the dissertation is also in this chapter. It delves 

deeper into the pre-processing steps of the ARM assembly files and how they were 

done.  

• Chapter 4 – Evaluation 

o This section discusses the various experiments that were performed throughout this 

research and provides an in-depth assessment of the different statistics and results 

that were found.  
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• Chapter 5 – Conclusion 

o The conclusion chapter is used to summarise my finding and show my opinion 

alongside a discussion of the achievements that were completed from this research. 

• Chapter 6 – Future Work 

o This chapter discusses the possibility of continuing this research by exploring other 

possibilities that were not completed as part of this research. 
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Chapter 2: Literature Review  

 

This chapter provides an outline of the current existing solutions to plagiarism detection and 

discusses the research done for plagiarism in programming assignments within an academic 

setting.  

 

Plagiarism in detail can be broken down into its main definitions and the different ways to deal 

with it. Further descriptions of obfuscation and the techniques for evaluating plagiarism 

detectors are also explored.  

 

Plagiarism detectors have been created for various forms of possible plagiarism. In this chapter 

the key focus is to look at detectors for low-level programming languages, but also to explore 

other options such as ways to measure similarity in text and in high-level programming 

languages.  

 

2.1 ARM Assembly language 

 

This section will introduce what ARM assembly language is and the most valuable features 

associated with it in terms of the research done.  

 

ARM is a 32-bit reduced instruction set computer (RISC) instruction set architecture (ISA) 

developed by ARM Holdings [11]. RISC is information processing using any of a family of 

microprocessors that are designed to execute computing tasks with the simplest instructions in 

the shortest amount of time possible. As ARM is an instruction set architecture it means the 

ARM assembly language programs are almost entirely comprised of instructions. An example of 

an ARM assembly language program is: 

 

Main: 

    MOV   R11, #0 

    MOV   R3, #0  

For:    

    CMP   R3, R2    @ for R3 = 0; R3 < R2; R3++ 

    BGE   endFor 

    MOV   R10, #0   @ counter 

    LDRB  R5, [R1] 

    ADD   R7, R1, #4 
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    MOV   R4, R3 

InnerFor:         

    CMP   R4, R2    @ for R4 = R3; R4 < R2; R4++ 

    BGE   endInnerFor 

    LDRB  R6, [R7] 

    CMP   R5, R6    @if R5 == R6 

    BNE   skip 

    ADD   R10, R10, #1 @   R10 ++ 

skip: 

    CMP R10, R11 

    BLE next 

    MOV R11, R10 

    MOV R0, R5 

next: 

    ADD R7, R7, #4 @ increment for next value 

    ADD R4, R4, #1 @ increment counter 

    B InnerFor 

endInnerFor: 

    ADD  R1, R1, #4 @ increment for next value 

    ADD  R3, R3, #1 @ increment for counter 

    B for 

endFor: 

 

End_Main: 

  BX    lr 

 

 

2.1.1 Opcode instructions 

 

Instructions are comprised of an opcode instruction and the either one, two or three operands. 

Opcode instructions explain the action being taken in that line of code, such as “MOV” which 

moves the value of one operand into the destination operand. Length of instructions can be 16 

or 32 bits long, so you will need two bytes to create a Thumb instruction and four bytes to 

create either an ARM instruction or a Thumb-2 instruction [12]. Some of the most common 

instructions used in ARM assembly include: 

 

    (MOV, ADD, SUB, MUL, LDR, STR) 

 

Operands following opcode instructions can be a register value, a memory address (stored in a 

register value) or an intermediate value.  
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2.1.2 Registers 

 

ARM also has a fixed number of register values that can be used during the program. The 

register is the most fundamental storage area on the chip. You can put most anything you like in 

one—data values, such as a timer value, a counter, or a coefficient for an FIR filter; or addresses, 

such as the address of a list, a table, or a stack in memory [12]. At any one time, 15 general-

purpose registers (r0 to r13), the link register (LR/R14) and the Program Counter (PC/R15) are 

visible. Each stores a single 32-bit number [12].  

 

2.1.3 Branch instructions 

 

A standard branch instruction is provided with a 24-bit signed offset, allowing forward and 

backward branches of up to 32MB [24]. There is a branch and link (BL) option that also 

preserves the address of the instruction after the branch in R14, the link register. This provides 

a subroutine call which can be returned from by copying the LR into the PC [24].  

 

2.1.4 Labels 

 

Labels are used in ARM assembly language as a point of reference. Combining labels with a 

branch instruction allows the user to implement more common programming structures such 

as if statements and loops. Labels have an address which is calculated during assembly. The 

ARM assembler calculates the address of a label relative to the origin of the section where the 

label is defined. A reference to a label within the same section can use the PC plus or minus an 

offset. This is called PC-relative addressing.  

 

2.1.5 Memory  

 

For some parts of assembly language programming registers are not enough to handle the 

problem at hand. Memory access can be used to store different values. Memory is typically much 

larger (kilobytes or often gigabytes), and so it typically exists outside of the processor. Because 

of memory's size, accessing memory takes more time than accessing registers — typically about 

10 times as long. Thus, assembly language programming tends to focus on using registers when 

possible [13].  

 

The different ways of determining the address of the operands are called addressing modes. The 

main addressing modes that are used are: 
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Name Example 

Indexed, base LDR R0, [R1] 

Pre-indexed, base with displacement LDR R0, [R1, #4] 

Pre-indexed, auto indexing LDR R0, [R1, #4]! 

Post-indexing, auto indexed  LDR R0, [R1], #4 

Double Reg indirect LDR R0, [R1, R2] 

Double Reg indirect with scaling LDR R0, [R1, R2, LSL #2] 

 

Table 2.1 Addressing modes for ARM assembly 

 

These different addressing modes allow users to access memory in different locations using one 

single 32-bit instruction. The first example would load the contents (word sized – 4 bytes), 

stored in memory at the address that R1 is pointing to, into R0.  

 

2.1.6 Comments 

 

Comments in ARM assembly are used the same way that comments are used in any 

programming language. Comments are used to make it easy for other people looking at the code 

to understand what the program is doing.  

 

2.1.7 Why use ARM assembly? 

 

Low-level machine languages such as ARM may not have some of the capabilities that high-level 

languages such as Java and C have, however this does not take away from the importance of the 

understanding of low-level languages. In the book “The Art of Computing”, Donald Knuth 

describes some of the key reasons as to why learning an assembly language (such as ARM) is 

important: 

 

• By understanding a machine-oriented language, the programmer will tend to use a much 

more efficient method 

• High level languages are inadequate for discussing low-level details such as coroutine 

linkage, random number generation, multi-precision arithmetic and many problems 

involving the efficient usage of memory [14]. 
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Low level languages are a key element in helping a programmer how to code. They can be used 

for teaching aspects of microprocessor design and behaviour. A research paper describes a 

comparison of decoding performance between C/C++ and ARMv7 Assembly on Android 

operating system. The results from this paper show that the speed of H.264 decoding has been 

significantly increased from 13.6% to 23.4% owing to ARMv7 assembly optimisation – “We can 

draw a conclusion that much better efficiency has been achieved by ARMv7 assembly language 

optimisation” [11]. 

 

From this section the most valuable takeaway is that ARM assembly language has several 

unique features that need to be considered when discussing the measuring of similarity 

between two programs. The key features to focus on include the opcode and branch 

instructions, the register values and the label names. Comments could also aid in measuring 

similarity but since comments are just plain text that is less relevant to this research. These 

features will be a key aspect to the research that has been conducted and will shape the type of 

experimentation performed. 

 

2.2 Plagiarism  

 

Plagiarism can be described in two main categories which are: 

 

• The general definition of plagiarism 

• The definition of source-code (program) plagiarism 

 

A general definition of plagiarism can be described as the stealing and passing off the ideas or 

words of another as one’s own without crediting the source [1] . 

 

Source-code plagiarism occurs when students reuse source-code authored by someone else, 

either intentionally or unintentionally, and fail to adequately acknowledge the fact that the 

source code is not their own [2]. 

 

This section will focus on the definition of source-code plagiarism in academia because this 

paper revolves around the discussion of plagiarism detection in ARM assembly language 

programs in a university environment. 
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In recent years plagiarism of source code in academia has become an increasing issue in 

educational institutions. One reason for this is due to the growing number of solutions available 

online. The rise of open source hosting sites and programming-oriented Q&A sites has had 

numerous benefits, but also offers temptations for misuse. Open source hosting sites like GitHub 

often contain full assignment solutions and code, in addition to solutions to typical 

undergraduate projects [3].  

 

Another key reason for a rise in plagiarism of source code within academic courses is due to the 

number of students studying courses that are related to programming, such as Computer 

Science. The rise in computer science enrolments in recent years is well-documented. The CRA 

reported in 2017 that there was a 185% “surge” in undergraduate program enrolments since 

2006 [4]. These issues have led computer programming educators to employ different online 

plagiarism detectors to monitor the solutions being submitted by students because a manual 

checking of all assignments has become too time consuming.  

 

There are two ways to overcome the problem of plagiarism, prevention and detection. 

Prevention means keeping or obstructing plagiarism from being done. In an ideal scenario, 

computer programming educators would be able to implement some form of plagiarism 

prevention to remove the possibility of a student submitting a plagiarised solution. It is virtually 

impossible to completely prevent plagiarism, which is why most professors look to use 

plagiarism detection tools.  

 

Detection means trying to find out what plagiarism has been done [5]. Detection involves 

calculation a form of measurement to determine whether plagiarism may have taken place in a 

file. The measurement typically used for detection is similarity. Although plagiarism detection 

tools are the best alternative as prevention is near impossible, the testing that is done when 

creating and evaluating them have multiple issues.  Key issues with plagiarism detection: 

 

• The distribution of detected real plagiarism is skewed towards ease of detectability.  

• The acquisition of real plagiarism is expensive since it is often concealed.  

• Publishing real cases requires the consents from the plagiarist and the original author 

• A public corpus with real cases is questionable from an ethical and legal viewpoint.  

• The anonymisation of real plagiarism is difficult due to Web search engines and 

authorship attribution technology [6]. 

 

These issues can lead to difficulties when evaluating different detection tools. 
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2.2.1 Obfuscation & De-obfuscation 

 

When discussing plagiarism one of the most important topics associated with plagiarised work, 

particularly with source code plagiarism, is obfuscation. Obfuscation of source code consists of 

code transformations that make a program more difficult to understand by changing its 

structure, while preserving the original functionalities, not suitable also to reverse-engineering 

[7]. There are several ways for a student to obfuscate a program in order to reduce the 

similarity score between their program and the program they have plagiarised. Up to 16 

different types of obfuscation have been mentioned in a research paper discussing source-code 

similarity detection and detection tools [1]. Figure 2.1 represents each of these obfuscation 

types: 

 

 

 

 

Figure 2.1 Number of articles mentioning different obfuscation methods [1]. 
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The key obfuscation methods that have been mentioned in more than 40 articles include:  

 

Type of obfuscation Description 

OM_01_L - Visual code formatting 

 

This refers to the adding of whitespace via 

returns and tabs to make the program look 

different to its plagiarised counterpart 

OM_02_L - Comments modification 

 

This refers to an alteration of comments 

within the program 

OM_05_L - Identifier rename 

 

This refers to the changing of variable names, 

class names, function names etc. in the 

program. 

OM_07_S - Reordering independent lines 

of code 

 

Refers to changing the order in which lines of 

code appear without altering the 

functionality of the program 

OM_08_S - Adding redundant lines of code 

 

Refers to the addition of redundant code to 

alter the sequence in which actions are 

performed 

OM_12_AS - Replacing control structures 

with equivalents  

 

Refers to the changing of control structures 

such as for loops for equivalent counterparts 

(while loops) 

 

 

Table 2.2 Key obfuscation methods 

 

These results are also supported in the paper when it discusses some analysis on their corpus 

“By analysing very similar homework’s, we have determined the most frequent code 

modifications and transformations: changing comments, modifying names of local variables, 

modifying names of method parameters, reordering class members, promoting local variables 

to class members, changing values of constants, replacement of loops (for, while and foreach)” 

[8]. 

 

In relation to ARM assembly language all the above forms of obfuscation can be used in order to 

reduce similarity between two program files.  To prevent these obfuscations from reducing the 

similarity score between plagiarised files de-obfuscation can be done. De-obfuscation takes 

place in the pre-processing stage of plagiarism detection. A variety of processes are performed 
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at this stage. For textual plagiarism pre-processing tends to consist of tokenising, filtering 

(eliminating unnecessary words) and stemming (cutting words or terms into basic words) [5]. 

 

When looking at source code plagiarism the steps are similar to what has been mentioned in a 

research paper on similarity measures of Verilog Hardware Description Language (VHDL). 

These steps include: 

 

• Original: the original student submission, unmodified  

• Cleaned: all comments deleted, all white-space normalised, so that there was one space 

between words, and newlines at the end of statements and blocks only.  

• Tokenised: As for the cleaned version, but in addition the identifiers and numeric literals 

were replaced by constants [9]. 

 

For ARM assembly the key forms of de-obfuscation that will mentioned in this paper are the de-

obfuscation of register numbers, de-obfuscation of label names and the cleaning of code 

(removing comments and excess “common” code).  

  

2.2.2 Quantifying the effectiveness of a plagiarism detector  

 

Quantifying the effectiveness of a plagiarism detector is an essential aspect to supporting its 

ability to correctly determine programs of high similarity. One key resource for understanding 

how best to quantify effectiveness includes a discussion of using data from other research 

papers to find the most common ways to quantify the effectiveness of a text-based plagiarism 

detector and of a source code-based plagiarism detector [6]. To begin with the paper 

determines what corpus is being used for the testing of the different plagiarism detectors. For 

text-based plagiarism detectors 80% of the evaluations used a homemade corpus, compared to 

the 20% that used an existing corpus. Source-code based plagiarism detectors used a 

homemade corpus 82% of the time, with only 18% of the experiments using an existing corpus.  

 

When discussing the size of the corpus to be used to quantify effectiveness, it also provides 

insight into the most common corpus sizes for plagiarism detectors for text and for code. Text 

plagiarism detectors tend to use between 100 and 1000 files within their testing corpus with 

19% being in the 10 to 100 range and 38% being in the 100 to 1000 range. In code however the 

split between the two ranges is much closer. 30% used a corpus of size 10 to 100 and 33% used 

one in the 100 to 1000 range.  
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When evaluating plagiarism detectors, a performance measure must be selected. According to 

the research paper the main types of performance measures are different between 

programming and textual documents. The figures for the most common performance measures 

are:  

 

• Code 69% - manual, similarity 

• Code 18% - precision, recall 

• Text 35% - manual similarity 

• Text 43% - precision, recall 

 

Manual/similarity describes using an algorithm to determine the percentage of a document that 

can be described as similar/identical. The higher the similarity score the more likely that the 

documents have been plagiarised. The use of precision and recall is also common. In order for 

precision and recall the user must know which files have been plagiarised and which files 

should not be flagged for plagiarism.  

Precision is defined as the number of true positives over the total number of positive results: 

 

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
tp

tp + fp
 

 

Recall is defined as the number of true positives over the total number of true positives and 

false negatives (true positive rate): 

 

𝑟𝑒𝑐𝑎𝑙𝑙 =
tp

tp + fn
 

 

In a research paper based on Vietnamese plagiarism detection the use of a homemade corpus is 

described [10]. In this paper they created 315 plagiarism cases: 

 

• 105 Exact copies 

• 105 Near copy/modified 

• 105 paraphrasing 

 

Using this type of corpus, the precision and recall for these different documents could be 

calculated by comparing whether the detector could accurately detect plagiarism. If a 
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manual/similarity performance measure was used, you would also be able to see the significant 

effects that differ between exact copies versus paraphrased documents. 

 

When determining which documents should be considered “plagiarised” or in a position where 

manual checking should take place a threshold value should be decided. Due to the complexities 

of different programming languages selecting a correct threshold value is very difficult. An 

example of this was discussed in the “Calibration and Analysis of Source Code Similarity 

Measures for Verilog Hardware Description Language Projects” research paper. In the research 

paper it states that they initially experimented with a threshold of 70%-80%, but it became 

clear that it was difficult to justify the selection of any one threshold value [9]. 

 

This section provided an insight into what plagiarism is and how it is currently affecting 

academic institutions. With the amount of readily available online solutions and an increase to 

the number of students, plagiarism will continue to grow unless it can be confined. That is the 

main reason for the development of plagiarism detectors and why this research is relevant for a 

language like ARM assembly. Understanding the obfuscation types that are typically performed 

in programming assignments to hide plagiarism is essential to shaping the algorithmic 

approaches to detect similarities. Finally, an effective evaluation is required to ensure that the 

quality of the detector is adequate and accurate.  

 

2.3 Measuring similarities in text 

 

This section will focus on a text-based similarity measurement approach. This research was 

done as a general platform for gaining an understanding of how similarity measuring 

techniques operate and the advantages and disadvantages associated with a text-based 

approach. 

 

2.3.1 Cosine similarity  

 

One of the most common approaches for measuring similarity between text files is using Cosine 

similarity. Cosine Similarity is a measure of similarity between two vectors by measuring the 

cosine of the angle between them [15]. A research paper about plagiarism detection of 

Vietnamese documents discussing the main topics of the documents. From the documents 

collected there were five main areas of interest: Economics, Sports, Law, Medicine and general 

news. The experimental result shows that the LCS method is most appropriate for the Law news 
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and the Cosine method is appropriate for the others [10]. This conveys the versatility that 

Cosine similarity has when operating on text files. Another paper with the title “Investigating 

the Impact of Combined Similarity Metrics and POS tagging in Extrinsic Text Plagiarism 

Detection System” describes their reasoning for using cosine similarity in when dealing with 

text plagiarism – “cosine measure as a single metric also presents good recall and an average of 

70% precision with all sets.” [16]. 

 

The way in which cosine similarity works is that it uses a vector-based method to calculate the 

similarity degree of a sentence “A” and a sentence “B” based on the number of common words 

that appear in both sentences. Each sentence is expressed by a vector, having the dimension size 

which is the number of words contained in the sentence A and the sentence B; and the weight of 

each component of the vector is the number of occurrences of the corresponding word in each 

sentence. The similarity degree of sentence A and B is KCS = CS (A, B) [10]. 

 

Example of Cosine similarity on text: 

 

The most common way of using cosine similarity on text is to use the bag of words approach 

 

List 1:        List 2: 

Bananas  Apples 

Apples  Raisins 

Milk  Water 

Cereal  Jam 

Hotsauce  Cereal 

Bread  Butter 

Butter  Bread 

  Milk 

 

 

 Bananas Apples Milk Cereal Hotsauce Bread Butter Raisins Water Jam 

List 1 1 1 1 1 1 1 1 0 0 0 

List 2 0 1 1 1 0 1 1 1 1 1 

 

Table 2.3 Cosine similarity – Frequency table 

 

These frequency table results would then be converted into Vectors such as: 
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List 1 => [1,1,1,1,1,1,1,0,0,0] 

List 2 => [0,1,1,1,0,1,1,1,1,1] 

 

Using these vectors, the calculation of cosine similarity can then be performed: 

 

𝑐𝑜𝑠𝑖𝑛𝑒 𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 =
𝑋. 𝑌

||X||||𝑌||
 

 

Cosine similarity provides a quick and easy to understand text-based approach. This algorithm 

may be useful in comparing comments in programming assignments, however, there was little 

evidence to support its viability in comparing the actual code being written. For this reason, this 

approach was not used in the experimentation of measuring similarity between ARM assembly 

language programs. However, this research was relevant to gain an understanding of a text-

based approach to gain greater insight into how they can measure similarity. 

 

2.4 Measuring similarities in code  

 

To understand plagiarism within programming assignments, a literature review of the state-of-

the-art plagiarism detectors for programming assignments needed to be completed. Two of the 

most widely used resources include: 

 

• MOSS (Measure of Software Similarity) 

• Jplag 

 

The main reasons for the popularity of these two online plagiarism detectors include their high 

number of users, their easy access online and their popularity among research in this topic.  

Today's plagiarism detection systems are able to compare source files written in different 

programming languages, for example Jplag, which supports analysis of source code written in 

Java, C#, C and C++ language, and MOSS, which can analyse over 20 languages [17]. 

 

2.4.1 MOSS - Winnowing 

 

MOSS stands for “Measure of Software Similarity”. It is a system developed in 1994 by Alex 

Aiken, associate professor of computer science at UC Berkeley [18]. One of the key reasons for 

using MOSS is due to its popularity among researchers, its wide range of programming 
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languages and due to its large user base. The Moss web service has roughly 300K current Moss 

accounts as of 2018 with 50k-100k new Moss accounts per year [3]. Moss supports 24 different 

programming languages which makes it the most widely applicable plagiarism detector. Some 

of these languages include: C, C++, Java, C#, Python, VHDL, Verilog, MIPS assembly, a8086 

assembly, a8086 assembly, MIPS assembly, HCL2 and more [19]. Moss also represents the state 

of art for plagiarism detectors [3]. The algorithm that Moss uses is robust winnowing, which is a 

more efficient and scalable version of winnowing (in the sense that it selects fewer fingerprints 

for the same quality of results) [20]. 

 

The winnowing algorithm calculates the hash values of each program, to find the hash value the 

hash rolling function is used. Then a window is formed from the hash values. In each window, a 

minimum hash value is selected. If there is more than one hash with the minimum value, the 

rightmost hash value is selected. Then all selected hash values are stored as fingerprints of a 

document. The input of the document fingerprinting process is a text file. Then the output will 

be a set of hash values called fingerprint. This fingerprint will be used as the basis for comparing 

the similarities between the entered texts [5]. 

 

An example of the fingerprinting process: 

 

Input text:       “This is sample text” 

 

Text with irrelevant features removed:    “thisissampletext” 

 

The sequence of 10-grams derived from the text: “thisissamp”, “hisissampl”, 

“isissample”, “sissamplet”, 

“issamplete”, “ssampletex”, 

  “sampletext” 

 

Hypothetical sequence of hashes of the 10-grams:  18, 92, 78, 62, 43 

 

Windows of hashes of length 3:  (18, 92, 78), (92, 78, 62),  

(78, 62, 43) 

 

Fingerprints selected from Winnowing:  18, 62, 43 

 

Fingerprints paired with 0-base positional information: [18, 0], [62, 3], [43, 4] 
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Example of Winnowing algorithm (shopping list): 

 

List 1:  14%      List 2:  14% 

Bananas  Bananas 

Apples  Butter 

Milk  Apples 

Cereal  Milk 

Hotsauce  Bread 

Bread  Cereal 

Butter  Hotsauce 

 

Winnowing uses a tokenising feature that will take the item and turn them into a unique token 

value. In general winnowing will receive the entire list as one large text file and create k-grams 

from this large pool of text. This value will be compared to the corresponding token value in the 

second list. This means that in the example above the first k-gram (of size 10) to be turned into 

a hash value for List 1 could for example would be “bananasapp” and the first k-gram of list 2 

would be “bananasbut”. These hashes will obviously not correlate and would return a no match 

scenario. 

 

Later on in this dissertation there is a discussion of an modified implementation of winnowing 

which compare corresponding hashes of each individual item  (e.g. Bananas to Bananas, Apples 

to Butter etc.) to allow for better results when using ARM assembly (due to the limited 

instructions and register values). For the example above it would determine a match for 

“Bananas” in both lists but would have a no match for all other items. The string “Bananas” 

would be changed into the k-gram {(2, 20606)}, the string “Apples” would be changed into the 

k-gram {(1, 41606)} and so on for all items in the list. These unique identifiers are what 

winnowing uses to detect matches within files. 

 

2.4.2 JPlag – Rabin-Karp 

 

Another of the current state of the art plagiarism detectors is JPlag. JPlag is a system that finds 

similarities among multiple sets of source code files. JPlag currently supports Java, C#, C, C++, 

Scheme and natural language text. It works by converting each program into a stream of 

canonical tokens and then trying to cover one such token string by substrings taken from the 

other [19]. Similar to MOSS, JPlag also employs tokenisation and normalisation of the input file. 

However, rather than relying on hashing and winnowing to build the file’s fingerprints, JPlag 
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uses Running Karp-Rabin Greedy String Tiling to identify code matches and produce a similarity 

score [3]. The four key steps for JPlag are: 

 

1. Data acquisition – input files 

2. Data pre-processing – cleaning of the files 

3. Algorithm – Rabin-Karp 

4. Similarity score – output [21] 

 

These steps can be used as a template for all the algorithmic approaches that will be 

investigated. Taking in the files, creating a consistent and equal sample from the file to be 

measured, running the algorithm and calculating the similarity are the steps that will be 

followed throughout this paper. 

Karp and Rabin’s algorithm for fast substring matching is apparently the earliest version of 

fingerprinting based on k-grams [20]. 

 

Example 1 of Rabin-Karp algorithm (shopping list): 

 

List 1:  100%      List 2:  100% 

Bananas  Bananas 

Apples  Butter 

Milk  Apples 

Cereal  Milk 

Hotsauce  Bread 

Bread  Cereal 

Butter  Hotsauce 

 

In this example Rabin-Karp would detect having all items be similar (100% similarity). Rabin-

Karp works similarly to winnowing in that for each item it will create a hash value. For Rabin-

Karp however the hash value of each item in the first list is compared to the hash value of all 

items in the second list. A match would be found for each of the values in list 1 in this case. Once 

a match is found that item is then removed from list 2. This continues until all items in list 1 

have been checked. 
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Example 2 of Rabin-Karp algorithm (shopping list): 

 

List 1:  100%      List 2:  70% 

Bananas  Bananas 

Apples  Butter 

Milk  Apples 

Cereal  Milk 

Hotsauce  Bread 

Bread  Cereal 

Butter  Hotsauce 

  Buttermilk 

  Apples 

  Bread 

 

Comparing list 1 to list 2 here would show 100% similarity as all of the items, however if list 2 

was to be compared to list 1 the duplicate values for bananas and hot sauce would not detect a 

match as those two items would have been removed previously, giving only a 70% similarity 

score. The reason for this is because Rabin-Karp is not commutative, meaning that comparing 

list 1 to list 2 is not the same as comparing list 2 to list 1 in all cases. Each item in shopping list 1 

is seen as a pattern that must be located within list 2. It does not account for additional values in 

list 2 or if the pattern is only a substring of a value in list 2. For example, if List 1 had an item 

such as “Berry” and List 2 has a more detailed item such as “Strawberry”, then List 1 would 

return a match when comparing to list 2. However, if the items were on opposite lists, then 

“Strawberry” would not be found in list 2, returning a no match. 

 

2.5 Measuring similarities in assembly language 

source code:  

 

Assembly language is a low-level language that provides a human readable form of machine 

language. During the literature review there was very little research based around plagiarism 

detection for assembly language, however there were research papers done on similar low-level 

languages. One of those is intermediate language.  
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Intermediate language code is the lowest level human-readable programming language, and 

therefore it has lesser commands and simpler structure than third-generation languages like C# 

[17]. One of the main reasons that intermediate language was used in this instance is because it 

is generated by a compiler which means it is not sensitive to different kind of common code 

transformations. The approach mentioned in this research paper was modified Levenshtein 

distance.  

 

Unfortunately, this is not the case with ARM assembly. There are a number of code obfuscations 

that can occur in ARM assembly language like changing variable names, modifications of some 

language constructs and loops [8]. This would make it more difficult to detect similarities as the 

user can alter the code being measured for similarity directly. 

 

In another paper revolved around detecting plagiarism the language being used was VHDL. 

VHDL stands for VHSIC Hardware Description Language. VHDL is a language that contains 

instructions but also has more depth than assembly language. It lies in between the high-level 

languages such as Java and the lower-level languages like assembly language. Jaccard distance 

was one of the key algorithmic approaches being investigated in this paper around VHDL [9].  

 

2.5.1 Levenshtein  

 

Levenshtein distance is an edit distance function. The distance is given as the minimum edit 

distance which transforms one string to another. Distance between strings is based on the cost 

of all transformations necessary to generate one string from another. Possible transformations 

include copying character from one string to another, deletion, insertion and substitution. 

Copying transformation means that the characters are equal at the observed position, and the 

cost for such transformation is 0. Cost of all other transformations is 1 because the characters 

are not equal at the observed position.  

 

In order to make input strings equal at that position, the character is either deleted, inserted or 

replaced with suitable character [8]. In a research paper there is a description of a modified 

Levenshtein distance solution. This solution looks to find the difference between a list of stings 

rather than a list of characters.  This means that rearranging blocks of source code, like changing 

the order of methods and method contents, also have an effect to similarity score [17]. 
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Example of modified Levenshtein algorithm (shopping list): 

 

List 1:        List 2: 

Bananas  Bananas 

Apples  Butter 

Milk  Apples 

Cereal  Milk 

Hotsauce  Bread 

Bread  Cereal 

Butter  Hotsauce 

 

The modified levenshtein algorithm attempts to find the shortest distance between the two lists 

using 3 different operations: Substitution, deletion, insertion. The shortest distance between 

two lists can be described as the minimum number of operations required for the two lists to be 

identical. These operations are done to list 2. In this scenario the maximum distance for these 

two files is 4. The way to reach this conclusion is by these steps: 

 

• Deletion of Butter 

• Deletion of Bread 

• Insertion of Bread 

• Insertion of Butter 

 

List 1:  43%      List 2:  43% 

Bananas  Bananas 

Apples  Butter 

Milk  Apples 

Cereal  Milk 

Hotsauce  Bread 

Bread  Cereal 

Butter  Hotsauce 

  Bread 

  Butter 

 

With the removal of Butter, the first three items of the second list would now equal the first 

three items of the first list. By deleting bread, the second list is now of size five, with all five 



25 
 

elements matching the first five elements in list one. To have the two lists identical, both bread 

and butter must be added to list two.  

 

The output matrix for this example looks like this: 

 Bananas Butter Apples Milk Bread Cereal Hotsauce 

Bananas 0 1 2 3 4 5 6 

Apples 1 1 1 2 3 4 5 

Milk 2 2 2 1 2 3 4 

Cereal 3 3 3 2 2 2 3 

Hotsauce 4 4 4 3 3 3 2 

Bread 5 5 5 4 3 4 3 

Butter 6 5 6 5 4 4 4 

 

Table 2.4 Levenshtein output matrix example 

 

Each value in the matrix is the solution to each sub-problem. For example, cell (2,3) displays the 

distance between [Bananas, Apples] and [Bananas, Butter, Apples], which is 1. The result that is 

used is the value in the bottom right of the matrix as that contains all of the values. 

 

2.5.2 Jaccard  

 

The Jaccard similarity co-efficient is a symmetric measure which treats the document pair to be 

compared as sets of n-grams. Jaccard similarity between two sentences is the ratio of the 

number of matches to the total number of unique words in both sentences [22]. 

 

The Jaccard measure: given two programs represented by sets of lines X and Y , their Jaccard 

similarity index is defined as: J(X, Y ) = |X ∩ Y | / |X ∪ Y | [9] [23]. A closely related notion, the 

Jaccard distance measures the dissimilarity of sets [23]. This is done simply by taking the 

Jaccard similarity away from the value 1. 
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Example of Jaccard similarity algorithm (shopping list): 

 

List 1:  100%        List 2: 100%   List 3:           100% 

Bananas  Bananas  Bananas 

Apples  Butter  Butter 

Milk  Apples  Apples 

Cereal  Milk  Milk 

Hotsauce  Bread  Bread 

Bread  Cereal  Cereal 

Butter  Hotsauce  Hotsauce 

    Bananas 

    Bananas 

    Hotsauce 

 

Jaccard is a set-based distance method of detecting similarity. This means that for the three lists 

above Jaccard will show 100% similarity. All duplicate values are removed and then it will 

compare all the items in the first list to the items in the second list and detect the number of 

similarities between the sets. Jaccard similarity returns a value between 0 and 1 representing 

how similar the files are. 1 indicates that the two files are identical and 0 indicates that the files 

are entirely unique.  This number can then be used to determine the Jaccard distance.  

 

 

 

 

 

 

 

 

 

 

 

 



27 
 

Chapter 3: Implementation 

 

This chapter will discuss the steps taken to implement the technical side of this project. It will 

cover the design phase, the technologies used, how the files were being accessed, what was 

done for the pre-processing steps and how the four algorithmic approaches were implemented.  

 

3.1 Design pipeline 

 

The design process for this research is constructed around being able to compare every file to 

every file. This was done to emulate using a plagiarism detector on a class of programming 

assignments submitted by students. It is not sufficient to only compare certain files with other 

files. The main pipeline for comparison for this research is shown below: 

 

 

 

 

Figure 3.1 Design pipeline for two files 
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This process takes the first file from the N files to be tested and sets both file i and file j to be 

that initial file (i.e. i, j = 0). Both files get pre-processed and are then used as inputs for the 

algorithm for measuring similarity. Once the algorithm has calculated the percentage of 

similarity, that value is sent to an output matrix of size NxN. The value is stored in the matrix 

position x (i, j). This process is repeated by incrementing j until file N has been reached. Once 

that has happened i is then incremented and j is set to the initial file once again. Once all the files 

have been compared to all files the output matrix would look like this: 

 

 

 File 1 File 2 File 3 File 4 

File 1 100% 21% 4% 18% 

File 2 21% 100% 52% 19% 

File 3 4% 52% 100% 26% 

File 4 18% 19% 26% 100% 

 

Table 3.1 Design output matrix 

 

It is to be expected from this process that comparing a file to itself would return 100% in all 

cases. From the four algorithms that are used in this dissertation this expectation is true. 

Another expectation from the output matrix is that corresponding comparisons between two 

files will return the same similarity score (as shown above). This expectation holds true for all 

algorithms bar Rabin-Karp. Rabin-Karp’s pattern matching algorithm makes it non-

commutative and therefore can have contradicting similarity measure scores between two files. 

 

Running this process is not an efficient way to compare files. The runtime complexity is O(𝑛2). 

The main reasons for running the test on all files (including itself) was to see if the two 

expectations above could be measured. As Rabin-Karp is non-commutative having a comparison 

in both directions for each set of files was necessary. Having the file being compared to itself 

was done as a control measure to make sure the similarity algorithms were operating as 

intended.  
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3.2 Technologies used 

 

Two key technologies were used to implement the code required for this research. Visual Studio 

Code was used as a source-code editor and Python was the programming language of choice due 

to its extensive list of available libraries. 

 

3.2.1 Visual Studio Code  

 

Visual Studio Code is a freeware source-code editor that has a variety of extensions that allow 

for development in a multitude of different programming languages. One of the most important 

extensions for this research was the ARM assembly language extension. This provides a nice 

user interface for writing ARM assembly language programs and allows the user to run the ARM 

code. Another key reason is that Visual Studio code has an extension for Python. Python is the 

language of choice for implementing the pre-processing steps and the different algorithmic 

approaches for measuring similarity.  

 

3.2.2 Python  

 

Python is a high-level programming language that is easy to read and simple to implement. 

Python supports a vast number of different libraries that can aid in the development of different 

software solutions. For this research a couple of key Python libraries were used in the 

development of the Winnowing implementation and the Jaccard implementation.  

 

3.3 Accessing the Dataset 

 

To access the different datasets being used in this research two python libraries were used. The 

two libraries used to access these files are “os” and “glob”. The “os” module provides an 

operating system interface from Python that allows users to operate between the file directory. 

This module was used to access the folder with the solutions that needed to be accessed for 

testing. The “glob” library finds all the pathnames matching a specified pattern according to the 

rules used by the Unix shell. This module was used to read in all files that had the “.s” file 

extensions, which is the extension of an ARM assembly language program.   
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Using these libraries, the dataset consisting of N files was read in. These N files would consist of 

a collection of different solutions to the same problem. Each file would then be incrementally 

compared to every file within the dataset. Each comparison would result in a similarity score 

and would be placed into an NxN output matrix. 

 

This process is at the beginning of the design pipeline where the two files that are to be 

compared are taken from the current dataset. Following this step, the pre-processing of the files 

would take place. 

 

3.4 Pre-processing steps 

 

Pre-processing the ARM assembly language files was one of the most important steps to 

complete this research. The key reasons for this was: 

 

• To keep the files consistent throughout the experimentation. 

• To ensure all algorithms have the same starting point to prevent bias. 

• To aid in the comparison of the files and to focus purely on the part of the program 

written by the programmer. 

 

The pre-processing stage has seven different stages in terms of its implementation. The first 

four steps were implemented to keep consistency between the files, the fifth step was to analyse 

a different approach to the overall solution, and the final two was done as part of an 

investigation into the possibility of de-obfuscating the files prior to measuring similarity. The 

different stages for pre-processing are: 

 

• Removing the excess from the ARM assembly language template 

• Removing comments (separating comments) 

• Removing whitespace 

• Capitalisation of the words 

• Splitting into symbols 

• De-obfuscate registers 

• De-obfuscate labels 
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3.4.1 Removing excess code from ARM assembly template 

 

ARM assembly files have a specific template so that the files will run correctly. This includes a 

header and footer that read in the packages required to run the program. In order to generate 

correct similarity measures this template needed to be removed as it would be similar among all 

files. This template was removed by reading in the text from the file and splitting the text at the 

beginning and end using the split function. All that remains after this step is the students input, 

which includes the code and the comments that they have typed. 

 

3.4.2 Removing comments 

 

Once the template of the ARM assembly files has been removed the comments were then 

separated from the rest of the program. ARM assembly language uses the “@” symbol to indicate 

where a comment begins. For each line of the program all text following an “@” symbol was 

stored into an array and then was removed from the initial file. This leaves just the code 

provided by the student. The reason for saving comments in a separate array is to allow for a 

comparison of the comments to be done if the code of the students is similar. Some students 

would forget to change the comments when obfuscating the actual solution which means even if 

the obfuscation done could hide the similarity that the comments could detect possible 

plagiarism. 

 

3.4.3 Removing whitespace 

 

The modified file at this point contains only the students’ code. To provide a consistent 

comparison of the files all whitespace needed to be removed. Students may use carriage returns 

and tabs to visually obfuscate code so that the files look dissimilar, even if the code is the exact 

same. Some students also use tabs as their spacing method in ARM assembly, whereas others 

use spaces. This would affect the level of similarity between two files. This pre-processing step 

removes the possibility of this obfuscation influencing the comparison of the lines of code. 

 

3.4.4 Capitalisation 

 

Similar to the description of whitespace students occasionally use different cases of 

capitalisation when writing ARM assembly code. It is standard for the opcode instructions and 

registers to be uppercase, however the program will also run with lower case letters. To prevent 

this from affecting the similarity between two files the upper function in python is used to put 



32 
 

all the letters in uppercase. This alteration to the file will ultimately increase the similarity 

between two files being compared as changing from upper to lower case is a form of 

obfuscation. It makes more sense to completely remove this obfuscation prior to measurement 

as it can have a very large impact on the similarity even though the content would be the same. 

 

3.4.5 Splitting into symbols 

 

As part of this research into measuring similarities between ARM assembly language files one of 

the main experiments performed was based around comparing the individual symbols in each 

line of code rather than comparing the entire line. This was done as it would increase the 

number of comparisons which could possibly improve the accuracy when measuring similarity 

between the two files. To split each line into its individual components some text manipulation 

was required. As mentioned earlier in this dissertation a line of ARM assembly language code is 

comprised of a single label or an opcode instruction followed by one, two or three operands. 

Each line would be divided into each symbol. This step would also remove the need for the 

removal of whitespace as each symbol will be individual. The first value found would be split 

from the rest of the line by splitting by the space character. Once that is done the other symbols 

are split via a delimiter, which was a comma for ARM assembly. An example of this splitting 

would be: 

 

“ADD R0, R1, R2” 

 

Would be split into:  

 

[“ADD”, “R0”, “R1”, “R2”] 

 

 

3.4.6 De-obfuscate registers 

 

As part of an investigation into the possibility of de-obfuscating some of the most common 

obfuscation techniques performed by students to ARM assembly language solutions, some extra 

pre-processing steps were created. This step was an implementation of de-obfuscating 

registers. The approach for this was to replace each register value with the smallest available 

register value according to which register value was seen in the file first. For example, in this 

piece of simple code: 
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MOV R4, R2 

ADD R1, R6, R3 

ADD R4, R4, R6 

 

R4 would be replaced by R0. Then all other references of R4 in the file would also be replaced by 

R0. R2 and all its references would be replaced by R1. R1 would be replaced by R2. This would 

continue throughout the file until all registers have been correctly replaced. The above code 

would now look like this: 

 

MOV R0, R1 

ADD R2, R3, R4 

ADD R0, R0, R3 

 

3.4.7 De-obfuscate labels 

 

Labels are an important part of ARM assembly code. They are used to allow for major 

programming basics such as performing loops, if statements and accessing a subroutine. Labels 

are one of the only things in ARM assembly (alongside comments) that can be completely 

unique. There is no standard layout or terminology for different types of labels. Although they 

are important and can be completely unique, in terms of measuring similarity they would only 

have a negative effect due to the small likelihood that two programs contain the exact same 

label names. De-obfuscating labels, like registers, could provide a way to standardise label 

names and possibly be able to more accurately represent how similar two files are. Label 

replacement was done in the same way as register values, by replacing the first label with a 

constant value that would be used throughout the program in place of the label name. For 

example, in this piece of code: 

 

MOV R4, #1 

MOV R0, #2 

Loop: 

ADD R2, R0, R4 

CMP R2, R0 

BNE equal 

SUB R4, R4, #1 

B Loop 

equal: 

 

The label “Loop” would be changed to “label0” and all other references to “Loop” would also 

change to “label0”. The “equal” label and its references would be change to “label1” as shown 

below: 
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MOV R4, #1 

MOV R0, #2 

label0: 

ADD R2, R0, R4 

CMP R2, R0 

BNE label1 

SUB R4, R4, #1 

B label0 

label1: 

 

3.4 Algorithms implementation 

 

The four algorithms that were implemented for experimentation in this research are: 

 

1. Winnowing 

2. Rabin-Karp 

3. Levenshtein 

4. Jaccard 

 

3.4.1 Winnowing 

 

Winnowing is the algorithm used by MOSS for measuring similarity. For this dissertation an 

implementation of winnowing was done because MOSS currently does not support ARM 

assembly language.  

 

Python has a winnowing library that takes in text and performs the fingerprinting algorithm 

that winnowing entails. This fingerprint is the output of the winnow function from the 

winnowing library and these fingerprint values can then be compared to the fingerprint values 

from the other file. Winnowing calculates these fingerprints based off k-grams. 

 

The winnow function from the winnowing library in Python has a set k-gram value of 10 

characters which does not work well with ARM assembly language as it leads to multiple lines of 

code being in the same fingerprint. When the fingerprints are created like this, it is very difficult 

for similarities to be measured accurately.  

 

The implementation of winnowing was altered to perform the winnowing algorithm on a line by 

line or symbol by symbol basis to prevent this from happening. Running a loop through each 
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line or symbol on both files, the fingerprints of the values at the same index would be compared, 

incrementing a counter for every match found. This counter value was then used over the total 

number of possible matches to calculate the percentage of similarity between the two files. 

 

3.4.2 Rabin-Karp 

 

Rabin-Karp is the algorithm used by plagiarism detector JPlag. An implementation of Rabin-

Karp was necessary for this research because JPlag, like MOSS, does not support ARM assembly 

language. Rabin-Karp is a pattern matching algorithm that simply returns whether a pattern is 

in another file of text. In terms of implementing Rabin-Karp, the plan was to try and emulate 

JPlag’s similarity measure technique. Python does not contain any libraries to perform Rabin-

Karp, so this algorithm had to be manually programmed. 

 

For every line or symbol in file one, it would be used as the pattern and file two would be used 

as the target file where the pattern needs to be located. The pattern and text would be used to 

create a pattern hash value and a text hash value respectively.  

 

for i in range(pat_len):  

        pat_hash = (alphabet*pat_hash + ord(pat[i])) %q  

        txt_hash = (alphabet*txt_hash + ord(txt[i])) %q  

 

The pattern hash is calculated by multiplying the size of the alphabet in use (256 for all possible 

characters) by the previous pattern hash value (starts as 0) and adding this value to the ordinal 

value of the first letter in the pattern. The ordinal value of the character is found using the 

python function “ord()”. This added value is then divided by a prime number value (in this case 

q = 101) to find the modulus value, which is the new pattern hash. This is simultaneously done 

for the text hash value.   

 

The pattern from file one is then compared to the hash values seen in the second file. This is the 

reason that Rabin-Karp in this dissertation has been defined as non-commutative.   

 

To calculate the percentage of similarity between the two files the number of detections found 

over the total number of patterns in file 1 is done. This value is then multiplied by 100 to 

convert from a decimal to a percentage.  
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3.4.3 Levenshtein 

 

Levenshtein distance is a way of calculating the number of changes required between two 

strings to have them be identical. The three possible transformations are insertion, deletion and 

substitution. Python has a library that will calculate the levenshtein distance between two 

strings, but that is not sufficient for this research. A modified levenshtein distance is required to 

be able to calculate the difference between a list of values, for this reason the python library was 

not used.  

 

A method to create a levenshtein distance matrix was implemented which would return the 

minimum number of changes needed to be done to file 2 to have it identical to file 1. This is 

done by initialising a MxN  matrix (where M is the number of items in list 1 and N is the number 

of items in list 2) with zero values in all indexes. The top row and left column are then replaced 

by an iterative count from 0 to the size of the list, providing a matrix like this: 

 

0 1 2 

1 0 0 

2 0 0 

3 0 0 

 

Table 3.2 Levenshtein matrix setup 

 

This matrix is then filled out by performing Levensthein distance on each sub-problem within 

the overall problem. The distance between the first item in list one compared to the items in list 

2 would be done – filling out the second row in the matrix. Each step checks to see if the current 

item in list 1 is equal to the current item in list 2. If the two items are equal the value in position 

to its top left (i.e. mat [x-1, y-1]) is the new value in position mat [x, y]. If they do not equal, the 

minimum value of positions mat [x-1, y], mat [x, y-1] and mat [x-1, y-1] is found and has 1 added 

to it. This is because that would be the minimum distance needed to reach that point currently 

and adding 1 represents a need to perform another one of the operations.  

 

Once the distance has been calculated the similarity measurement can be calculated by taking 

the minimum number of operations needed to have to two files be identical (which will be 

located at mat [M-1, N-1]) and dividing that by the maximum size between M and N. This value 

can then be converted to a similarity measurement by taking it away from 1 (as the similarity 
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measure is what is wanted, not dissimilarity) and multiplying it by 100 to convert it into a 

percentage. 

 

3.4.4 Jaccard 

 

Jaccard distance is a set-based approach of measuring similarity. Jaccard takes in two lists and 

compares the contents of the list on a set basis. Python has a library called “nltk”, which stands 

for “Natural Language Toolkit”. Within this library there exists a function that will calculate the 

Jaccard distance between two sets. 

 

 The files that are to be compared need to be converted into sets prior to being passed into this 

function. This can be done using the “set ()” function from Python. The “jaccard_distance” 

function provided by the nltk library then returns the distance between the sets as a value 

between 0 and 1.  

 

Like Levenshtein the distance value has been given, however the similarity is required. This 

distance can be taken away from 1 and multiplied by 100 to get the similarity measurement as a 

percentage.  
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Chapter 4: Evaluation 

  

For the evaluation of this dissertation there was a focus on gaining information through 

performing a number of experiments. Each experiment set out to answer a specific question in 

relation to either the different algorithmic approaches, the pre-processing that was required or 

the best process for accurately measuring similarities in ARM assembly code. Overall, the 

experimentation can be broken down into trying to answer four different questions: 

 

1. What features in ARM assembly language have the greatest affect when trying to 

obfuscate the similarity between two files? 

2. What approach to the layout of an ARM assembly language program (line-by-line vs 

symbol-by-symbol) provides the best outcome in differentiating between a likely 

plagiarised solution and a unique solution to the same problem? 

3. What de-obfuscation should be done (if any) to help in determining similarity between 

two files that would not hinder two unique solutions from being flagged incorrectly? 

4. What approach returns the best recall and precision based on a classification check 

using student solutions and manually added obfuscated files? 

 

In this section each of these questions will be discussed and an insight into the reasoning behind 

the various experiments being performed will be provided.  Prior to each experiment a 

description of the dataset being used will be described with reasons for taking the specific 

approach.  

 

For each of the experiments the four methods of approach being tested are: 

 

1. Winnowing 

2. Rabin-Karp 

3. Levenshtein 

4. Jaccard 

 

The dataset is one of the most important aspects of this dissertation as it is essential to the 

experimentation of this research. The dataset that was used can be divided into two main sub-

categories: 
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1. Manually constructed corpus 

2. Student solutions 

 

For the first three experiments a manually constructed corpus was used to evaluate the specific 

question associated with the experiment. The final experiment based around recall and 

precision figures uses a corpus containing student solutions and some artificially created 

“plagiarised” files.  

 

4.1 Feature Experimentation 

 

AIM:  

 

The purpose of this experiment was to determine what feature of ARM assembly language had 

the greatest effect when trying to obfuscate the similarity between two files. This experiment is 

completed using a line-by-line technique. 

 

SETUP: 

 

This experiment starts off by making use of a manually constructed corpus. To begin the 

experimentation phase of this dissertation it was vital to create a sample corpus of ARM 

assembly files. The first step for creating the manually constructed corpus was to select an ARM 

assembly solution file (Prime.s) that could be altered by changing only specific features 

associated with ARM assembly language programs to find what significance each feature has in 

obfuscating the solution file. Prime.s is a solution file that determines whether the value in 

register R1 is prime or not. This corpus was made up of one folder which contained the 

following files: 

 

1. Original solution file 

2. The solution file of another problem (Proper.s *) 

3. Original solution with all label values obfuscated 

4. Original solution with all register values obfuscated 

5. Original solution with a change in sequence and addition of redundant lines of code 

6. Original solution files with all three obfuscations mentioned above, and the changing of 

some branching opcode instructions. 
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*  Proper.s is a solution file that changes the capitalisation of a word to be in its correct format 

(e.g. uppercase on the first letter and lowercase for the rest). These obfuscations can be shown 

in the table below 

 

File to be compared Original File Obfuscations performed 

 

Original MOV R4, #1 

MOV R0, #2 

label0: 

ADD R2, R0, R4 

CMP R2, R0 

BNE label1 

SUB R4, R4, #1 

B label0 

label1: 

MOV R4, #1 

MOV R0, #2 

label0: 

ADD R2, R0, R4 

CMP R2, R0 

BNE label1 

SUB R4, R4, #1 

B label0 

label1: 

 

Unique problem MOV R4, #1 

MOV R0, #2 

label0: 

ADD R2, R0, R4 

CMP R2, R0 

BNE label1 

SUB R4, R4, #1 

B label0 

label1: 

 

MOV R1, #2 

MOV R9, #4 

MOV R0, #8 

CMP R9, R0 

BLE else 

SUB R9, R9, R0 

B End_Main 

else: 

MUL R9, R9, R1 

End_Main: 

 

Label obfuscation MOV R4, #1 

MOV R0, #2 

label0: 

ADD R2, R0, R4 

CMP R2, R0 

BNE label1 

SUB R4, R4, #1 

B label0 

label1: 

MOV R4, #1 

MOV R0, #2 

Fake_label: 

ADD R2, R0, R4 

CMP R2, R0 

BNE skip 

SUB R4, R4, #1 

B Fake_label 

skip: 
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Register obfuscation MOV R4, #1 

MOV R0, #2 

label0: 

ADD R2, R0, R4 

CMP R2, R0 

BNE label1 

SUB R4, R4, #1 

B label0 

label1: 

MOV R1, #1 

MOV R8, #2 

label0: 

ADD R7, R8, R1 

CMP R7, R8 

BNE label1 

SUB R1, R1, #1 

B label0 

label1: 

 

Sequence obfuscation MOV R4, #1 

MOV R0, #2 

label0: 

ADD R2, R0, R4 

CMP R2, R0 

BNE label1 

SUB R4, R4, #1 

B label0 

label1: 

MOV R9, #4 

MOV R0, #2 

MOV R4, #1 

label0: 

ADD R2, R0, R4 

CMP R2, R0 

BNE label1 

SUB R4, R4, #1 

B label0 

label1: 

 

All obfuscations MOV R4, #1 

MOV R0, #2 

label0: 

ADD R2, R0, R4 

CMP R2, R0 

BNE label1 

SUB R4, R4, #1 

B label0 

label1: 

 

MOV R9, #4 

MOV R8, #2 

MOV R1, #1 

Fake_label: 

ADD R7, R8, R1 

CMP R7, R8 

BNE skip 

SUB R1, R1, #1 

B Fake_label 

skip: 
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When discussing the final solution file, the changing of branching opcode instructions needs to 

be explained partially. Some branching opcodes can be altered without changing the 

functionality of an ARM assembly language program. Examples of branching instructions that 

can be changed include: 

 

 

For unsigned data For signed data 

BHS BGE 

BHI BGT 

BLS BLE 

BLO BLT 

 

Table 4.1 Branch instructions 

 

When comparing numbers in ARM assembly, if the values are going to be positive (i.e. in an 

incrementing for loop that starts at index 0), then BHS can be changed to BGE or vice versa. 

Although there are a lot of times where the changing of these branch instructions is not possible 

without changing the programs functionality, the solutions that are being used for 

experimentation are more trivial solutions in which it is less likely to alter the functionality. 

 

In this experiment a second manually created dataset was used. This dataset was built to 

compare each algorithms ability to differentiate between two solution files to the same problem 

and two obfuscated files. For this dataset to come to fruition three assignments were chosen 

and completed by two individuals without knowing the approach that the other individual took. 

This was done to have a comparison between two solutions to the same problem with no 

plagiarism/obfuscation involved. The three solutions files that were created and compared 

were: 

 

1. Anagram.s 

2. Mode.s 

3. Quicksort.s 

 

Anagram.s is a program that determines whether two words that are stored in memory (at 

registers R1 and R2 respectively) are anagrams of each other, with R0 as the return value. (R0 = 

1 if they are anagrams, R0 = 0 if not) 

 



43 
 

Mode.s is a program that determines the mode of a list of numbers stored in memory (at 

register R1) and returns the result in R0. 

 

Quicksort.s is a program that implements quicksort using three different subroutines. The list to 

be sorted is in R0, the lo index in R1 and the hi index in R2. The sorted list will be returned in 

R0. 

 

INPUTS: 

 

Inputs for A 

File 1 - Input File 2 - Comparison 

Prime.s - Original Prime.s - Original 

Prime.s - Original Proper.s - Unique 

Prime.s - Original Prime.s – With label obfuscation (Labels) 

Prime.s - Original Prime.s – With register obfuscation 

(Registers) 

Prime.s - Original Prime.s – With sequence obfuscation 

(Sequence) 

Prime.s - Original Prime.s – With all obfuscations above (All) 

 

Table 4.2 Input files for manually constructed dataset 

 

Inputs for B 

File 1 - Input File 2 - Comparison 

Anagram.s – Solution 1 Anagram.s – Solution 2 

Mode.s – Solution 1 Mode.s – Solution 2 

Quicksort.s – Solution 1 Quicksort.s – Solution 2 

 

Table 4.3 Input files for comparison of two solutions to one problem 
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RESULTS: 

 

A. 

 

 
 

Figure 4.1 Similarity score using line-by-line 

 

B. 

 

 

 

Figure 4.2 Similarity score for unique solutions using line-by-line 
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DISCUSSION: 

 

A. 

 

This bar chart is divided into six different sections, with each section referring to one of the files 

mentioned in the dataset above. For each of the six bar chart sections it displays the percentages 

of the similarity between comparing the original file to the file name that is displayed below the 

bars. For example, the first 4 bars show the similarity percentage of comparing the original file 

to itself, the second 4 bars show the similarity percentage of comparing the original file to a 

unique file (Proper.s). Each of these individual sections is comprised of 4 individual bars, which 

represent each of the algorithmic approaches to be analysed as part of this research.  

 

From this graph there are several different standout results that decipher the different 

possibilities for each feature and for each approach. Looking at the comparison between the 

original file and the file where only labels are obfuscated it seems to affect all the approaches 

quite significantly, with Jaccard only finding 40% similarity between the two files. There is a 

total of 4 different labels in Prime.s, with 9 references to those labels. As the code being tested 

against is 22 lines of code long, for Jaccard, all 9 references are incorrect and return 40%.  

 

Likewise, for the file with registers obfuscated there is a consistent drop in similarity among the 

first three approaches but a larger impact on Jaccard. For this experiment approximately 50% of 

the register count has been obfuscated. This is shown clearly by Jaccard with a similarity of 

50%. The other three approaches are able to show higher similarity even with the changes to 

the register value as it does not affect every line of code. 

 

Sequence has a massive effect on Winnowing as adding a redundant line of code into the new 

sequence file creates an offset for the Winnowing algorithm. This means that even if the lines of 

code below the redundant line are the same as lines of code in the original file, their index will 

not be aligned correctly, and a match will not be found. 

 

Adding all forms of obfuscation creates a comparison from Winnowing that returns 0%. Rabin-

Karp returns 26% which is good in comparing the original file to a unique file with a 23% 

increase in similarity. Levenshtein and Jaccard also have a nice increase of 17% and 11% 

respectively that would allow them to differentiate between obfuscated code and a unique file. 
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B. 

 

One of the main issues raised following these results was how these approaches would perform 

when comparing two files that aim to solve the same solution but have not been plagiarised. A 

new dataset was created to aid in the investigation of this question.  

 

The following graph shows the comparison of the solutions to the same problem for all three 

files using the line-by-line approach. Each file was tested using the four algorithmic approaches. 

The main purpose of doing this comparison was to be able to see if there is a possibility of being 

able to differentiate between two student solutions that are unique versus two that have been 

plagiarised with some form of obfuscation.  

 

One of the points of interest comes from the Rabin-Karp results for the two quicksort solutions. 

Rabin-Karp detected over 60% similarity between the two files, which could be down to how 

the assignment had some form of a format that could be followed (i.e. to create three 

subroutines). The key issue here though is that in the previous example discussing Prime.s, by 

only obfuscating the label names in that solution, the similarity between those two files is less 

than the similarity between two files that were not plagiarised.  

 

For Rabin-Karp and Levenshtein there is a difference in the similarity in the Anagram.s and 

Mode.s solutions files that would be able to differentiate between an obfuscated solution and 

two unique solutions to these problems. Winnowing unfortunately had 0% similarity to a 

completely obfuscated file rendering it useless in this line-by-line experiment, and Jaccard’s 

similarity is too close to have any significant threshold that can be differentiated. However, the 

high spike in similarities for the quicksort solutions shows the issues that can arise from this 

technique.  

 

Due to the obvious issue with testing on two non-plagiarised solutions, it was necessary to see if 

another approach would be able to show an improvement. The goal is to have different 

similarity values for plagiarised and non-plagiarised files that a threshold can then be used to 

divide the files into their correct assignment. 

 

CONCLUSION: 

 

To conclude the feature experiment, it seems as though from the initial graph that labels and 

registers have an overall effect on all the different techniques, particularly Jaccard. Sequence has 
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less of an impact on most of the approaches, but significantly decreases Winnowing’s ability to 

detect similarity. From the results it seems as though Rabin-Karp and Levenshtein perform the 

best dealing with all forms of obfuscation, with an increase of 23% and 17% similarity from the 

unique similarity scores. One question that needs to be addressed following this experiment is: 

 

Is a there a better approach than line-by-line for measuring similarity? 

 

Theis questions led to the next experiment where a symbol-by-symbol approach is investigated 

versus the line-by-line approach.  

 

4.2 Symbol experimentation 

 

AIM: 

 

Following the initial experiments done on the features of ARM assembly, a symbol-by-symbol 

versus a line-by-line approach was tested. The reasoning for this experiment is to decipher 

whether increasing the number of items to be compared would increase the similarity between 

two obfuscated files compared to the previous line-by-line approach.  

 

SETUP: 

 

This experiment was done using the same corpus from the previous experiment; however, one 

pre-processing step was added to change each line of code into their respective symbols (For A, 

B, D). Each line of code can be comprised of one of the following: 

 

• Label name – “ForLoop” 

• Opcode instruction and one operand – “BGE ForLoop” 

• Opcode instruction and two operands – “CMP R0, R1” 

• Opcode instruction and three operands – “ADD R0, R1, R2” 

 

Operands can be register values, label names or immediate values. Each individual label name, 

opcode instruction and operand would be split into symbols that could then be compared to the 

symbols in the opposite file. An example of splitting a line of code into its different symbols can 

be seen in the implementation section of this dissertation (3.4.5).  
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INPUT: 

 

The inputs for this experiment remain consistent with the last experiment.  

 

Inputs for A & B 

See Table 4.2 

 

Inputs for C & D 

See Table 4.3 

 

RESULTS: 

A. 

 

Figure 4.3 Similarity score using symbol-by-symbol 

 

B. 

 

Figure 4.4 Similarity score using symbol-by-symbol with normalised percentages 
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C. 

 

 

Figure 4.5 Similarity score for unique solutions using symbol-by-symbol 

 

D. 

 

 

Figure 4.6 Similarity score for unique solutions using symbol-by-symbol with normalised 

percentages 
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DISCUSSION: 

 

A. 

 

The first step to this experiment was to run the initial tests that were done to Prime.s and the 

different obfuscations using the symbol-by-symbol approach. This was done to see whether 

changing from the line-by-line approach would improve the similarity measures for the 

algorithms being investigated.  

 

Looking at the results of the first graph and comparing them to the results from the first 

experiment it seems as though there is higher similarity between the obfuscated files. For the 

comparison to labels and registers there is an increase for all the approaches, with a significant 

increase in Jaccard when looking at register obfuscation.  

 

Even when all obfuscation is done there is a large increase for all approaches, but one of the 

largest issues with this is that there is an increase in similarity between the original file versus a 

unique file. For Rabin-Karp the two unique files nearly have 50% similarity. For this reason, the 

next results were calculated. 

 

B. 

 

This graph shows the same results as graph A but with the percentage values being normalised 

(for the last four sections) to gain a better insight into the actual effectiveness of differentiating 

between a unique file and an obfuscated file. The process for normalising these results is by 

using the comparisons of the original file to itself as the upper bound (100% for all) and the 

comparison of the original file to the unique file as the lower bound. This was done as being able 

to differentiate between what will likely happen when comparing any two files to two files that 

have been obfuscated is necessary as part of this research. An example of the normalisation 

equation is: 

 

Rabin-Karp: Labels 

Upper bound (Original) = 100% 

Lower bound (Unique) = 49% 

Labels result = 84% 

𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑠𝑒𝑑 𝑜𝑢𝑡𝑝𝑢𝑡 =
84 − 49

100 − 49
= 69% 
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After looking at the normalised results, it is obvious that Rabin-Karp’s performance is not as 

good as it seemed in the first graph shown. Although Rabin-Karp performs the same at detecting 

similarity in a fully obfuscated file in a symbol-by-symbol approach compared to a line-by-line 

approach, all other approaches see an increase in similarity when using the symbol-by-symbol 

approach (after normalising). 

 

C. 

 

Looking at this graph we see the effect that using a symbol-by-symbol approach has on the 

similarity between two files that are solutions to the same problem without the involvement of 

plagiarism. The negative side that can be immediately seen is that there is an increase in 

similarity compared to the results from the line-by-line approach in the feature experiment. 

This does not mean that this makes the approach invaluable. Overall, there is a higher level of 

consistency across the three solution files when looking at the similarity measures and this can 

provide a base threshold value that would be useful for differentiating plagiarised files and non-

plagiarised files.  

 

Levenshtein has the most relevant results when looking at this graph. It has a consistent value 

between 29% and 34%. When looking at the graph from part A it is shown that with all forms of 

obfuscation Levenshtein detects 44% similarity. This means that in theory, a threshold value of 

35% would be able to properly differentiate between an obfuscated file and two non-plagiarised 

solutions to the same problem. This is not the case for all approaches, but by taking the average 

values there is more possibility of being to correctly gather this threshold using the symbol-by-

symbol approach than the line-by-line approach. 

 

 

D. 

 

This graph shows the same results as graph C, but the percentages have been normalised 

(shown in discussion for part B). This was done to display a more accurate result for the 

approaches. Rabin-Karp shows a large decrease in similarity measure for both Anagram.s and 

Mode.s, but these values are still much higher than the similarity between Prime.s and a fully 

obfuscated Prime.s file. Both Winnowing and Jaccard show their capability to have lower 

similarity than the fully obfuscated file, as for both Anagram.s and Mode.s this is the case. 

However, for Quicksort.s the similarity score is higher than the fully obfuscated file. Levenshtein 
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remains consistently below the threshold of the obfuscated file and shows its capabilities. 

Looking at the normalised percentages there is a 13% gap that could theoretically be used as a 

threshold value to classify obfuscated versus non-obfuscated files. 

 

CONCLUSION: 

 

From the results received a symbol-by-symbol approach overall has more advantages than 

disadvantages when measuring similarities between files. The possibility of creating a threshold 

value that can be used to flag possible plagiarised files without falsely flagging unique solutions 

to the same file is essential in plagiarism detection. Levenshtein has a consistent and low 

similarity value for unique solutions. Rabin-Karp and Jaccard increase similarity for obfuscated 

files but fall under scrutiny when looking at the solutions to the same problem, mainly due to 

the nature of their algorithms. As ARM has a limited number of symbols (e.g. there are only 15 

register values), there is a high probability that these registers will appear in two completely 

unique programs. Winnowing performs much better using a symbol-by-symbol approach until 

the sequence of the file is changed. Adding a redundant line of code offsets Winnowing’s 

detection method and therefore has a significant impact on the similarity.  

 

4.3 De-obfuscation investigation 

 

AIM: 

 

This experiment was done to look at the possibility of implementing some de-obfuscation 

techniques to remove some of the most common forms of obfuscation that would be used to 

lower the similarity between two files. The two obfuscations that are being de-obfuscated in this 

experiment are: 

 

1. Labels 

2. Registers 

 

Following the de-obfuscation of these features, it is important to also see if this has a negative 

impact on each approaches ability to differentiate between an obfuscated file and two files that 

are non-plagiarised but are solutions to the same problem. 
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SETUP: 

 

The dataset used for this experiment is comprised of the two datasets that have been used in the 

previous experiment. The key difference in set-up for this experiment is in the pre-processing 

steps for managing the ARM assembly files. Two additional pre-processing steps were added to 

try and de-obfuscate the label names and the register values.  

 

INPUT: 

 

The inputs for this experiment remain consistent with the last experiment.  

 

Inputs for A 

See Table 4.2 

 

Inputs for B 

See Table 4.3 

 

RESULTS: 

 

A. 

 

 

 

Figure 4.7 Similarity score using symbol-by-symbol with de-obfuscation 
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B. 

 

 

Figure 4.8 Similarity score for unique solutions using symbol-by-symbol with de-obfuscation 

 

DISCUSSION: 

 

A. 

 

Looking at the results it is evident that the pre-processing steps were able to correctly de-

obfuscate the labels and registers when they are the only obfuscations completed. This means 

that if a student changed only the register numbers and label names that 100% similarity would 

still be detected for all four approaches being investigated. This is positive in that it would 

remove two of the key features used to hide similarity between files. 

 

Looking at the sequence bar there is a big drop in Levenshtein and Winnowing. The main reason 

for that is due to the addition of a redundant line of code at the top of this file. The way in which 

the registers are implemented is that the first register to be seen in the program takes “R0” as 

its new register value and this continues for all register values. However, if a redundant line of 

code (e.g. “MOV, R4, #3”) then the first register value seen will be this redundant register. This 

alters the order in which registers get replaced and can cause a decrease in similarity in 

Levenshtein.  

 

Another slight issue with this implementation of register and label replacement is that it 

increases the similarity between two completely unique files. As Rabin-Karp has no positional 
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awareness when looking for matches and Jaccard is set based, changing the register numbers 

and label names will increase the similarity between any two ARM assembly language files.  

 

For Rabin-Karp, Jaccard and Winnowing there is an increase in their ability to detect similarities 

between the obfuscated files. The important thing to figure out now is their ability to 

differentiate between two solutions to one problem. 

 

B. 

 

The graph “B” shows the effect that implementing these obfuscation methods has on two 

solutions to the same problem. It is evident that Rabin-Karp and Jaccard, after de-obfuscating 

the registers and labels, detect a similarity percentage that is very high, meaning that they 

would more than likely see student solutions as copied even if they are non-plagiarised 

solutions. The two values for Winnowing and Levenshtein for all three solutions are relatively 

small and could possibly have some use, but the maximum value among the three solutions is 

very close to the result from comparing the original Prime.s file to a fully obfuscated file. This 

would lead to a very small threshold that would inevitably lead to false positives and false 

negatives depending on the threshold value selected.  

 

CONCLUSION: 

 

This investigation was to see whether implementing de-obfuscation methods would improve 

the similarity measure for all approaches. It is clear that Rabin-Karp and Jaccard, because of 

their technique for measuring similarity, had an increase in similarity. Although it is a positive 

in the obfuscation measurement part of the experiment, it has a big downside in the second 

experiment.  

 

For Winnowing and Levenshtein there is no real improvement from running the symbol-by-

symbol approach with or without de-obfuscation. This is down to the way in which the register 

and label replacement was implemented as sequence had too much of an impact on whether the 

replacements functioned correctly. For this reason, de-obfuscation was not continued in this 

research. Having a measure of how much obfuscation has been deemed more important as there 

were more signs of being able to differentiate correctly between plagiarism and two solutions to 

one assignment. This is what will be tested in the final experiment.  
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4.4 Recall and Precision 

 

AIMS: 

 

To see using the symbol-by-symbol approach without de-obfuscation how each algorithmic 

approach will perform when trying to detect manually “plagiarised” files among a group of 

students submitted solutions. To measure effectiveness recall and precision will be used. 

 

SETUP: 

 

The second part of the dataset that was used for the experimentation was student submitted 

code to three ARM assembly language assignments that they had completed. To obtain these 

student solutions a request had to be made to this Trinity College Dublin ethics committee. 

 

The procedure for getting ethical approval from the Trinity College Dublin ethics committee is 

long and very detailed to ensure that all steps are being taken to protect the privacy of the 

students that are willing to participate. A standard research ethics application in the School of 

Computer Science and Statistic in Trinity College Dublin consists of the following documents: 

 

1. A completed application form. 

2. An information sheet for participants. (6.1) 

3. A consent form. (6.2) 

4. An outline of the Research Proposal. 

5. A copy of the questionnaire/survey as appropriate. 

 

Students were required to read the information sheet provided and if willing to participate fill 

out the consent form. In this case, the consent form was a google form that asked for the 

students email and asked if the student was 18 years old or older. If the student was not at least 

18 years old, then a parent/guardian would be required to complete the consent form. Once the 

student had submitted their consent form, an email was sent to the student with a link to a 

dropbox file request. The email also specified that the student should remove all links to their 

name that was in the source code before submitting it. The students were also asked to open the 

dropbox file request in an incognito window and provide a fake name and email when 

uploading the files. This kept the solutions submitted completely anonymous and protects the 

privacy of all students. The three files that the students were meant to submit were: 
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1. Palindrome.s – detects whether a word stored in memory at R1 is a palindrome or not 

2. Prime.s – detects whether the value in R1 is a prime value or not 

3. SetUnion.s – gets the set union of two sets stored in memory at R1 and R2 respectively 

 

Following the completion of the experiments the submitted files were deleted. 

 

Once this corpus was gathered, a manual obfuscation of some of the different student 

submissions was done and was added to the corpus. This was done so that each approach could 

be tested in a way that would provide a confusion matrix with the number of false positives, 

false negatives, true positives and true negatives when running the experiment. Using this 

confusion matrix different statistical values such as recall and precision can be calculated for the 

different approaches.  

 

A confusion matrix is a technique commonly used for evaluating the performance of a 

classification model. For this experiment the classification model represents a plagiarism 

detector that flags two files as plagiarised or does not flag the files. The confusion matrix 

presents a summary of the prediction results. A confusion matrix consists of four different 

combinations of the actual values versus the predicted values (Table 5.1) 

 

 Actual Positive Actual Negative 

Predicted Positive True positive False positive 

Predicted Negative False negative True negative 

 

Table 4.4 Confusion matrix 

 

True positive – When the plagiarism detector correctly determines two files that have been 

plagiarised/obfuscated. 

True negative – When the plagiarism detector correctly does not flag two unique non-

plagiarised files. 

False positive – When the plagiarism detectors incorrectly flag two unique non-plagiarised 

files. 

False negative – When the plagiarism detector fails to flag two plagiarised/obfuscated files. 
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Using this confusion matrix, we can calculate the precision and recall of the predictions made by 

the plagiarism detector. 

Precision: The percentage of positive identifications that were detected correctly. 

 

𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠
 

 

The higher the precision score the better. A low precision score indicates a high number of false 

positives. 

Recall: The percentage of all actual positives that were detected correctly. 

𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠
 

 

The higher the recall score the better. A low recall score indicates a high number of false 

negatives. 

 

INPUTS: 

 

For Palindrome.s and Prime            For SetUnion.s 

Student 1 solution   Student 1 solution  

Student 2 solution   Student 2 solution  

Student 3 solution   Student 3 solution  

Student 4 solution   Student 4 solution  

Student 5 solution   Student 5 solution  

Student 6 solution   Student 6 solution  

Student 7 solution   Student 7 solution  

Student 8 solution   Student 8 solution  

Student 9 solution   Student 9 solution  

Student 10 solution   Student 10 solution  

Student 11 solution   Student 1 solution – plagiarised 1 

Student 1 solution – plagiarised 1  Student 1 solution - plagiarised 2 

Student 1 solution - plagiarised 2  Student 2 solution – plagiarised 

Student 2 solution – plagiarised  Student 3 solution – plagiarised  

Student 3 solution – plagiarised   

      

Table 4.5 Student solution input files 
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RESULTS: 

 

A. 

 

Average values of similarity from student solutions only 

These are being used as the threshold: 

Winnowing = 3% 

Rabin-Karp = 57% 

Levenshtein = 17% 

Jaccard = 30% 

 

Winnowing Actual Positive Actual Negative 

Predicted Positive 22 318 

Predicted Negative 8 254 

 

Table 4.6 Winnowing precision and recall for average threshold 

 

Rabin-Karp Actual Positive Actual Negative 

Predicted Positive 30 402 

Predicted Negative 0 170 

 

Table 4.7 Rabin-karp precision and recall for average threshold 

 

Levenshtein Actual Positive Actual Negative 

Predicted Positive 30 430 

Predicted Negative 0 142 

 

Table 4.8 Levenshtein precision and recall for average threshold 

 

Jaccard Actual Positive Actual Negative 

Predicted Positive 30 348 

Predicted Negative 0 224 

 

Table 4.9 Jaccard precision and recall for average threshold 
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Figure 4.9 Precision and recall with average threshold value 

 

B. 

 

Max values of similarity from student solutions only 

These are being used as the threshold: 

Winnowing = 28% 

Rabin-Karp = 92% 

Levenshtein = 50% 

Jaccard = 70% 

 

The purpose of using the maximum value is to have no false positives (so no student solution 

would be marked as plagiarised, which is the ideal case for this research) 

 

Winnowing Actual Positive Actual Negative 

Predicted Positive 16 0 

Predicted Negative 14 572 

 

Table 4.10 Winnowing precision and recall for maximum threshold 
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Rabin-Karp Actual Positive Actual Negative 

Predicted Positive 1 0 

Predicted Negative 29 572 

 

Table 4.11 Rabin-karp precision and recall for maximum threshold 

 

Levenshtein Actual Positive Actual Negative 

Predicted Positive 30 0 

Predicted Negative 0 572 

 

Table 4.12 Levenshtein precision and recall for maximum threshold 

 

Jaccard Actual Positive Actual Negative 

Predicted Positive 6 0 

Predicted Negative 24 572 

 

Table 4.13 Jaccard precision and recall for maximum threshold 

 

 

 

Figure 4.10 Precision and recall with maximum threshold value 
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DISCUSSION: 

 

A. 

 

From the first part of the experiment the student solutions were put into different folders for 

each of the different solutions and had all of the algorithmic techniques run on them to calculate 

the average similarity between the solution files, per assignment. Once those averages had been 

found then a total average was made from the three averages from each solution. These final 

averages were used as a threshold value for running a confusion matrix test of each of the 

approaches for all the files. In each folder there should be ten true positives for plagiarism.  

 

Starting with Winnowing, the average value is very low, ~3%, which leads to a lot of false 

positives in all three solutions. With recall hitting 73% and precision not breaking 6% this 

threshold value for Winnowing is not plausible.  

 

There is a positive when looking at Rabin-Karp, Levenshtein and Jaccard which is that recall for 

all approaches on all files is 100%. The big downside is the fact that precision for all these 

techniques for all files is very bad. Jaccard has the best recall from all the approaches at 8%, but 

this is still far from the 100% that is desired. With the recall so low too many student solutions 

are being incorrectly flagged as plagiarism.  

 

Due to this large issue with false positives, a second approach was tested in which all student 

solutions would be below the similarity threshold and the experiment would only be able to 

correctly detect the plagiarised files or not detect the plagiarised files.  

 

B. 

 

This experiment revolves around using the maximum similarity measure between student 

solutions to prevent false positives. The main reason behind this is maximise precision and test 

each algorithm’s recall ability.  

 

When using Winnowing’s max student value as the threshold it performs relatively well, with 

precision being 100%, as expected. Its recall 53%, which means that it would correctly detect 

plagiarised files half of the time. The main reason for winnowing being unable to detect some 

plagiarised files is due to an addition of a redundant line of code at the top of the program. This 

offsets Winnowing’s matching algorithm and forces the similarity score below the threshold. 
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For Rabin-Karp the maximum threshold between the non-plagiarised student solutions is 92%. 

This leads to a scenario where Rabin-Karp is only able to detect one of the obfuscated files being 

tested. This represents Rabin-Karp measured similarity greater than the threshold for two files, 

but only in one direction (i.e. comparing file 1 to file 2 was greater than 92%, but when 

comparing file 2 to file 1 the similarity was below 92%). Nevertheless, Rabin-Karp’s recall at 

this threshold is only 3% making it nonviable. 

 

Levenshtein has a perfect score when looking at the results. The threshold of 50% set by the 

student solutions is enough to keep the student solutions undetected, but still having a recall of 

1 in every assignment. It can correctly differentiate between student solutions and 

plagiarised/obfuscated files. Having perfect recall and perfect precision across all three student 

solution files shows that this technique is very accurate and could be used in a wide variety of 

different test cases. 

 

Jaccard performs below average in terms of recall being 20%. The number of obfuscations 

alongside the relatively high threshold value of 70% makes it very difficult for Jaccard to 

correctly determine the artificially plagiarised files. 

 

 

CONCLUSION: 

 

From this set of experiments, Levenshtein is the most effective algorithmic approach for 

differentiating between plagiarised files and non-plagiarised files. Winnowing has similar 

results for files that do not contain a redundant line of code but offsetting the similarity 

measurement algorithm can completely removes its ability to correctly identify plagiarised 

code.  Rabin-Karp and Jaccard struggle to have perfect precision and good recall or perfect recall 

with good precision, making them inadequate when trying to classify plagiarised ARM assembly 

language code solutions.  
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Chapter 5: Conclusions 

In this chapter the findings of the results from the experiments will be discussed and the 

progress made with the aims will be described. 

 

This research was conducted to introduce the idea of plagiarism detection to ARM assembly 

language programs. A well-known plagiarism detector for ARM assembly language currently 

does not exist. This research set out to try and fill that void by finding the most effective 

approach to detect plagiarised files. The way in which this goal was going to be reached was by 

completing the four aims mentioned at the beginning of this dissertation. 

 

The four aims of this dissertation were: 

 

1. To investigate the most state of the art research on plagiarism detection via 

similarity measurement. 

 

This aim was focused on investigating the different types of available algorithmic 

approaches for measuring similarity in programming for both high-level languages and 

low-level languages.  

 

This was done by looking at the most relevant and recent research papers and literature 

based on the topic of plagiarism detection. Papers were found discussing detection in 

text files, high-level programming languages and low-level programming languages. The 

four main algorithmic approaches that were relevant to ARM assembly language were: 

• Winnowing 

• Rabin-Karp 

• Levensthein 

• Jaccard 
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2. To analyse different algorithms for similarity measurement on the different 

features that are associated with ARM assembly. 

 

This aim was focused on analysing the most prominent features associated with ARM 

assembly language and identifying the affects that each feature has on the different 

approaches from the state-of-the-art research. 

 

The experiment based around features gave an overall understanding that both 

registers and labels have a significant effect on all the approaches. Changing the 

sequence and adding redundant code did not have a major impact on Rabin-Karp, 

Levenshtein and Jaccard, but completely removed Winnowing’s ability to measure 

similarity between the two files.  

 

3. To accurately measure similarity between ARM assembly language programs. 

 

This aim revolved around finding different techniques to measure similarity between 

ARM assembly language programs. Being able to analyse the different features within 

ARM assembly to assess different possibilities that would increase the similarity 

between two program files. 

 

The experiments performed with this aim in mind were the symbol experiment and the 

de-obfuscation investigation. The symbol-by-symbol approach evidently increases the 

similarity for all the different algorithmic approaches when looking at an original file 

versus different obfuscations to that file. The de-obfuscation investigation was done to 

see if similarity could be increased between two files by taking out the most common 

obfuscations performed by students. Unfortunately, due to the implementation of the 

register and label replacement this de-obfuscation could be beaten by adding a 

redundant line of code, making de-obfuscation of the code counterproductive. 

 

4. To find out what method of similarity measurement can be used to provide a 

classification between obfuscated files and two files that answer the same 

problem but are not plagiarised. 

 

This aim was to find an approach that would allow for the similarities between ARM 

assembly code to be calibrated correctly. This means that similarity would be based on 

more than just the standard commonalities between programs. Being able to classify an 
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obfuscated file from two files that share only some basic commonalities is paramount 

when trying to decipher between a plagiarised file and two non-plagiarised files.  

 

The experiment results show that the best approach for being able to distinguish 

between plagiarised and non-plagiarised ARM assembly files is to use the modified 

Levenshtein distance on a symbol-by-symbol approach. Running this algorithm on three 

groups of files it was able to correctly identify all files that had been manually 

plagiarised. 

 

By completing the aims listed at the beginning of this dissertation the research question  

 

“What is the most effective approach for measuring similarity between ARM assembly language 

programs?” 

 

has been answered. Levenshtein distance with a symbol by symbol approach, from the 

experiments, has the greatest performance out of the approaches being investigated. With a 

recall and precision of 100% in the final experiment, along with its ability in the symbol 

experimentation to show a possible threshold value, it is evidently the most appropriate 

solution for ARM assembly language. 

 

One of the greatest issues with this research is the threshold value that needs to be set. This 

value is versatile and would need careful consideration whenever this algorithm is being run. 

From the original Prime.s example a fully obfuscated solution had brought the similarity score 

to 44% for Levenshtein. This would not have been correctly detected in the final experiment 

where Levenshtein had a threshold value of 50%. 

 

5.1 Future Work 

 

5.1.1 Pre-processing  

 

One of the difficulties during this research was the implementation of the register and label 

replacement. The solution that was implemented for this dissertation could correctly replace 

the registers if no additional lines of code were added and the sequence in which the 

instructions occurred remained consistent. This is not realistic in a real-world solution and 

therefore an improved solution would be required. 
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A solution to this problem would be a fingerprinting implementation of the register 

replacement. This would involve the creation of unique fingerprints of each register value based 

on their usage in the ARM assembly language program. Being able to then compare these 

fingerprints to the fingerprints of a different file would avoid the offset of register replacement 

by a redundant line of code.  

 

5.1.2 Machine code solution  

 

Following the addition of a register replacement solution that works in a real-world context, a 

machine code solution could be implemented. This would remove the need to de-obfuscate label 

names as they get removed when the assembler turns the program into machine code.  

 

The other reason for the implementation of a machine code solution is that it could become a 

universal plagiarism detector for multiple assembly languages and possibly some high-level 

languages that produce machine code.  

 

One issue that could arise from this is that for the machine code to be the same between the two 

files the register replacement would need to occur before the running of the ARM assembly file. 

This means that the file would need to be disassembled to do the register replacement and then 

re-assembled so that the ARM assembler can run the code.  

 

5.1.3 Integration with auto-grading platforms  

 

Integrating a working solution for ARM assembly language to an online service would be the 

final goal of this research. This step would be done to allow for academic supervisors to have 

easy access to the plagiarism detector and use it in a familiar online resource.   

 

5.1.4 Deployment in the real world 

 

This research was a theoretical investigation into the creation of a plagiarism detection method 

for ARM assembly language. If this was to be implemented into a real-world application, there 

would need to be a few key steps: 

 

• Determining what code is common to all files and removing this from the similarity 

checker (e.g. if a template has been provided to the students) 
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• Make sure that all files are consistent in terms of having no whitespace and a standard 

for capitalisation. 

• Decide on an appropriate algorithm. From this research it seems as though modified 

Levenshtein distance is the most versatile and returns the best results. 

• Determine a threshold value – in this paper having a threshold value for Levenshtein 

worked across three different student submitted solutions, however this is not going to 

be 100% accurate all the time. The size of the file, the number of labels, the number of 

registers etc. will determine how similar the files may be. This value might be better 

done on an assignment by assignment basis rather than a global value. 
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6. Appendix 

6.1 Information Sheet for students 

 

TRINITY COLLEGE DUBLIN 

INFORMATION  SHEET  FOR  PROSPECTIVE  PARTICIPANTS 

You are invited to participate in this study on measuring similarities in ARM Assembly language 

which aims to provide a safe and secure method to correctly detect plagiarism. 

This study is being carried out as part of the requirements for a master’s in computer science at 

Trinity College Dublin. 

We are seeking participants who are currently in first year Computer Science at Trinity College 

Dublin who have completed the CSU11021 module, Introduction to Computing and are at least 

18 years old.  

You will be asked to anonymously submit solutions to a number of previous assignments via a 

Dropbox file request. 

The data that will be gathered are solutions to previous assignments from the Introduction to 

Computing module. This data will be stored in a private Dropbox folder briefly, then later stored 

locally on my machine. I, Darragh Hurley, will be the only person who has access to the data. 

This data set will be used solely for the evaluation of my work and only the results from my 

measurement of similarities will be shared with Dr Dukes. Neither the contents of the original 

dataset nor the identities of the students taking part will be shared with Dr Dukes. 

The data will be retained until the dissertation has been completed and submitted, after which 

point it will be deleted. 

I will be storing and processing this data in order to conduct experiments solely for research 

purposes. 

The expected duration of the participants involvement is none once the data has been sent to the 

Dropbox folder. The participants will be able to view the results of the evaluation once the 

dissertation has been completed and submitted. 
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As the study involves the students personal code, there is a potential risk to the privacy of the 

participant, and so we will ensure complete anonymity when submitting to ensure your privacy. 

While participation will not benefit the participants directly, the research will support the 

development of better tools for plagiarism detection in ARM assembly language, which will 

benefit future Computer Science Trinity College Dublin students. 

Your participation is entirely voluntary, and you can choose not to participate by not submitting 

your solutions. However, there is no way for me (or anyone else) to identify an individual 

participant once they submit their solutions. It will no longer be possible to withdraw once you 

have submitted your solutions. 

The research results will be published in a master’s dissertation at Trinity College Dublin.  

If you have any queries, feel free to contact Darragh Hurley at hurleyd4@tcd.ie and I will be happy 

to answer questions about the experiment. 

Data Controllers: Trinity College Dublin 

Data Protection Officer: Data Protection Officer, Secretary’s Office, Trinity College Dublin, Dublin 

2 - dataprotection@tcd.ie 
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6.2 Consent form for students 

 

TRINITY COLLEGE DUBLIN 

 

INFORMED CONSENT FORM 

 

LEAD RESEARCHERS: Darragh Hurley 

 

BACKGROUND OF RESEARCH: This study is focused on measuring similarities in ARM Assembly 

language which aims to provide a safe and secure method to correctly detect plagiarism. 

 

PROCEDURES OF THIS STUDY: For this study I am looking for first year Computer Science 

students who have completed the Introduction to Computing, CSU11021 module to 

anonymously submit solutions to a number of assignments. These students must be at least 18 

years old. 

 

PUBLICATION: This research will be used in the evaluation of a dissertation project 

 

Individual results may be aggregated anonymously and research reported on aggregate results. 

 

DECLARATION: 

• I am 18 years or older and am competent to provide consent. 

• I have read, or had read to me, a document providing information about this research 

and this consent form. I have had the opportunity to ask questions and all my questions 

have been answered to my satisfaction and understand the description of the research 

that is being provided to me. 

• I agree that my data is used for scientific purposes and I have no objection that my data 

is published in scientific publications in a way that does not reveal my identity. 

• I understand that if I make illicit activities known, these will be reported to appropriate 

authorities. 

• I understand that I may refuse to participate in this research. 

• I understand that once my data has been fully anonymised it can no longer be attributed 

to me, meaning it will no longer be possible to withdraw. 

• I freely and voluntarily agree to be part of this research study, though without prejudice 

to my legal and ethical rights. 
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• I understand that my participation is fully anonymous and that no personal details 

about me will be recorded. 

• I understand that personal information about me, including the transfer of this personal 

information about me outside of the EU, will be protected in accordance with the 

General Data Protection Regulation.  

• I have received a copy of this agreement. 

 

 

To complete the consent form please complete the google form that is linked below: 

URL to google form - https://forms.gle/6Sp4TgThBZPN9UG68 
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