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Path Vnding is a problem of graph theory and it has an important application in

the routing of road networks. To solve this problem in real-time for large net-

works, speed-up techniques are used. These techniques preprocess the graph and

build acceleration structures to improve the query time of shortest path calcula-

tions. Contraction hierarchies are one of the fastest speed-up techniques and have

a query time in the order of milliseconds for continental road networks. One of

their limitations is that the acceleration structure assumes a static graph. If the

graph changes, it needs to be rebuilt. This is a problem if events like traXc jams

or road blocks need to be taken into account quickly.

This dissertation proposes an algorithm to incrementally update contraction hier-

archies to make them more suitable for dynamic graphs. Our algorithm supports

edge weight changes to one or more edges as well as the insertion and removal

of edges and vertices. The algorithm re-processes only those parts of the contrac-

tion hierarchy that are aUected by the graph change. A simpliVed version of the

algorithm that restricts graph changes to edge weight increases and edge/vertex

removals further improves the update time. The algorithms are experimentally

evaluated using real road networks. Results show signiVcant speed-ups over re-

building the acceleration structure from scratch, for both single-edge updates as

well as multi-edge updates in close vicinity. This allows responding to dynamic

events much more quickly.

iv



Contents

1 Introduction 1

2 Background 3
2.1 Shortest Path Problem in Road Networks . . . . . . . . . . . . . . 3
2.2 Contraction Hierarchies . . . . . . . . . . . . . . . . . . . . . . . . 6

2.2.1 Construction . . . . . . . . . . . . . . . . . . . . . . . . . 8
2.2.2 Shortest Path Query . . . . . . . . . . . . . . . . . . . . . 15

2.3 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

3 Incremental Update Algorithm 20
3.1 Update Strategy . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

3.1.1 Contraction Order . . . . . . . . . . . . . . . . . . . . . . 20
3.1.2 Propagation of Updates . . . . . . . . . . . . . . . . . . . 21
3.1.3 Recontraction of a Vertex . . . . . . . . . . . . . . . . . . 24

3.2 Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.2.1 Increasing Update Algorithm . . . . . . . . . . . . . . . . 28
3.2.2 General Update Algorithm . . . . . . . . . . . . . . . . . . 31

3.3 Edge/Vertex Insertion and Removal . . . . . . . . . . . . . . . . . 38
3.3.1 Removal . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
3.3.2 Insertion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

4 Experiments and Evaluation 40
4.1 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
4.2 Setup and Test Graphs . . . . . . . . . . . . . . . . . . . . . . . . 42
4.3 Memory Consumption . . . . . . . . . . . . . . . . . . . . . . . . 43
4.4 Single-Edge Updates . . . . . . . . . . . . . . . . . . . . . . . . . . 45
4.5 Multi-Edge Updates . . . . . . . . . . . . . . . . . . . . . . . . . . 49

5 Conclusion 57

Bibliography 59

v



List of Figures

2.1 Example of the shortest path found with contraction hierarchies
(red: path in terms of shortcut edges, blue: real path). . . . . . . . 7

2.2 Vertex v with incoming neighbours u and outgoing neighbours w. 10
2.3 Contraction of v. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
2.4 Example of a SPu,v,w not using the edge (v, w). . . . . . . . . . . 11
2.5 Example to illustrate how local Dijkstra searches can be limited

with upper cost bounds. . . . . . . . . . . . . . . . . . . . . . . . . 15

3.1 Update strategy: recontract aUected vertices and propagate changes
of recontractions to the respective aUected vertices until no more
changes occur. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

3.2 Example of why the shortcut (u,w) must be disabled and not
deleted during the recontraction of u. . . . . . . . . . . . . . . . . 26

3.3 Example search from u to w. Edges which are part of the shortest
path tree before are marked with thick lines. . . . . . . . . . . . . 34

3.4 Example of an edge that is being inserted (dashed) that changes
the shortest path from u to w. The dotted arrows indicate which
vertex holds the dependency set information for each edge. . . . . 35

3.5 Same as Figure 3.4 but this time not edges are Wagged but all ver-
tices encountered in the search tree. Black vertices are those which
are part of it. Note than one adjacent vertex of the new edge is part
of the tree and contains the dependency set information. . . . . . 35

4.1 Average and worst measured update time compared to rebuild time. 47
4.2 DiUerent numbers of clustered edge updates. . . . . . . . . . . . . 52
4.3 DiUerent numbers of random edge updates. . . . . . . . . . . . . . 55
4.4 Update of diUerent numbers of random vertices for Dublin. . . . . 56
4.5 Update of diUerent numbers of random vertices for Ireland. . . . . 56
4.6 Update of diUerent numbers of random vertices for Germany. . . 56

vi



List of Tables

4.1 Graphs and statistics . . . . . . . . . . . . . . . . . . . . . . . . . 42
4.2 Contraction hiearchy information . . . . . . . . . . . . . . . . . . 43
4.3 Reverse dependency set sizes . . . . . . . . . . . . . . . . . . . . . 44
4.4 Single edge weight updates for Dublin . . . . . . . . . . . . . . . . 46
4.5 Single edge weight updates for Ireland . . . . . . . . . . . . . . . 46
4.6 Single edge weight updates for Germany . . . . . . . . . . . . . . 46
4.7 Single edge deletion and insertion for Dublin . . . . . . . . . . . . 48
4.8 Single edge deletion and insertion for Ireland . . . . . . . . . . . . 48
4.9 Single edge deletion and insertion for Germany . . . . . . . . . . 48
4.10 Average speed-ups of the proposed algorithms compared with re-

building the hierarchy . . . . . . . . . . . . . . . . . . . . . . . . . 49

vii



1 Introduction

Finding the most eXcient route in a road network has never been more important

than today. Both individuals and companies alike are interested in minimising

the time and cost spent on travelling and deliveries. Road networks can be repre-

sented as graphs with nodes as destinations or junctions, and edges as the streets

connecting them. Each edge can be assigned a cost, which usually represents the

travel time or fuel cost or any metric that one is interested in. The shortest path

between two nodes is the sequence of edges between them that minimises the sum

of their weights. This problem is solved eXciently with Dijkstra’s algorithm [Fred-

man and Tarjan, 1987] and can be directly applied to road networks. The size of

national or even international road networks, however, is too large for Dijkstra’s

algorithm to solve the shortest path problem in real-time.

With our navigation systems and routing software, we expect routes to be calcu-

lated instantaneously. Road networks are relatively static graphs, i.e. the lengths

of roads generally remain the same and new nodes and roads appear only every

so often. Speed-up techniques exploit this fact by preprocessing the graph to im-

prove the time it takes to calculate a shortest path. They allow for query times

in the order of milliseconds in continental road networks. Contraction hierar-

chies [Geisberger et al., 2008] are a modern speed-up technique which establish

a hierarchy in the graph and preprocess an overlay graph containing additional

shortcut edges that represent a number of real edges. The query algorithm, which

is still based on Dijkstra’s algorithm, can then be adapted to work with the overlay

graph. This greatly reduces the search space and improves the query time perfor-

mance. The drawback of contraction hierarchies and other speed-up techniques

is the high cost of preprocessing and the fact that road networks are not actu-

ally completely static. Various dynamic factors such as traXc at diUerent times
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may aUect the edge costs of the graph. Furthermore, traXc jams or road blocks

may drastically change the edge weights in a local area. With their large prepro-

cessing time, these speed-up techniques cannot quickly respond to such dynamic

changes. The changes in traXc can be analysed statistically, and some techniques,

such as time-dependent contraction hierarchies, can take this into account [Batz

et al., 2008, 2009]. Nevertheless, this time-dependent information is static and this

method is still not suitable to adapt to dynamic changes of the graph. If changes

are restricted to a local area, it is desirable to recompute only the parts of the pre-

processed data that are aUected by the change, rather than rebuilding everything

from scratch.

In this work, we propose an incremental algorithm that can update a contraction

hierarchy in response to edge weight changes in the graph. The algorithm can deal

with both weight increases and decreases, as well as the insertion and removal of

edges and vertices. We achieve signiVcant speed-ups over rebuilding the prepro-

cessed data for single edge changes and we can cope with a number of updates

at the same time in a local area. An adaptation of the algorithm that is restricted

to weight increases (as well as edge/node removal) further improves the update

time. This is particularly useful for the likely scenario of sudden road blocks due

to traXc jams or accidents which causes edge weights to increase. The routing

can be quickly adapted using our algorithm.

This report is structured as follows: the second chapter gives an overview of

speed-up techniques for road network routing and establishes the necessary back-

ground information of contraction hierarchies as well as the current state of re-

search. The third chapter presents our algorithm both for the increasing edge

weight case and the general case. Experiments and an evaluation of our algorithms

follow in the fourth chapter. Finally, the Vfth chapter summarises our Vndings and

concludes this report.
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2 Background

2.1 Shortest Path Problem in Road Networks

Given a graph G = (V,E) where V is the set of vertices and E is the set of edges

connecting them, the shortest path problem is deVned as Vnding the path between

a source vertex s and a target vertex t so that no other path between them is

shorter (there may be more than one shortest path if they have equal length). This

problem is solved eXciently with Dijkstra’s algorithm in O (|E|+ |V | log |V |)
[Fredman and Tarjan, 1987]. The shortest path problem is the fundamental part of

routing problems such as Vnding the fastest route in a road network, the cheapest

route in a train network, etc. For large networks that contain millions of vertices

and edges such as national or international road networks, the performance of

Dijkstra’s algorithm is not suXcient for real-time applications.

Road networks are not random but have certain properties; these properties can

be exploited to improve the shortest path query time. Most importantly, road net-

works are relatively static graphs. A routing server software such as Google Maps

might handle millions of queries before there are any changes to the graph, such

as the addition or removal of roads. Thus, it is beneVcial to preprocess the graph.

This has the advantage that additional processed information can speed up the

shortest path queries signiVcantly, but comes at the overhead of computing this

information which may have to be recomputed for every change to the graph.

Road networks also tend to be planar graphs (i.e. they can be drawn on a plane

without edges intersecting each other) with the exception of bridges and tunnels.

Furthermore, they often have low highway dimensions [Abraham et al., 2010].

This means that a relatively small set of important edges are part of most long
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2.1 Shortest Path Problem in Road Networks

distance journeys (e.g. most long distance paths across a country would use the

same set of highway edges). These properties are used in a number of preprocess-

ing techniques in order to improve the query time and an overview of them is

given in Sanders and Schultes [2007].

The most extreme case of preprocessing would be All Pair Shortest Path (APSP). It

means Vnding the shortest path from every vertex to every other vertex. With this

information precomputed, all shortest paths are already known at the query stage

and can be looked up instantaneously. This may be a good solution and indeed the

fastest one for very small graphs. For larger graphs, however, the preprocessing

time and memory requirements make this approach infeasible. Storing |V | costs
with every vertex results in a memory consumption of |V |2. For the road network
of Germany with 17 M nodes, we would need about one Petabyte (= 220 GB)

of memory to store only the costs (assuming 4 byte Woats) and even more if we

need to store the actual paths. Between the extremes of doing no preprocessing

and APSP, there are a number of techniques that make a compromise between

the preprocessing/memory costs and the speed-up of the query stage. The next

sections brieWy describe the most important of these techniques. In general there

are two major classes of preprocessing techniques: goal-directed and hierarchical

techniques.

ALT This is a goal-directed technique that combines A*, Landmarks and the

Triangle inequality [Goldberg and Harrelson, 2005]. A* is a variation of Dijkstra

that uses a heuristic to direct the search more directly to the target. A* with a

perfect heuristic (that returns the exact cost from a vertex to the target) will im-

mediately Vnd the shortest path. A heuristic is only allowed to underestimate but

never overestimate for a correct result. A small set of important nodes called land-

marks are identiVed, and the distance between every vertex and every landmark is

precomputed. Using the triangle inequality, the known distances between a source

vertex, the landmark and the target vertex can be used for the A* heuristic.

Arc-Flags In this goal-directed speed-up technique, the graph is partitioned in

k partitions so that there are only few edges between them [Möhring et al., 2007].
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2.1 Shortest Path Problem in Road Networks

For each edge k Wags are computed. The Wag i is set if the edge is part of a shortest

path to partition i. The shortest path query is then performed with a modiVed

Dijkstra. The partition i of the target vertex is determined and only edges are

followed which have the Wag i set (i.e. they are part of a shortest path to the

partition i). This technique speeds up the search by reducing the search space and

has a small memory overhead but a high preprocessing cost.

Highway Hierarchies (HH) This is a hierarchical technique that exploits the

low highway dimension of road networks [Sanders and Schultes, 2006]. Each node

has a neighbourhood within a radius r which is a parameter of HH. On a shortest

path from source s to target t, an edge is deVned as a highway edge if it is neither

in the neighbourhood of s nor in that of t. A hierarchy is created in the graph by

alternating between node reduction (removal of low level nodes and insertion of

shortcut edges to preserve shortest paths) and edge reduction (removal of edges

which are not highway edges). A shortest path between s and t will use only

highway edges if the search is far enough from s and t. The search space of the

bidirectional Dijkstra can then be reduced by disregarding less important edges in

this case to reduce the query time.

Transit-Node Routing The idea behind transit-note routing is the observation

that any long distance journey from a source s will leave the vicinity of s via

one of few important access nodes [Bast et al., 2007]. Likewise, one would arrive

at target t via one of few access nodes near t. If Av is the set of access nodes of

vertex v, then to compute the shortest path between s and t which are suXciently

far away, we only need to compute the shortest path between their access nodes.

Only the paths between each pair (u, v) are considered with u ∈ As and v ∈ At.

Because the set size of A is very small, all such distances can be precomputed

(APSP). Further, the distance between a vertex and its access nodes can also be

precomputed. The complexity of a long distance shortest path query is reduced to

a small number of table lookups. A locality Vlter is needed that, given two vertices

s and t, returns whether s and t are too close together to route via access nodes.

In this case, any other shortest path algorithm is used to Vnd the shortest path

between s and t.
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2.2 Contraction Hierarchies

Highway-Node Routing (HNR) For this technique, a hierarchy of overlay

graphs is used to Vnd shortest paths [Schultes, 2008]. Important nodes which are

part of many shortest paths, called highway nodes, have a higher level in the hi-

erarchy than less important nodes. With each level, nodes are removed and edges

are inserted in the overlay graph to preserve all shortest paths of the lower level

graph. The query algorithm is a bidirectional Dijkstra that only considers edges

leading to higher level nodes in the hierarchy to reduce the search space.

ContractionHierarchies Similar to HNR, a hierarchy of overlay graphs is used

but each node removal yields a new level in the hierarchy so that there are |V |
levels in total. This technique is explained in detail in the following section.

The diUerent speed-up techniques can be combined; in particular hierarchical

based methods combined with goal-oriented methods give promising results which

are researched in Bauer et al. [2010b].

2.2 Contraction Hierarchies

Contraction hierarchies are an acceleration technique for shortest path calcula-

tions in road networks introduced by Geisberger et al. [2008]. The contraction

hierarchy is an overlay graph that adds additional edges, so-called shortcut edges,
to a graph. A hierarchical order is established in the graph and vertices are con-

tracted in this order. A vertex that is contracted is removed from the graph along

with its adjacent edges. Shortcut edges are inserted to preserve the shortest paths

when a vertex is contracted. A shortest path query is performed using two Di-

jkstras: one from the source and one from the target vertex. The speedup over

ordinary Dijkstras comes from following only upward edges, i.e. those edges that

lead to a vertex that has a higher level in the hierarchy. This means that the search

space greatly decreases with every step.

Contraction hierarchies can signiVcantly speed up the shortest path calculations.

The parallel query implementation on a GPU by Delling et al. [2011] is reported to
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2.2 Contraction Hierarchies

give a speedup of three orders of magnitude compared to Dijkstra’s algorithm in

large road networks. There are a number of open source routing software projects

that utilise contraction hierarchies such as MoNav1, OpenTripPlanner2, OSRM3

and Graphhopper4. Figure 2.1 visualises a shortest path query of our contraction

hierarchy implementation with Google Maps. The red edges are the shortest path

that is found by the algorithm. It consists of shortcut edges (these edges are not

part of the real graph), and they can be unpacked to get the path in terms of real

edges, which are shown in blue. Note that the number of red edges (13) is much

smaller than the number of blue edges (344).

Figure 2.1: Example of the shortest path found with contraction hierarchies (red:
path in terms of shortcut edges, blue: real path).

The great query performance of contraction hierarchies comes at the cost of the

preprocessing stage to construct the overlay graph. It depends on the application

if the number of queries that need to be performed amortise the overhead of the

1https://code.google.com/p/monav/
2http://opentripplanner.com/
3http://project-osrm.org/
4http://graphhopper.com/
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2.2 Contraction Hierarchies

preprocessing. Contraction hierarchies are well suited for reasonably static graphs

which do not require rebuilding the overlay graph often, and which handle many

queries. Changes to the graph invalidate the shortcut edges so that the overlay

graph has to be rebuilt when edge weights change. For dynamic graphs that fre-

quently exhibit changes to edge weights for example, the overhead of having to

rebuild the hierarchy with each change can quickly outweigh the performance

boost of the queries. Because the preprocessing time increases with the size of the

graph, this is especially true for very large graphs like national or continental road

networks.

Even in static road networks, where the road edges are rarely added or removed

and changes are relatively predictable, we may still encounter dynamic events

that require an immediate response. Consider the case of traXc jams or accidents

leading to road blocks. Such dynamic changes are sudden and cannot be foreseen.

We want our routing software to take such sudden edge weight increases into

account immediately. To react to dynamic changes, the graph needs to be prepro-

cessed again and the long delay may not be acceptable.

In order to improve the performance of contraction hierarchies for dynamic graphs,

the construction time must be improved. We propose an incremental algorithm to

update the overlay graph for edge weight changes without having to rebuild it

completely. Before we introduce our proposed algorithm in chapter 3, we explain

the construction and query algorithms for contraction hierarchies in the following

sections.

2.2.1 Construction

The contraction hierarchy is constructed by contracting vertices one by one and

inserting shortcut edges into the overlay graph where it is necessary. Vertices can

be contracted in any order to give a correct result but the order has a great in-

Wuence on the query time. Depending on the order, more or fewer shortcut edges

need to be inserted. The more shortcut edges are inserted, the larger the overlay

graph will be. A larger overlay graph will increase the query time because the
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2.2 Contraction Hierarchies

search space is larger due to the larger number of edges. A good contraction order

will require as few shortcut edges as possible to be inserted. Finding a good order

is a diXcult problem and usually we approximate it by assigning a cost of contrac-

tion to each vertex and use a greedy algorithm to Vnd the least expensive vertex.

There are a number of suggested criteria and two of the most important ones are

the edge diUerence and the number of neighbours that are contracted already.

The edge diUerence can be calculated by simulating a contraction to Vnd how

many shortcuts need to be inserted. If we subtract the number of edges adjacent

to that vertex, we Vnd the edge diUerence that this vertex would cause if it was

contracted. The edge diUerence can be negative if the number of adjacent edges

is larger than the number of shortcuts that need to be inserted. Because we want

to add as few shortcut edges as possible, it makes sense to contract those vertices

with the smallest edge diUerence (ideally negative) Vrst.

Another metric that aUects the contraction cost is the number of neighbours of a

vertex which are already contracted. Contracting neighbouring vertices one after

another can lead to many shortcut edges. With each contraction, a counter at all

neighbouring vertices is increased and this counter is added to the cost. This will

make a vertex that has neighbours which are already contracted more expensive

to contract, and reduces the occurrence of neighbours being contracted one after

another.

The contraction cost that is assigned to each vertex can be calculated as a lin-

ear combination of all metrics. There is no single correct way to do this, but the

resulting overlay graph usually has shortcuts in the same order of edges in the

original graph. If many more shortcuts are present, the weighting factors of the

diUerent metrics may have to be adjusted. In our implementation, we calculate the

contraction cost as the sum of the edge diUerence and the number of contracted

neighbours.

The contraction works as follows: in a directed graph, let us consider a vertex v,

that has a number of incoming edges from vertices ui and outgoing edges to ver-

tices wj , as illustrated in Figure 2.2. Vertex v is now contracted from the graph,

i.e. it is removed for the next level of the hierarchy. The next level must pre-
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2.2 Contraction Hierarchies

serve all shortest paths of the previous level. This means, if any shortest path

from ui to wj passes through v, a shortcut edge must be inserted between them

with the same cost of the path through v. Figure 2.3 depicts this with only one

incoming neighbour u, and outgoing neighbour w. There is a shortest path that

we denote as SPu,v,w starting at u, passing through v and ending at w. Most of-

ten, this path would consist of the edges {(u, v) , (v, w)}. However, this is not

necessarily the case, as the path could go through other vertices as well, e.g.

{(u, v) , (v, x) , (x,w)} if x is another outgoing neighbour of v that is connected

to w (Figure 2.4). There can be another shortest path from u to w without v. We

denote this as SPu,w. With W as the weight function, we must insert a shortcut

from u to w if W (SPu,v,w) < W (SPu,w). If W (SPu,w) is larger, no shortcut is

necessary and SPu,w is called the witness path, as it witnesses this fact.

Figure 2.2: Vertex v with incoming neighbours u and outgoing neighbours w.

Figure 2.3: Contraction of v.

The contraction algorithm is given in Algorithm 1. In order to simulate the con-

traction to Vnd the edge diUerence, we use the same algorithm but do not insert

10



2.2 Contraction Hierarchies

Figure 2.4: Example of a SPu,v,w not using the edge (v, w).

the shortcut edges but only increase a counter.

If we have an undirected graph (not taking into account one-way streets), the

same algorithm applies but can be simpliVed. This is because the shortest path

is not direction dependent (it is the same if source and target are reversed). One

optimisation that applies to both directed and undirected graphs is calculating a

number of shortest paths from the same source at once. Rather than performing

a separate search for each pair of neighbours of v, we can start the search at one

neighbour and Vnd the shortest path to every other neighbour before terminating

the search. The contraction algorithm for undirected graphs that contains this

optimisation is given in Algorithm 2.

Algorithm 1 Algorithm to contract a vertex.
function contract(v)

for each incoming neighbour u of v do
compute SPu,v

for outgoing neighbour w of v do
compute SPv,w

compute SPu,w with v temporarily removed from the graph
SPu,v,w = SPu,v + SPv,w

if W (SPu,v,w) < W (SPu,w) then
create shortcut from u to w with costW (SPu,v,w)

end if
end for

end for
hide v from the graph

end function
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2.2 Contraction Hierarchies

Algorithm 2 Algorithm to contract a vertex (optimised for undirected graphs).
function contract(v)

compute SPv,u for all neighbours u (with one search)
for neighbour ui of v do

compute SPui,vj for all neighbours wj of v with j > i
for neighbour wj of v with j > i do

costWithV =W (SPv,ui
+ SPv,wj

)
if costWithV< W (SPui,wj

) then
create shortcut between ui and wj with cost costWithV

end if
end for

end for
hide v from the graph

end function

Building the contraction hierarchy consists of calculating the contraction cost for

each vertex to establish an order and contracting the vertices in that order. Us-

ing a greedy algorithm to approximate a good contraction order, the vertex with

the least cost is contracted Vrst. With each contraction, the graph changes and

thus the contraction costs of other vertices change. Ideally, the costs should be

recalculated after each contraction. Because this is expensive and slows down the

building of the hierarchy considerably, lazy updates can be used. All vertices are

added to a priority queue that sorts the vertices by their contraction cost such

that the vertex with the least cost is at the head of the queue. Before contracting

the head, we simulate a contraction to recalculate its cost and then compare it

with the new head of the queue. If the cost has become worse than the head of

the queue, the vertex is put back into the priority queue. This process is repeated

until the head of the queue is indeed cheaper to contract than the vertex after it.

The contraction of a vertex will most deVnitely change the contraction cost of its

neighbours. That is why on top of the lazy updates, we should recalculate the cost

of a vertex’s neighbours after it is contracted, and update their positions in the

priority queue. If the vertex at the top of the queue repeatedly has a higher cost

than the vertex behind it, it indicates that many vertices have an outdated cost

and it may be worthwhile recalculating the costs of all vertices periodically.

The lazy update strategy may give a less optimal contraction order compared to

recalculating the contraction cost after each contraction. This is because the costs
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2.2 Contraction Hierarchies

become outdated and even if the head of the queue is cheaper to contract than

the vertex behind it, it does not mean that it is the overall cheapest to contract.

Nevertheless, the greedy algorithm is only an approximation for a good order and

the lazy update strategy seems to work well in practice. The algorithm to build

the hierarchy is given in Algorithm 3.

Algorithm 3 Algorithm to build the contraction hierarchy.
function buildHierarchy

contractionLevels = array of length |V |
q = priority queue
for each vertex v do

contract(v, simulate=true)
cost = lastEdgeDiUerence
q.push(v, cost)

end for
level = 0
while not q.empty() do

v = q.pop().vertex
contract(v, simulate=true)
cost = lastEdgeDiUerence + numNeighboursContracted(v)
if cost > q.top().cost then

q.push(v, cost)
continue

end if
contract(v)
contractionLevel[v] = level
level += 1
for each neighbour w of v do

contract(w, simulate=true)
cost = lastEdgeDiUerence + numNeighboursContracted(w)
q.updatePriority(w, cost)

end for
end while

end function

In an undirected graph, the contraction of a vertex that has a degree of n (it has

n neighbours with undirected edges) requires n shortest path calculations. One

is needed to Vnd the path from the vertex to all its neighbours. The other n −
1 calculations are needed for shortest paths between the neighbours. Consider

Figure 2.5 where vertex v is being contracted and it has four neighbours. One
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calculation Vnds the path between v and all u. A calculation from u1 Vnds all paths

between it and u2, u3 and u4. Next, a calculation from u2 Vnds paths between it

and u3 and u4 (the path between u2 and u1 is already known because it is the same

as that of u1 and u2 for undirected edges). This means every vertex ui has to Vnd

the paths to every other vertex uj with j > i. The Vnal vertex (u4 in the example)

does not require an additional calculation. This makes n − 1 calculations to Vnd

all paths between all neighbours and one calculation to Vnd the paths between

v and all neighbours. With so many shortest path calculations it is important to

keep these local Dijkstra searches as fast as possible. We can set an upper bound

for the cost for all searches. Figure 2.5 contains some edge weights as an example.

We Vrst calculate all shortest paths between v and all u. We start the search from

v and stop it once we settle all u. Settling a vertex means visiting it in Dijkstra’s

algorithm, which means that the Vnal shortest path cost for that vertex has been

found and no shorter path to it exists. Further, since we know the edge weights, we

can use the maximum edge weight (4 in this example) as the upper bound for the

cost. We know that u4 can be reached with cost 4 so there is no reason to continue

the search for a shorter path once we hit this limit. Hitting the limit means that the

entry with the smallest cost in the priority queue of the Dijkstra algorithm has a

cost greater or equal to this limit. Next, we can use the costs from this calculation

to limit the maximum cost of the searches between the neighbours. We launch a

Dijkstra from u1 and stop it once we settle all other u vertices. Let cv,u denote the

cost of the shortest path between v and a neighbour u that we already know. Thus,

we know that there is a shortest path via v from u1 to u2 with cost cv,u1 + cv,u2 .

The same is true for any other neighbour u (the cost via v is cv,u1 +cv,ui
for i > 1).

Again, we can use the maximum of these costs as the upper bound for the search.

In our example, let us assume that the edges between v and all neighbours u are

indeed the shortest paths. This means that the cost from u1 to u4 via v has the

maximum cost of 1 + 4 = 5. Since we know we can reach u4 with cost 5, there

is no reason to keep searching for a shorter path once the search hits this cost. If

some of the vertices u are not settled within this cost, it means that there is no

shorter path from u1 to that vertex u that does not go via v.

14
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Figure 2.5: Example to illustrate how local Dijkstra searches can be limited with
upper cost bounds.

2.2.2 Shortest Path Query

The shortest path between a source vertex s and a target vertex t is found by us-

ing two modiVed Dijkstra queries, one from s searching forward, and one from t

searching backwards. The Dijkstra algorithm is modiVed to only follow upward

edges, the edges which lead to vertices with a higher contraction level. The for-

ward and backward searches will Vnd a set of candidate vertices which can be

reached from both s and t by following upward edges only. The total cost of a

path from s to t via a candidate vertex c is the sum of the shortest path from s to c

and from c to t. Since there may be multiple candidates, we cannot stop the search

after the Vrst candidate is found. Instead, the search needs to continue until the

minimum cost in the priority queue is not smaller than the shortest path found so

far. A simpliVed algorithm, that does not halt early, to Vnd the cost of the shortest

path from s to t is given in Algorithm 4.

The speedup compared to running a normal Dijkstra comes from following up-
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Algorithm 4 Algorithm to Vnd the shortest path cost using a contraction hierar-
chy.

function shortestPath(s, t)
forwardSearch(s)
sets = set of vertices settled by the search
backwardSearch(t)
sett = set of vertices settled by the search
candidates = sets∩ sett
minCost =∞
for each candidate c do

cost = cost(s,c) + cost(c,t)
if cost < minCost then

minCost = cost
end if

end for
return minCost

end function

ward edges only. With each vertex that is settled, the search space shrinks sig-

niVcantly. Even though both a forward and backward search are necessary, their

combined runtime should still outperform an ordinary Dijkstra algorithm easily.

At the same time, we can see that the quality of the hierarchy is important. The

number of shortcut edges aUects the size of the search space. With a hierarchy

that has as few shortcut edges as possible, the search space is kept smaller and the

searches can complete faster.

The shortest path is found in terms of shortcut edges. To Vnd the shortest path

consisting only of actual edges of the graph, the shortcuts can be unpacked re-

cursively. With each shortcut we need to save the path that it represents. If the

contraction of a vertex v created a shortcut from a vertex u to a vertex w, often the

shortcut will represent the edges (u, v) and (u,w). Since u is the tail and w is the

head of the edge, this information should be known anyway and it is suXcient

to save v as the vertex that created the shortcut to Vnd the two edges that the

shortcut represents. In some cases, the edge (v, w) may not be the shortest path

between v and w (as was shown in Figure 2.4). The shortest path from v to w may

go through other vertices, x in this example. In this case, we can use two lists of

vertices. The Vrst list saves all vertices that are visited between u and v, and the

second list saves the vertices between v and w. In most cases these lists would be
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empty. Given a shortest path that contains shortcut edges, we replace a shortcut

with the edges that it represents. These in turn can be shortcut edges, so we repeat

this process recursively until no more shortcut edges are in the path. The result

is the actual shortest path which has the same cost as the path given in terms of

shortcut edges.

2.3 Related Work

As was shown in section 2.1, there is a signiVcant amount of research in speed-

up techniques for road networks. With the invention of contraction hierarchies

in 2008, a considerable eUort went into improving various aspects of it. Most of

the work can be categorised into complexity, single- and multi-criteria searches,

parallelism and approximation.

In the area of complexity, Bauer et al. [2010a] analysed the preprocessing time of

speed-up techniques and found that the preprocessing time of contraction hierar-

chies is NP-hard if one wanted to Vnd the node ordering that minimises the num-

ber of shortcuts (without only approximating it). The work of Columbus [2012]

dealt with the search space size of contraction hierarchies and they found up-

per bounds on it and the memory consumption. They further investigated local

changes to the node ordering of the hierarchy.

Contraction hierarchies have been adapted to handle time-dependent edge weight

functions by Batz et al. [2008, 2009]. Rather than assigning a Vxed weight to an

edge, they use time-dependent functions. During the contraction a shortcut is in-

serted if there is any time when a shortcut is necessary. They Vnd contraction

hierarchies to be very fast for time-dependent queries but at a large memory

overhead. They also acknowledge that a way to change edge weights explicitly

to deal with traXc jams would be desirable. Delling and Wagner [2009] compared

this result with other time-dependent speed up techniques and found that con-

traction hierarchies perform very well in comparison. Geisberger et al. extended

time-dependent contraction hierarchies to support a second edge weight function.

This allows to Vnd shortest paths in terms of multiple criteria such as travel time
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and energy cost where a parameter can be used at query time to weigh the two

functions. They report query times for this algorithm which are comparable to

single criteria algorithms.

An approach to parallelise the contraction hierarchy algorithm was presented by

Vetter [2009]. By knowing the contraction order beforehand, a set of independent

vertices can be computed whose contraction result is the same regardless of the

order of their contractions. Such independent sets can be contracted in parallel.

The work focussed only on time-dependent contraction hierarchies but the au-

thors suggest that this method can be used for ordinary contraction hierarchies as

well. However, they say that the speed-ups would be worse because unlike time-

dependent contraction hierarchies, they do not have a suXciently high contrac-

tion cost to warrant the overhead involved with parallelising it. The parallelisation

eUorts have been extended by Kieritz et al. [2010] to distributing the contraction

and queries of time-dependent contraction hierarchies over a server cluster. Mem-

ory overhead is the bottleneck of time-dependent contraction hierarchies and dis-

tributing the algorithms over a number of processes solves this issue to allow for

speed-ups of preprocessing time of two orders of magnitude and some speed-ups

of query times. To achieve this, graph partitioning is used and each process is as-

signed a partition of the graph. For ordinary contraction hierarchies, Delling et al.

[2011] parallelised the query algorithm and found it suitable for massively parallel

architectures such as the GPU. Their implementation further improves the query

times of contraction hierarchies.

Approximation techniques have been used to improve the algorithm performance.

For time-dependent contraction hierarchies, Batz et al. [2010] reduces the space

consumption by approximating the time-dependent weight functions. They still

achieve exact results as only shortcuts are approximated, whereas normal edges

have exact weights. With the help of the approximation, a corridor of shortcuts

can be found; and after unpacking the shortcuts, the search is performed with the

exact edge weights. For ordinary contraction hierarchies, approximation was used

to Vnd the shortest path with some error factor [Geisberger and Schieferdecker,

2010]. The algorithm avoids adding shortcuts to the graph which would be neces-

sary in the exact case in order to reduce the processing time and the search space

for queries. In the exact case, a shortcut is inserted in the contraction of v if the
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shortest path between neighbours u and w goes via v. In the approximated case,

the shortcut is not inserted if another path from u to v without w is only slightly

longer.

In the work of Schultes and Sanders [2007], they propose an incremental update

algorithm for Highway-Node Routing (HNR). They use the same strategy of iden-

tifying vertices that require recomputations in order to update the overlay graph.

Their work highlights the necessity of an incremental update algorithm for hier-

archical speed-up techniques. However, their approach is not directly applicable

to contraction hierarchies. The processing of nodes in both techniques is diUerent

and their algorithm iterates over all hierarchy levels, which there are only few

in HNR, until the changes do not propagate to higher levels. Transferred to con-

traction hierarchies, iterating over all levels would be equivalent to iterating over

all vertices, which seems ineXcient. Moreover, they do not treat the case of in-

creasing edge weights separately, which we will show to be much faster than the

general update algorithm. Finally, they do not cover the removal and insertions of

new edges and vertices, which are covered in our work.

19
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Given a road network and the overlay graph of an already computed contraction

hierarchy, we may want to change the graph. If the real-world road network that

is modelled with the graph changes, our graph has to change as well. Such changes

may be altered travel times due to traXc jams, the creation or the removal of roads

and intersections. In our graph this corresponds to edge weight changes and the

deletion or insertion of edges or vertices. Incrementally updating the contraction

hierarchy means reusing the solution of the graph prior to the change as the base

for the new solution. First, a general update strategy is discussed. Then we present

two algorithms; one that is limited to increases in the graph and a general algo-

rithm for any kind of change. Finally, we look at the insertion and removal of edges

and vertices and how these operations are covered by the proposed algorithms.

3.1 Update Strategy

The overlay graph of the contraction hierarchy is computed for a particular con-

traction order. Before we discuss how the overlay graph can be updated, we should

consider how the contraction order is aUected by any changes.

3.1.1 Contraction Order

The contraction order was determined to approximate a good order, which is one

that minimises the number of shortcuts. Changing the graph would change the

contraction costs of vertices and result in a diUerent contraction order; an order
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that is approximated to be good for this diUerent graph. If we consider the case of

only minor changes such as a single edge weight, we would expect that the order

would not change dramatically, since the new graph is very similar to the old one.

Further, the contraction order is only an approximation, and after changing one

edge weight, the previous order would still be a good approximation for the new

graph. Hence, rebuilding the hierarchy with the existing order would be a reason-

able optimisation. This is especially the case if the edge weights are not changed

signiVcantly, so that the shortest paths remain largely the same. Ultimately, up-

dating the edge weights without calculating a new contraction order can increase

the number of shortcut edges in the graph, leading to a lower quality contraction

graph and worse query times as the search space increases. Whereas a single edge

weight update would probably have only minor eUects on the order, recalculating

the order periodically after a number of updates could improve the quality of the

hierarchy. Since we are concerned with single edge weight updates, our solution

does not change the contraction order.

The goal of the incremental update is to keep the overlay graph and only update

it as necessary. Keeping the contraction order for the updated graph greatly sim-

pliVes the solution as otherwise the eUects on the shortcut edges could be very

dramatic. The updated contraction graph should be identical to the solution ob-

tained from rebuilding the hierarchy in the same order. By using the previous

contraction graph as the base for the solution for the new graph, we need to ana-

lyse how the edge weight change can aUect the contraction graph. New shortcut

edges may have to be inserted and existing ones may have to be altered or re-

moved. These changes can be achieved by re-contracting the vertices whose Vrst

contraction resulted in adding the shortcut edges that need to be altered, or which

now would be responsible for adding a new shortcut.

3.1.2 Propagation of Updates

Upon changing an edge weight, we need to identify the set of vertices whose

recontraction could potentially change the overlay graph. The outcome of the

contraction depends on the shortest paths that were calculated. We distinguish
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between changes that lead to increases of shortest path costs and those that lead

to decreases. Edge weight increases or the removal of edges or vertices can never

cause any paths to become shorter; instead, shortest paths can be either unaf-

fected or their cost can increase. On the other hand, edge weight decreases or the

insertion of edges or vertices cannot lead to a shortest path becoming longer. Such

changes may have no eUect on shortest paths or the shortest paths might be re-

duced in their cost. The former set of changes (increasing) are easier to handle. A

shortest path is only aUected by an increasing change if this change is part of the

path. This means that for every shortest path that was calculated, the set of edges

that would aUect the shortest path is known. The latter set of changes (decreasing)

are more complicated to handle. A shortest path is not only aUected if the change

is part of the path, but it may also be aUected if the change is not on the path.

For example, due to an edge weight decrease, a diUerent path may have become

the new shortest path. This means that the identiVcation of when a shortest path

changes is not dependent on the path itself like it is for increasing changes. The

identiVcation of vertices that are aUected by an edge change are discussed in sec-

tion 3.2.1 for increasing changes, and in section 3.2.2 for decreasing changes. For

now, let us assume that we can identify the aUected vertices.

Once the vertices are known whose contraction result depends on the edge that is

being changed, they can be recontracted. Any modiVcation, deletion and addition

of shortcut edges will in turn require recontractions of the set of vertices whose

contraction result may have been aUected. A change to an edge only aUects the

hierarchy up to the level where the edge is removed, which is the level when

the Vrst vertex that is adjacent to the edge is contracted. Further, in the case of

an edge of the original graph, it aUects the hierarchy from its Vrst level, but a

shortcut edge only aUects levels from the level that it is created. This means that

an edge change of the original graph can trigger recontractions from the Vrst level,

whereas a shortcut edge change can only trigger recontractions of vertices with a

higher level than the vertex whose contraction created this shortcut. The update

strategy is shown in Figure 3.1. The algorithm continues to recontract vertices

until no more changes propagate.

Vertices which need to be recontracted are added to a priority queue. This queue

is sorted by the vertices’ contraction level in ascending order such that the ver-
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Figure 3.1: Update strategy: recontract aUected vertices and propagate changes of
recontractions to the respective aUected vertices until no more changes
occur.

tex with the lowest contraction level is at the head of the queue. The reason for

this ordering is that the recontraction of a lower level vertex aUects only higher

level vertices. If a higher level vertex was recontracted before a lower level vertex

and this lower level vertex’s recontraction would aUect the higher level vertex, it

would have to be recontracted twice. By always dequeuing the lowest level ver-

tex, no vertex will have to be recontracted more than once. This means that in

the worst case, there will be as many recontractions as there are vertices in the

graph, which will be similar to rebuilding the hierarchy. In the best case, only one

vertex will have to be recontracted. The average case is diXcult to predict because

it depends on the centrality of the adjacent vertices (number of shortest paths

passing through) and the magnitude of the weight change. With each edge there

are a number of vertices that must be recontracted regardless of the magnitude

of the update, but each recontraction can trigger further recontractions and these

updates propagate through the graph until no more changes are necessary. This

propagation is diXcult to predict and might be greater for signiVcant edge weight

changes.

By using a priority queue for the vertices that need to be recontracted, more than

one edge can be updated at a time. For each edge update, all dependent vertices

(those vertices whose contraction result depends on this edge) are pushed to the

queue. Additional edge updates which are in close vicinity to each other can be
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performed with little additional cost because there will be an overlap of the de-

pendent vertices (for each edge update a part of its dependent vertices will already

be in the queue). If the edges are not in a close vicinity but randomly distributed in

the graph, there will be little to no overlap of dependent vertices, such that even

few edge updates might require the recontraction of a large number of vertices.

Algorithm 5 shows the general algorithm to enqueue edge updates and to per-

form them. The meaning of adding dependencies to the priority queue depends

on whether we restrict the algorithm to increasing edge updates only or we al-

low decreasing updates. This is explained further in the sections explaining these

algorithms.

Algorithm 5 Algorithm to enqueue edge updates and to peform the enqueued
updates.

function addEdgeUpdate(v, w, cost)
edge = getEdge(v, w)
edge.cost = cost
add dependencies to queue

end function
function performUpdates

while not queue.empty() do
v = queue.pop()
recontract(v)

end while
end function

3.1.3 Recontraction of a Vertex

The recontraction of a vertex (Algorithm 6) is similar to its normal contraction.

However, because additional shortcut edges of higher levels are present in the

graph, they need to be ignored. Hence, all vertices of a lower contraction order, as

well as all shortcut edges that were created by a higher level vertex, are ignored

during the recontraction. Additionally, all shortcut edges that were created by

this vertex in its previous contraction should be temporarily disabled. By follow-

ing the normal contraction algorithm, some shortcut edges would be reenabled,

new shortcuts would be created, some shortcut edge costs would be changed and

some shortcuts would not be enabled. Any change to the previous contraction re-

24



3.1 Update Strategy

sult will require recontraction of vertices that have a dependency on that previous

result. In order to identify which vertex is responsible for a shortcut, we store a

level variable with each shortcut edge that corresponds to the contraction level of

the vertex that created it. Before recontracting a vertex, a loop over its neighbours

and all other neighbours will Vnd all shortcuts with the same contraction level

and disables them. All shortcuts which were not reenabled after the recontraction

should be deleted. However, the edges cannot be deleted by this vertex; instead,

they must be deleted by the adjacent vertex as the disabled edges are still needed

during the recontraction of the adjacent vertex. The reason for this is illustrated

in Figure 3.2. Consider the recontraction of vertex v with neighbours u and w.

There is a shortcut (u,w) (red and dashed) that was inserted by v but it is now

being removed because some other shortest path SPu,w has become shorter than

the path SPu,v,w via v. Vertex w has a neighbour x and when it was contracted, it

created the shortcut (u, x). If the shortcut (u,w) was deleted during the contrac-

tion of v, then u and w would no longer be neighbours. When w is recontracted,

it searches for shortcuts it created by iterating over its neighbours and checks if

there is a shortcut to any other neighbour that it is responsible for. Because u

would no longer be a neighbour of w, it would not Vnd the shortcut (u, x) even

though it is responsible for it. For this reason, during the recontraction of v, the

shortcut (u,w) is disabled rather than deleted. A disabled edge will be treated as

nonexistent except when a vertex is searching for the shortcuts it is responsible

for. When w is recontracted, it can now Vnd the shortcuts it created. At the end of

the recontraction the disabled shortcut (u,w) can be safely deleted because it can-

not be needed by any other recontractions. This is because with the contraction

of w all its adjacent edges disappear from the graph anyway.

If during the recontraction, a shortcut needs to be inserted into the graph, the

shortcut might exist already. This can be the case if the shortcut is either disabled

(e.g. it was disabled at the beginning of the recontraction of this vertex, or some

other earlier recontraction disabled it) or its level variable is higher (e.g. a higher

level vertex created this and it was therefore ignored during the shortest path

calculation). In both cases, we set this vertex to be responsible for it by setting

the edge’s level variable to the same contraction level as this vertex. Even if the

shortcut existed before, reducing its level is equivalent to inserting a new shortcut
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as it did not exist before at this level. As we will see in section 3.2.2, this is relevant

for the general update algorithm and only for it, we need to add dependencies to

the queue.

Figure 3.2: Example of why the shortcut (u,w) must be disabled and not deleted
during the recontraction of u.

Now that we have established the update algorithm in general, we need to deter-

mine the set of dependent vertices that need to be recontracted for edge weight

changes and changes to shortcut edges. This set is signiVcantly smaller if we only

allow edge weight increases as opposed to allowing any weight changes. For that

reason, we discuss both algorithms separately in the following sections.
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Algorithm 6 Algorithm to recontract a vertex.
function recontract(v)

remove v from all dependency sets
disable shortcuts created by v
compute SPv,w for all neighbours w
for neighbour u of v (ignoring disabled edges) do

compute SPu,w for all other neighbours w [ignoring v]
for other neighbour w of v (ignoring disabled edges) do

uwCostWithV = W (SPu,v + SPv,w)
uwCostWithoutV =W (SPu,w)
if uwCostWithV < uwCostWithoutV then

if shortcut (u,w) exists then
enable shortcut
if (shortcut is disabled and level(shortcut) != level(v)) OR

(level of shortcut > level(v)) then
set level of shortcut to be level(v)
only for the general update algorithm, add dependencies

to queue
end if
if uwCostWithV != weight of the shortcut then

set shortcut cost to uwCostWithV
add dependencies to queue

end if
else

create shortcut (u,w) with cost uwCostWithV
add dependencies to queue

end if
end if

end for
end for
for shortcuts created by v which are disabled do

add dependencies to queue
end for
delete all disabled shortcuts adjacent to v

end function
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3.2 Algorithms

3.2.1 Increasing Update Algorithm

When an edge weight increases, it only aUects vertices who found this edge to be

part of a shortest path. We show this with a case analysis. Let e be an edge in the

graph whose weight is increased and let v be a vertex with neighbours u and w

which is already contracted.

Case 1: a shortcut from u to w exists (SPu,v,w < SPu,w)

Case 1.1: e is part of SPu,v,w. At the very least, the shortcut weight must be

raised accordingly to reWect the increased cost of SPu,v,w and if SPu,w is now

shorter, the shortcut edge should be removed. Thus, v must be recontracted.

Case 1.2: e is part of SPu,w. The cost of SPu,v,w remains less than SPu,w so that

there will be no change to the shortcut edge from u to w. Thus, v does not have to

be recontracted.

Case 1.3: e is neither part of SPu,v,w nor SPu,w. Since e is not part of any of

the shortest paths, an increase of e has no eUect on the shortest paths. Thus, a

recontraction is not necessary.

Case 2: no shortcut from u to w exists that was inserted by v (SPu,v,w ≥
SPu,w)

Case 2.1: e is part of SPu,v,w. The cost of the witness path SPu,w remains less

than the path via v so that no shortcut is needed. Thus, v does not have to be

recontracted.

Case 2.2: e is part of SPu,w. The new cost of SPu,w may now be greater than

SPu,v,w and a shortcut from u to w may have to be inserted in this case. Thus, v

must be recontracted.

Case 2.3: e is neither part of SPu,v,w nor SPu,w. Same as case 1.3.
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The case analysis shows that v has to be recontracted only if e is part of the shorter

path. If a shortcut was inserted during the Vrst contraction, a recontraction is nec-

essary only if e is part of SPu,v,w. If no shortcut was inserted because of a witness

path of equal or shorter length, v needs to be recontracted, if e is part of this

witness path. In both cases these shortest paths are known and we can associate

metadata with each edge that points to the vertices that need to be recontracted if

that edge weight increases.

As a result of a recontraction, a new shortcut edge may be inserted, an existing

shortcut edge’s weight may be changed or it may be removed. A change to its

weight (which can only increase) is the same as a change to an edge in the original

graph with regards to the set of dependent vertices. The removal of a shortcut

edge also requires the recontraction of the same set of dependent vertices which

found this edge to be part of a shortest path. The insertion of a shortcut edge

is slightly more problematic. If the set of dependent vertices is saved with each

edge, then a new shortcut edge has an empty set or rather the dependent set is not

known at this point. The insertion of a shortcut edge from u to w means that some

witness path SPu,w was previously cheaper and now has become more expensive

than the path SPu,v,w via v. EUectively, this still means that the cost from u to w

has become more expensive and the shortest path from u to w has changed. In

this case, all vertices that found the SPu,w to be part of a shortest path need to be

recontracted. Further, one adjacent vertex (u orw) has to be recontracted as it now

has a new neighbour. It is suXcient to recontract only the lower level vertex of the

two, because the new shortcut edge will disappear from the graph when the lower

level vertex is contracted. To simplify the case of edge insertion, we can store the

set of dependent vertices with one of the adjacent vertices instead of the edge. We

deVne the lower level vertex to be responsible for the edge as the edge disappears

when that vertex is recontracted. As a result, we have to recontract more vertices

than necessary as the dependent sets are no longer stored at the Vne-grained level

of edges but more coarsely grained with the vertices. The simpliVcation of this

is that when a new shortcut edge is inserted, its dependent set is found with its

lower level adjacent vertex. If one persists to store the metadata with the edges,

then an alternative would be to save a new dependent set with a newly inserted

edge, which is the union of all the sets stored with the edges connected to the
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adjacent vertices.

The metadata that is stored with the vertices can be computed once when the

hierarchy is built or from an existing hierarchy by simulating a contraction for all

vertices to Vnd the shortest paths (Algorithm 7).

Algorithm 7 Compute dependency and reverse sets.
function computeDependencySet(v)

compute SPv,w for all neighbours w
for neighbour u of v do

compute SPu,w for all neighbours w [ignoring v]
for other neighbour w of v do

SPu,v,w = SPu,v + SPv,w

if W (SPu,v,w) < W (SPu,w then
for i=0; i < length(SPu,v,w)-1; i++ do

v1 = SPu,v,w[i]
v2 = SPu,v,w[i+1]
lowerLevelV = level(v1) < level(v2) ? v1 : v2
lowerLevelV.addDependency(v)
v.addReverse(lowerLevelV)

end for
else

for i=0; i < length(SPu,w)-1; i++ do
v1 = SPu,w[i]
v2 = SPu,w[i+1]
lowerLevelV = level(v1) < level(v2) ? v1 : v2
lowerLevelV.addDependency(v)
v.addReverse(lowerLevelV)

end for
end if

end for
end for

end function

The metadata needs to be maintained with each recontraction which causes an

overhead compared to the ordinary contraction algorithm. By recontracting a ver-

tex we can add it to other vertices’ dependency sets as necessary. To keep these

sets from growing, the vertex needs to be removed from sets when there is no

longer a dependency. To Vnd all the vertices that have this vertex in their depen-

dency sets, we use a reverse set stored with this vertex that contains all vertices
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that have this vertex in their dependency sets. We can then use this set to remove

the vertex from sets that it is no longer part of as a result of the recontraction.

The recontraction algorithm is as given in Algorithm 6. Where the algorithm

states to add dependencies to the update queue, we refer to the dependency set

of the lower level vertex adjacent to the edge that is changed/deleted/inserted.

Additionally, we add that lower level vertex itself to the queue.

3.2.2 General Update Algorithm

The update algorithm to support decreasing edge weight updates is more chal-

lenging than it is for increasing weight updates. The diXculty becomes obvious

from looking at the case analysis of when a vertex v has to be recontracted upon

decreasing the weight of an edge e in the graph.

Case 1: a shortcut from u to w exists (SPu,v,w < SPu,w)

Case 1.1: e is part of SPu,v,w. The shortcut edge weight needs to be decreased

to reWect the change of the cost of the shortest path SPu,v,w. Thus, v must be

recontracted.

Case 1.2: e is part of SPu,w. The cost of the witness path SPu,w may have become

less than the cost of the shortest path SPu,v,w such that no shortcut is needed

anymore. Thus, v must be recontracted.

Case 1.3: e is neither part of SPu,v,w nor SPu,w. The edge e can be part of a

diUerent path from u to w (without passing through v) and the reduction of its

weight may make this path the new shortest witness path SPu,w which can be

shorter than SPu,v,w. Thus, v must be recontracted.

Case 2: no shortcut from u to w exists that was inserted by v (SPu,v,w ≥
SPu,w)

Case 2.1: e is part of SPu,v,w. The cost of SPu,v,w may have become less than
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the witness path SPu,w such that a shortcut needs to be created. Thus, v must be

recontracted.

Case 2.2: e is part of SPu,w. The witness path SPu,w remains shorter than SPu,v,w.

No recontraction is necessary.

Case 2.3: e is neither part of SPu,v,w nor SPu,w. The edge e may be part of a

diUerent path from u to w via v and due to the reduction of e, this path may be

the new shortest path SPu,v,w. If its cost is now less than SPu,w, a shortcut must

be created. Thus, a recontraction is necessary.

As can be seen from the case analysis, there are signiVcantly more cases when a re-

contraction is necessary. The Vrst challenge is case 1.2. In this scenario, a shortcut

was created and due to an edge change, the witness path’s cost changes. However,

to detect this change, the witness path SPu,w needs to be known. During the ini-

tial contraction of v, the Dijkstra from u to w was terminated because it reached

the upper bound cost that is determined by the cost of the shortest path SPu,v,w.

This upper bound is crucial to limit the local Dijkstras from settling the entire

graph, which is what would happen if indeed no other path from u to w without

going through v exists. Hence, we cannot assume knowledge of the witness path

SPu,w.

Cases 1.3 and 2.3 show that a change of an edge that is not part of any of the

known shortest paths SPu,v,w or SPu,w requires a recontraction. This means that

all vertices would have to be recontracted for any edge change. Fortunately, we

can set some constraints to limit the set of vertices that can be aUected. One condi-

tion for case 1.3 is that the edge e must be part of some path from u to w (without

passing through v), and similarly for case 2.3 the condition is that e is part of some

path from u to w via v. However, we cannot eXciently Vnd all paths from u to w.

Even if all the paths were known, not every edge on them would need a recon-

traction. If the witness path SPu,w has a cost of c and all paths between u and w

are known, we only need to consider all edges on those paths that can be reached

with cost c. At least one of those edges needs to change in order for one of the

paths to become the new shortest path. The edges on these paths that meet this

condition are the set of edges that we need to Wag such that any change of them
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triggers a recontraction of v. But because we cannot eXciently Vnd those paths,

we can make use of the shortest path tree instead, which results from running a

Dijkstra from u to w. If we terminate this search as we settle the target vertex w at

a cost c, the search tree contains all edges which are part of other paths from u to

w that can be reached with cost c. Thus, the search tree contains the set of edges

that need to be known to trigger the recontraction of v, among other edges. By

Wagging all these edges, we can recontract v when it is necessary, but may have

to recontract v in some cases when it is not necessary.

Let us consider the case when a shortcut is inserted as part of a contraction. The

path SPu,v,w is computed and its cost c serves as the upper bound cost for the

search of a witness path from u to w without passing v. In this case, either no

other path from u to w exists or it cannot be found within cost c, which is the

reason for creating the shortcut. Assuming that there is a path from u to w with

a greater cost than c, the Dijkstra running from u will Vnd all edges of this path

that can be reached with cost c. The shortcut only needs to be removed if a new

witness path from u to w with a cost less than c emerges as a result of an edge

change. But since we know all edges that can be reached within cost c, at least one

of them needs to change in order for a new shortest path SPu,w with a cost less

than c to exist. Thus, even in this scenario, where the Dijkstra from u to w does

not settle w due to an upper bound cost, the shortest path tree up to the cost c

covers all edges that need to be Wagged to recontract v on a change.

The same argument applies when we look at the scenario of starting a Dijkstra

from v to all its neighbours when we Vnd all SPu,v,w for all neighbours u, w of

v. This search also has an upper bound which is the largest of the edges adjacent

to v. The search stops when all neighbours of v are settled or the upper bound

is reached. The search tree contains all the shortest paths SPv,w from v to all

its neighbours w. It also contains the edges of all other paths between v and w

that can be reached within the cost of SPv,w and at least one of these edges need

to change for this path to become the new shortest path SPv,w which is part of

SPu,v,w. Thus, we can Vnd the new shortest path if we recontract v when any edge

changes that is part of this shortest path tree.

We have looked at all scenarios where a change of an edge that is not part of any
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of the known shortest path trees becomes the new shortest path. For all cases,

this edge must be part of the shortest path trees that were computed as part of the

contraction of a vertex v. We can Wag all these edges to trigger a recontraction of v

on a change. Unlike the algorithm for increasing edge updates, the shortest paths

that were found need not be Wagged again as they are already part of the shortest

path trees. Figure 3.3 shows an example of a search from u to w. Vertex w was

settled with a cost of 5. All edges that are encountered within this cost are part of

the shortest path tree and are marked with thick edges. In this example edges a

and b are both Wagged which are not part of the shortest path. Note that edge b is

Wagged even though it is not fully within the limit of cost 5. As we can see, even

if edge c, an edge outside of the tree, was reduced to zero, it would not aUect the

shortest path between u and w. At least one of the edges covered by the tree (a

or b) would have to be reduced (e.g. a reduction from b to cost zero) to change the

shortest path.

Figure 3.3: Example search from u to w. Edges which are part of the shortest path
tree before are marked with thick lines.

For the increasing update algorithm, we Wagged the vertices rather than the edges

(for simpliVcation reasons). We chose one of the two adjacent vertices to be the

one responsible for the edge so if an edge change occurs, we refer to that ver-

tex to Vnd the dependency set. This works for decreasing weights if only edge

weights were to change. However, if we insert a shortcut, this method does not

work as illustrated in Figure 3.4. The short dotted arrows indicate which vertex is

responsible for which edge. This means if the edge weight changes, the respon-

sible vertex will have a pointer in its dependency set to trigger a recalculation of

this shortest path. A new edge is inserted and the path via this new edge is the
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new shortest path from u to w. Even if we refer to both adjacent vertices of this

new edge, neither of them contains the right dependency set information. For this

reason, rather than storing the dependency set of an edge with one designated

responsible vertex, we save it with both of them. Using this method, the example

now looks like illustrated in Figure 3.5, where all black vertices are part of the

shortest path tree and contain the dependency set information. When the edge

is inserted, we refer to both adjacent vertices and their dependency sets to Vnd

vertices that need to be recontracted.

Figure 3.4: Example of an edge that is being inserted (dashed) that changes the
shortest path from u to w. The dotted arrows indicate which vertex
holds the dependency set information for each edge.

Figure 3.5: Same as Figure 3.4 but this time not edges are Wagged but all vertices
encountered in the search tree. Black vertices are those which are part
of it. Note than one adjacent vertex of the new edge is part of the tree
and contains the dependency set information.

For increasing edge weight cases, shortcuts may be inserted as well during re-

contractions. Yet, the increasing algorithm does not have to deal with them like

the general one does. If an edge weight is increased and as a result some shortcut

(u,w) needs to be inserted, it still means that the shortest path from u to w has in-

creased. This is simply because an edge weight increase cannot cause any shortest
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paths to decrease. As we have shown with the case analysis in the previous sec-

tion, we already identiVed all vertices that need to be recontracted for an edge

weight increase which are exactly only those edges which are part of a shortest

path. For decreasing edge weights, the insertion of a shortcut (u,w) means that

the cost between u and w has decreased. A decreased edge cost has to trigger re-

contractions of all vertices that have this edge as part of their shortest path trees.

But this new edge is not yet part of those trees even though it should be. This is

why the edge insertion is handled diUerently for the general algorithm.

To compute the dependency sets, we use a normal contraction algorithm as in

Algorithm 2 but the Dijkstra is modiVed slightly. It now takes the vertex that is

being contracted as an argument and adds it to the dependency sets of all the ver-

tices that are being settled (Algorithm 8). The recontraction algorithm is the same

as Algorithm 6. Where the algorithm states to add dependencies to the queue,

the dependency set of the lower level vertex adjacent to the edge that is being

changed or deleted is added to the queue, as well as the vertex itself (analogous

to the increasing edge weight algorithm). When a new shortcut is inserted, the

dependency sets of both adjacent vertices must be added to the queue. The same

is true if a shortcut already exists but has a higher level. In this case, its level is

lowered to the level of the vertex that is being recontracted. This change is similar

to inserting a new shortcut because the shortcut did not exist at this level before.

Hence, we need to add the dependency sets of both adjacent vertices.

Compared to the algorithm for increasing edge updates, the dependency sets are

larger. A vertex is expensive to contract if one of its edges has a very high cost

relative to other edges in the graph. In this case, the upper cost bound of the Dijk-

stra is high and so it will settle a large part of the graph. For this algorithm, this is

especially problematic, because all vertices that are part of the shortest path tree

are Wagged to trigger a recontraction. This means that the more expensive a ver-

tex is to contract, the more dependencies it will have. Hence the most expensive

vertices will be part of most edge updates. Even in cases where an edge update

requires only few recontractions compared to the total number of vertices, the

update time can be as high as recontracting all vertices. This is because the few

vertices that need to be recontracted contain the most expensive (slowest) vertices

and combined with the overhead of managing the dependency sets, the runtime

can be even worse than recontracting the entire graph.
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Algorithm 8 Compute dependency and reverse sets.
function search(source, verticesToSettle, maxCost, depVertex)

costs[v] =∞ for all v
costs[source] = 0
q.push(v, cost[v])
numVerticesToSettle = verticesToSettle.size()
while not q.empty() do

v, cost = q.pop()
if cost > costs[v] then

continue
end if
if v ∈ verticesToSettle then

numVerticesToSettle -= 1
if numVerticesToSettle = 0 then

. Normally we would terminate the search. Instead we continue
and Wag all vertices that are still in the queue but we stop adding new ones.

maxCost = cost
end if

end if
v.addDependency(depVertex)
depVertex.addReverse(v)
if cost > maxCost then

continue
end if
for neighbour w of v do

wCost = cost + getEdge(v, w).cost
if wCost < costs[w] then

costs[w] = wCost
q.push(w, wCost)

end if
end for

end while
end function
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3.3 Edge/Vertex Insertion and Removal

Our proposed algorithms can be used to deal with the insertion and removal of

edges and vertices. The removal of an edge is equivalent to an increase of an edge

weight, i.e. it can only cause shortest path costs to increase but never decrease.

The operation is similar to increasing an edge weight to inVnity. The insertion of

an edge can be seen as an edge weight reduction. It can only cause shortest path

costs to decrease but not increase. One can think of an edge that had a cost of

inVnity before and is now reduced to a Vnite cost. The increasing algorithm can

handle only edge and vertex removals and the general algorithm can handle any

case including insertions.

3.3.1 Removal

In order to remove an edge from the graph, we set a disabled Wag which causes

it to be ignored during any shortest path searches. We cannot delete the edge

straight away, for the same problem that was discussed earlier (Figure 3.2). The

removal can be handled just like a removal of a shortcut edge (which out of the

perspective of the level it is removed at is no diUerent from removing a real edge).

Thus, we need to recontract the vertices that are stored in the dependency set of

the adjacent vertex with the lower contraction level. After running the algorithm

(both the increasing and general can be used), we can safely delete the edge from

the graph. The removal of a vertex is equivalent to removing all edges adjacent to

it.

3.3.2 Insertion

Since the insertion of a new edge is like a reduction of an edge weight, only the

general algorithm can be used for this. It already handles the insertion of short-

cuts, which is not diUerent from inserting a real edge into the graph (the inserted

shortcut edge aUects only levels of the hierarchy greater than the level that it is
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inserted in, whereas a real edge aUects all levels from the Vrst level of the hierar-

chy). After inserting the edge, all vertices in the dependency sets of both adjacent

vertices need to be recontracted.

In order to add a new vertex to the graph, we Vrst need to decide on its contraction

level. It can be either the new highest level (it would be the last vertex to be

contracted), or the new Vrst level (it would be the Vrst vertex to be contracted).

We can insert the vertex along with any edges adjacent to it. If we contract this

vertex Vrst, we obtain the same graph that we had before, with the addition of any

shortcut edges that were created during the contraction. In the best case, there will

be no shortcut edges and the insertion of the vertex is practically free. Otherwise,

the insertion of shortcut edges (or any edges for that matter) is an operation that

the algorithm can handle. So, rather than contracting the vertex, we recontract it
and the algorithm will add any vertices aUected by the insertion of shortcuts to

the recontraction queue. Contracting the new vertex Vrst has another advantage.

If it was contracted last, other vertices will have a dependency on it and these

dependencies would have to be calculated. But contracting the vertex Vrst means

that no other vertex can have any dependencies on it because it is already removed

from the graph.
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4.1 Implementation

We implemented contraction hierarchies and our proposed algorithms in C++.

The graph is represented with adjacency lists. Two vectors of the standard library

are used for this purpose. One vector stores all the vertices, and another vector

stores the adjacency lists as vectors of edges as shown in Listing 1. An edge is rep-

resented by a head (the tail is known by the index of the edge list in the adjacency

list vector) and a Woating point cost. The level is valid only if the edge is a shortcut

and in this case, it corresponds to the hierarchy level of the vertex that created it.

The enabled Wag is used to disable edges in all searches. The edge class is shown

in Listing 2. The vertex class (Listing 3) holds the position (latitude and longitude)

as well as the dependency and reverse set. It has a method that removes it from all

other vertices that contain it in their dependency sets. The sets are implemented

as hash sets from the Boost library.

The adjacency list implementation can handle directed graphs but for simplicity

our implementation of contraction hierarchies only supports undirected graphs.

We could have reduced the memory overhead of the graph for example by using

only one edge object to represent an undirected edge. Nevertheless, we wanted to

adhere to a graph that supports directed edges so that the memory and overhead

of managing both edge objects (for each edge) more closely resembles the likely

scenario of a directed graph.

All graph data is taken from Open Street Map1 (OSM) which is a crowd sourced

1http://www.openstreetmap.org/
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Listing 1 Adjacency lists

vector<vector<Edge*> > _adjacencyLists;
vector<Vertex> _vertices;

Listing 2 Edge class

class Edge
{
public:

static const size_t NO_SHORTCUT = (size_t)-1;
Edge(size_t h, float c): head(h), cost(c) {

level = NO_SHORTCUT;
enabled = true;

}
inline bool isShortcut() const {

return level != NO_SHORTCUT;
}
size_t head;
float cost;
size_t level;
bool enabled;

};

open mapping project. The data comes in XML format and our graph class con-

tains a parser for it. Because we deal with undirected edges only, we interpret

one-way streets as normal streets. Each road is categorised into diUerent types ac-

cording to the size of the road. Because no speed limits are encoded in the data, we

map each road type to a reasonable velocity v ranging from 7km
h

for the slowest

road to 110km
h

for the fastest road. Only one edge is allowed to connect the same

two vertices in our implementation (as we use the two adjacent vertices to identify

an edge). For that reason, only the fastest street is used when more than one edge

connects the same nodes in the OSM data. The node coordinates are given as lat-

itude and longitude. We decided on edge weights as an approximated travel time

calculated as t = s
v
. For the distance s, we used the Euclidean distance between

the nodes but we did not take the curvature of the Earth into account (the edge

weights do not need to be accurate but only reasonable). Finally, after parsing the

data, we run a connected components analysis to Vnd the largest component. This

is the connected network of roads and all other components (related to building

outlines etc) are discarded.
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Listing 3 Vertex class

class Vertex
{
public:

Vertex(float lat, float lon): latitude(lat), longitude(lon) { }
float latitude, longitude;
std::tr1::unordered_set<size_t> dependencySet;
std::tr1::unordered_set<size_t> reverseSet;
inline void addDependency(size_t v) {

dependencySet.insert(v);
}
inline void addReverse(size_t v) {

reverseSet.insert(v);
}
void removeDependency(size_t self, Graph *g) {

boost::unordered_set<size_t>::iterator it;
for(it = reverseSet.begin(); it != reverseSet.end(); it++)

g->getVertex(*it).dependencySet.erase(self);
}

};

4.2 Setup and Test Graphs

We picked three graphs of diUerent sizes, shown in Table 4.1. Tests were per-

formed on a computer with an Intel R©Xeon R©E7-4820 CPU (2 GHz) and 128 GB

memory.

Dublin Ireland Germany
No of vertices 162 K 1.5 M 17 M
No of edges (undirected) 171 K 1.5 M 18 M

Table 4.1: Graphs and statistics

We ran diUerent experiments for the increasing and the general update algorithm.

The focus of the experiments is to measure the performance of single edge updates

as they are probably the most likely usage scenario of the algorithm to cater for

sudden local traXc jams. Because the algorithm can be used to update more than

one edge at a time, we also measure the performance for diUerent numbers of

updates.

For each of the graphs, we show the number of shortcuts that are inserted in Ta-
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ble 4.2. The time to rebuild the hierarchy is measured as the reference for our

algorithm. This is the time it takes to recontract the entire graph using the same

contraction order (i.e. the order is not recalculated). Without using our algorithm,

this is the time it takes to update the hierarchy in response to edge updates. The

time depends on the graph and changes, for example, if we modify many edge

weights as this aUects the number of shortcuts and the recontraction time of in-

dividual vertices. The time given in the table is the time it took to recontract the

graph without any changes. We avoided drastically changing the graph to keep

the rebuild time constant at the number given in the table. For experiments where

many edges are changed, we measure the rebuild time again in case it was aUected

by the changes.

Dublin Ireland Germany
No of shortcuts (undirected) 142 K 1.4 M 16 M
Contraction time 2.5 s 22 s 468 s

Table 4.2: Contraction hiearchy information

4.3 Memory Consumption

The memory overhead of the algorithms stems from the dependency sets that are

saved with every vertex. For both the increasing as well as the general algorithm,

we analysed these sets. By the size of the set, we know the minimum number

of vertices that need to be recontracted. How many are actually recontracted de-

pends on any changes resulting from the recontractions and how they propagate

through the hierarchy. In particular, we are interested in the reverse sets. For any

vertex, its reverse set indicates when this vertex has to be recontracted. The aver-

age, minimum and maximum set sizes are given in Table 4.3 for both algorithms

and all graphs. The Vrst observation is that the average set sizes for the general

algorithm are over twenty times larger than those of the increasing algorithm.

For that reason we expect the increasing algorithm to perform much faster. Fur-

ther, we observe that the maximum set size numbers are signiVcantly larger for

the general algorithm. The vertex with the largest set in our largest graph has a
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reverse set size of 642,774. First, this means that this vertex is very expensive to

contract because its searches settle a very large number of vertices. Second, this

vertex needs to be recontracted if there is a change to an adjacent edge of any of

the 642,774 thousand vertices that it depends on (only the adjacent edge that the

vertex is responsible for). These make up 3.8% of the 17 million total vertices in the

graph. This means that this expensive vertex needs to be recontracted relatively

often. This is similar with all vertices that are expensive to recontract and for this

reason we would assume a considerably worse performance of the general algo-

rithm compared to the increasing one. Of course, if we see the runtime in relation

to the 8-minute contraction time of the entire graph, we can still achieve a great

speedup even if the algorithm performs in the magnitude of seconds or tens of

seconds.

Dublin Ireland Germany
Increasing Average 1.3 1.3 1.5

Minimum 0 0 0
Maximum 67 289 310

General Average 29.8 28.3 31.6
Minimum 0 0 0
Maximum 24,405 64,824 642,774

Table 4.3: Reverse dependency set sizes

From the set sizes we can calculate the memory overhead. The average reverse

set size for the general algorithm for Dublin is 29.8. Each of the 29.8 vertices in

the set also has a pointer back to this vertex, giving a total overhead of 29.8 ·
2 = 59.6 vertices on average that need to be saved with each vertex. With a

pointer size of 4 bytes, that makes 59.6 · 4 = 238.4 bytes per vertex on average.

Another important observation of the set sizes is that the average size appears to

be largely independent of the graph size. This is the case both for the increasing

and the general algorithm. While three graphs may not be suXcient to draw a

conclusion for any kind of road network, it appears that the set sizes are more

dependent on the properties of the graph than the size of it. By properties we

mean for instance the ratio of edge weights, the degree of vertices or any factor

that can aUect the number of vertices that are settled with each search. We would

expect such properties to be similar for all road networks. Hence, we assume that

the set sizes would be relatively constant even for larger graphs.
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If during the contraction of the Vrst vertex v, we have to add it to the dependency

set of every other vertex (worst case), its reverse set will be of size |V |−1. Since v

is now contracted, the contraction of the next vertex can have a maximum reverse

set size of |V | − 2. The sum then follows the pattern (|V | − 1) + (|V | − 2) +

. . . + 1, which is equal to 1
2
n (n− 1). Taking into account the dependency sets

as well, which have the same size in total (for each reverse set entry there is one

dependency set entry), we get a total size of n(n − 1) in the worst case. For the

increasing algorithm that marks only those vertices responsible for edges along

the shortest path, this would mean that during every contraction the searches

performed visit every vertex of the graph. For the general algorithm, every vertex

would have to be encountered in the search tree of the shortest path. In practice,

since we are performing local searches between vertices in close proximity, we

can assume that the shortest paths will be much smaller.

4.4 Single-Edge Updates

For these experiments, we update 1,000 random edges in each graph, resetting the

graph to its original state in between each test. For each edge update, its weight is

multiplied by a varying multiplier. We chose 2 and 10 for the increasing algorithm

and 0.5 for the general algorithm. We chose two multipliers for the increasing

algorithm to see how much the magnitude of the change impacts the runtime. For

each graph and each multiplier, we show the average, minimum and maximum

measured runtimes and number of recontractions that had to be performed in

Tables 4.4–4.6.

As expected, the runtimes for the general algorithm for all graphs are signiVcantly

worse than for the increasing algorithm. This can also be observed from the num-

ber of recontractions which is higher for the general case. In relation to the to-

tal number of vertices, the number of recontractions is still very small (0.1% for

Dublin, 0.05% for Ireland and 0.02% for Germany) for the average case, but as we

explained before, among the vertices that are recontracted are often many which

are costly to recontract. This aUects the performance negatively and causes an

average update time of over 9 seconds for the Germany graph. Nevertheless, this
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Algorithm
Runtime (ms) Recontractions

Avg Min Max Avg Min Max
Increasing (x2) 5.17 0.012 92.75 16 1 153
Increasing (x10) 5.98 0.011 91.46 18 1 181
General (x0.5) 382.69 0.006 1,693.92 159 1 1,070

Table 4.4: Single edge weight updates for Dublin

Algorithm
Runtime (ms) Recontractions

Avg Min Max Avg Min Max
Increasing (x2) 13.53 0.016 248.24 35 1 275
Increasing (x10) 14.83 0.016 227.42 35 1 268
General (x0.5) 772.71 0.011 3,504.26 732 1 3,214

Table 4.5: Single edge weight updates for Ireland

Algorithm
Runtime (ms) Recontractions

Avg Min Max Avg Min Max
Increasing (x2) 43.85 0.003 1,456.36 33 1 580
Increasing (x10) 40.34 0.003 1,962.08 32 1 643
General (x0.5) 9,369.94 0.011 58,517.70 2775 1 15,834

Table 4.6: Single edge weight updates for Germany

time has to be seen in relation to the time it takes to rebuild the entire hierarchy.

Using the times given in Table 4.2, we show the diUerent runtimes in comparison

in Figure 4.1.

The runtime diUerence between updates with a multiplier of 2 and a multiplier

of 10 is very small and we expected there to be a larger diUerence, as a greater

change should cause more changes to propagate through the graph. For all graphs

and all tests, we see that the fastest update required only a single recontraction.

The diUerence between the smallest and the worst measured runtime is relatively

large. If we update an edge that has a high centrality (many shortest paths are

going through it), it can cause many changes, and they in turn can cause more

propagation. In the best case, the edge is not part of any shortest path and even

decreasing its weight does not aUect any other shortest paths.

In another experiment, we investigate the runtime of edge insertion and deletion.

For the removal, both the increasing and the general algorithms are used. For edge
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4.4 Single-Edge Updates

Dublin Ireland

Germany

Figure 4.1: Average and worst measured update time compared to rebuild time.

insertion, only the general algorithm is applicable. Again, all tests are carried out

by changing a single random edge and restoring the graph to its original state for

1,000 iterations. Edge insertion was tested by removing a random edge and then

measuring the time it takes to insert it back into the graph. We did not want to

introduce completely new edges as deciding where to insert an edge that makes

sense in the context of road networks is diXcult (we did not want to insert edges

completely randomly, as road networks are not random graphs). The runtimes for

all tests are reported in Tables 4.7–4.9.
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4.4 Single-Edge Updates

Algorithm
Runtime (ms) Recontractions

Avg Min Max Avg Min Max
Deletion (increasing) 5.55 0.008 140.40 18 1 197
Deletion (general) 389.94 0.004 1,813.17 170 1 1,414
Insertion (general) 407.55 0.006 1,925.79 180 2 1,326

Table 4.7: Single edge deletion and insertion for Dublin

Algorithm
Runtime (ms) Recontractions

Avg Min Max Avg Min Max
Deletion (increasing) 14.31 0.011 257.14 38 1 405
Deletion (general) 1,224.27 0.007 6,812.01 852 1 3,604
Insertion (general) 1,068.98 0.007 6,697.09 914 2 3,639

Table 4.8: Single edge deletion and insertion for Ireland

Algorithm
Runtime (ms) Recontractions

Avg Min Max Avg Min Max
Deletion (increasing) 50,00 0.002 1,523.42 38 1 580
Deletion (general) 10,117.71 0.011 47,744.40 3670 1 16,084
Insertion (general) 10,406.58 0.009 47,324.50 3769 2 16,049

Table 4.9: Single edge deletion and insertion for Germany

We calculate the average speed-ups of the tests compared to the rebuild times

for all graphs of Table 4.2. For this, we refer to the runtimes of the increasing

algorithm (multiplier 2), the general algorithm (multiplier 0.5) which are reported

in Tables 4.4–4.6 and the edge deletion (both increasing and general) of Tables

4.7–4.9. The speed-ups are shown in Table 4.10. We observe that the speed-ups

are better the larger the graph is, as the number of recontractions necessary does

not seem to grow linearly with the graph size. E.g. updating an edge in Dublin will

take a similar time regardless of whether the graph includes the rest of Ireland or

not. However, rebuilding the hierarchy is aUected by this, so that the speed-ups

improve as the graph gets larger. Both algorithms achieve better performance for

single-edge updates but the increasing one performs signiVcantly better, making

this the better choice if this restriction to only edge increases is applicable.
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4.5 Multi-Edge Updates

Dublin Ireland Germany
Increasing (x2) 484 1,626 10,672
General (x0.5) 6 28 50
Deletion (increasing) 450 1,537 9,360
Deletion (general) 6 18 46

Table 4.10: Average speed-ups of the proposed algorithms compared with rebuild-
ing the hierarchy

4.5 Multi-Edge Updates

The algorithm can be used to update multiple edges at once. If all edges of the

graph are updated, most likely the entire graph will have to be recontracted. In

this case, the runtime is expected to be worse than rebuilding the hierarchy due

to the overhead of managing the dependency sets. The algorithm can achieve the

best runtime with a single edge update and is expected to gradually perform worse

until its runtime exceeds the time it would take to rebuild the hierarchy. In order

to Vnd the number of edge updates that can be performed that still achieve a bet-

ter runtime than rebuilding, an experiment is carried out where the runtime and

number of contractions are measured with varying numbers of edge updates.

We devised two diUerent test cases: random and clustered updates. If a single edge

is updated, one adjacent vertex and most likely a local region of that edge is recon-

tracted. If a second edge is updated that is in close vicinity to the other edge, there

will probably be a large overlap of the dependent vertices that need to be recon-

tracted. Hence, updating a second or multiple edges in the local neighbourhood

might not incur any penalty at all. If some edges need to be updated to reWect

the increased travel time due to a traXc jam, for instance, these edges are proba-

bly in the same local area. Hence, updating more than one edge in close vicinity

might be a likely use case. For this matter, in our Vrst experiment, we randomly

choose a clustered set of edges of varying size. From a random starting vertex, a

breadth-Vrst search is performed and all edges that are encountered are updated

with some multiplier until the target number of edges for the test is reached. Such

a clustered update is the ideal case and will achieve the best performance for

multiple edge updates. In a second experiment, we choose a number of vertices

randomly and update one edge for each vertex. If edges are updated which are
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4.5 Multi-Edge Updates

far from each other, they will probably have very diUerent dependency sets with

little to no overlap. By randomly picking edges, the dependency sets that have to

be recontracted will more quickly approach the total number of vertices in the

graph. Hence, we expect that the performance for this worst case of multi-edge

updates will degrade quickly and surpass the runtime of rebuilding the hierarchy

relatively early in the tests.

Both experiments are run with the increasing and the general update algorithm.

Edges are updated with very small multipliers: 1.05 for the increasing and 0.95 for

the general case. We originally ran the tests with higher multipliers as in the single

edge update tests, but updating half of the graphs edges with a high multiplier

causes a great imbalance of the edge weights. It leads to complete changes of

the importance of roads and is not a realistic use case. For such signiVcant edge

weight changes, the hierarchy needs to be rebuilt with a new contraction order.

We observed that the runtime of rebuilding the hierarchy with the same order for

a graph whose edge weights were changed drastically increased by up to 300%.

This means that this algorithm, as well as rebuilding the hierarchy with the same

contraction order, is not suitable for such signiVcant changes in the graph. With

the small multipliers that we chose, we did not observe any degradation of the

runtime to rebuild the hierarchy.

The number of contractions and the runtime for the clustered updates are shown

for each graph in Figure 4.2. The increasing measurements refer to the increasing

algorithm with the 1.05 multiplier, and the decreasing ones refer to the general

algorithm with the 0.95 multiplier. The measurements are compared to the per-

formance of rebuilding the hierarchy. The number of recontractions are constant

(equal to the number of vertices) for rebuilding, as is the runtime which is largely

independent of the number of updates, as long as the updates do not drastically al-

ter the graph. For all graphs, the number of recontractions increases linearly with

the number of edge updates and it is slightly larger for the decreasing tests. The

runtimes between the decreasing and increasing tests diUer greatly. The increas-

ing one shows a linear increase of runtime with the number of edge updates and

surpasses the runtime of rebuilding the hierarchy at about 60–70% of the number

of edges in the graph. The runtime of the decreasing tests rises more sharply in the

beginning, so the performance decreases more quickly as we update more edges
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4.5 Multi-Edge Updates

at once. The runtime of the general algorithm surpasses the runtime of rebuilding

much earlier, at around 5–15% of the total number of edges. Moreover, we note

that the runtimes at very large numbers of updates are quite signiVcantly larger

than rebuilding the hierarchy, reaching runtimes of about three times of that of

rebuilding.

From this test we can conclude that both the increasing and general algorithms

perform much better for a very small number of edge updates than rebuilding

the hierarchy. Both can be used to update more than single edges at a time while

still achieving a better performance than rebuilding; but both eventually surpass

that runtime, making rebuilding the better option for larger number of updates.

In particular, the general algorithm is only really suitable for single edge updates

or relatively small number of updates, whereas the increasing algorithm can still

cope with larger numbers without degrading too quickly. Even if all edge weights

are updated, the increasing algorithm can be used with a relatively small overhead

over rebuilding the hierarchy. For the general algorithm, its runtime is so much

larger that it is better to rebuild the hierarchy and regenerate the dependency sets

if applications of the incremental algorithm thereafter are necessary.

51



4.5 Multi-Edge Updates

     0  50000 100000 150000
     0

 20000

 40000

 60000

 80000

100000

120000

140000

160000

180000

number of updates

nu
m

be
r o

f c
on

tra
ct

io
ns

 

 

rebuild all
increasing
decreasing

Dublin: Number of recontractions

     0  50000 100000 150000
0

1

2

3

4

5

6

7

8

number of updates

ru
nt

im
e 

in
 s

 

 

increasing
decreasing
rebuild all

Dublin: Runtime

      0  500000 1000000 1500000
      0

 500000

1000000

1500000

number of updates

nu
m

be
r o

f c
on

tra
ct

io
ns

 

 

rebuild all
increasing
decreasing

Ireland: Number of recontractions

      0  500000 1000000 1500000
0

10

20

30

40

50

60

70

number of updates

ru
nt

im
e 

in
 s

 

 
increasing
general
rebuild all

Ireland: Runtime

       0  5000000 10000000 15000000
       0

 2000000

 4000000

 6000000

 8000000

10000000

12000000

14000000

16000000

18000000

number of updates

nu
m

be
r o

f c
on

tra
ct

io
ns

 

 

rebuild all
increasing
decreasing

Germany: Number of recontractions

       0  5000000 10000000 15000000
0

200

400

600

800

1000

1200

1400

number of updates

ru
nt

im
e 

in
 s

 

 

increasing
decreasing
rebuild all

Germany: Runtime

Figure 4.2: DiUerent numbers of clustered edge updates.
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The results of the multi-edge updates for random edges are shown in Figure 4.3.

As expected, for all graphs the number of recontractions approaches the total

number of vertices much more quickly than in the clustered update tests. Espe-

cially in the lower range, there is a very sharp increase of vertices that need to

be recontracted. If we update a second edge that is far from the Vrst edge, on av-

erage the number of vertices that need to be recontracted doubles, which would

make this equivalent to running the algorithm twice, once for each edge. As we

update more random edges, there is still little overlap of the dependent vertices so

that the number of vertices that need to be recontracted rises quickly. The more

random edges we update at once, the higher the chance that some or many of

a next edge’s dependency set’s vertices are already in the update queue. Hence,

we see the sharp incline in the beginning which Wattens as the number of edge

updates increases. For all graphs, nearly all vertices have to be recontracted if we

update about 50% of the total number of edges. The increasing algorithm needs

less recontractions, but the curve looks the same. Looking at the runtime, the

most striking observation is the high runtime of the decreasing tests. Just like the

number of recontractions, the runtime behaves in the same way and rises quickly

in the beginning and Wattens out as update more edges at once. In comparison

to the clustered tests, the runtimes reach the same maximum value, but they do

so for much smaller numbers of updates. Whereas the decreasing tests surpass

the runtime of the rebuilding at the second measurement already, the increasing

one still copes with updates of up to 5–10% of the total number of edges before

surpassing the runtime of the rebuilding.

To better evaluate the runtime of the general algorithm, we reran the test with

Vner-grained number of updates to see when rebuild runtime is surpassed. The

result can be seen in Figures 4.4–4.6. We Vtted a polynomial of third degree for

the scattered data (using Matlab’s polyVt function) and see when it surpasses the

rebuild runtime. For Dublin, this is the case at 26 edge updates, which is only 0.02%

of the total number of edges. For Ireland, the algorithm performs better for up to

382 edge updates (0.03%), and for up to 4150 updates for Germany (0.02%). From

these numbers, we can conclude that the general algorithm is not well suited for

multiple random edge updates.

The random tests revealed that the overhead involved in managing the depen-
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4.5 Multi-Edge Updates

dency sets is quite substantial and leads to runtimes that can greatly exceed the

rebuild runtime if many edges are updated. For a case of updating all edges in

the graph, thus recontracting the entire graph, we expected the diUerence in run-

times between our proposed algorithms and rebuilding the hierarchy to be smaller.

A smaller diUerence would have made the algorithm more versatile, as it could

be used to update large numbers of vertices without a large penalty, but would

achieve a much better performance for a smaller number of updates. Particularly

in the random tests, the number of recontractions stayed below the total number

of vertices to a great extent, and yet the runtime of the algorithm quickly de-

graded to be slower than a total rebuild. If the set management overhead could be

reduced, there is still a great potential to improve the performance compared to

the rebuild as long as the number of recontractions is smaller. We did not expect

this overhead to be so large and perhaps a focus on an improved implementation

to update the dependency sets could beneVt the algorithm for larger numbers of

edge updates, particularly for random ones. Nevertheless, both algorithms showed

promising results for clustered updates, which we presume to be relatively com-

mon.
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Figure 4.3: DiUerent numbers of random edge updates.
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0 100 200 300 400 500 600 700
0

5

10

15

20

25

number of updates

ru
nt

im
e 

in
 s

 

 

rebuild all
general algorithm
fitted curve

Figure 4.5: Update of diUerent numbers of random vertices for Ireland.
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Figure 4.6: Update of diUerent numbers of random vertices for Germany.
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5 Conclusion

One problem with speed-up techniques for routing in road networks is the fact

that they rely on an expensive preprocessing stage under the assumption that the

graph is static. Without an incremental update method, changes to the graph re-

quire preprocessing of the new graph before the changes can be taken into account

in the query stage. In this dissertation, we propose an incremental update algo-

rithm for contraction hierarchies. The algorithm can handle edge weight changes,

as well as insertions and deletions of edges and vertices. Additional information

is associated with the vertices that allows identifying the set of vertices that is

aUected by a change of an edge. The contraction of a vertex is reliant on calcu-

lating a number of shortest paths between itself and its neighbours. A simpliVed

algorithm that is restricted to edge weight increases only marks edges which are

found to be on these shortest paths. An increase of an edge that is not part of a

shortest path has no eUect on other shortest paths and so it cannot change the

result of the contraction. The general incremental update algorithm Wags all edges

which are encountered during the shortest path calculations of a contraction. Any

edge whose weight is decreased and which is part of this set can aUect the shortest

paths and requires a recontraction. By identifying the set of vertices which need

to be recontracted for a change in the graph, we can reduce the processing cost by

not processing those vertices whose contraction result is unaUected.

We evaluated both algorithms in a number of tests for graphs of diUerent sizes,

looking at both single edge changes and multiple edge changes. Compared to re-

building the hierarchy, the general algorithm achieved speed-ups ranging from

6x for the smallest and 50x for a large national road network. If the algorithm

can be restricted to only handle edge weight increases, speed-ups ranging from

450x for the smallest and up to over 10,000x for the largest graph are possible.
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The deletion (or setting an edge weight to inVnity) would be a common use case

for road networks to respond to road blocks due to an accident. For all graphs,

we could perform this operation in a matter of milliseconds that would otherwise

take minutes for large national networks. This allows adapting to the new graph

and changing the routing according to the new situation almost instantaneously.

Moreover, our multi-edge update tests have shown that updating multiple edges

in close vicinity (as would be the case with local traXc jams) can be done with

little additional cost compared to updating a single edge.

The major issue with our solution is the overhead of managing the metadata. If

many edges are updated so that a large part of the graph or even the entire graph

needs to be recontracted, the runtime is up to several times worse than rebuilding

the hierarchy. This is due to the management of the dependency sets which are

kept up to date with each recontraction. Because of this, one has to weigh the ad-

vantage of single edge update runtimes with the disadvantage of worse rebuilding

times when considering this update algorithm. It might be worthwhile looking

into improving the implementation of the metadata to reduce the overhead. An-

other possible improvement that could be investigated is to update the hierarchy

at an even Vner level than at the level of vertex contractions. In each contraction, a

number of shortest paths are calculated. In our solution, all paths are recalculated

even if only one of them is aUected by a change in the graph. With some additional

metadata, it might be possible to identify those shortest paths that need to be re-

calculated to improve the performance, although the memory overhead might be

an issue.

Related work in the area of contraction hierarchies is concerned with approxima-

tion and time-dependent queries. Some future work might be the investigation of

how the proposed algorithm extends to this other research.
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