A Hybrid Approach to Real-Time Abstraction
Niall Redmond
Trinity College Dublin

John Dingliana
Trinity College Dublin

Figure 1: Abstraction examples: (a) Hybrid Cel-Shader (b) Hybrid Pencil-Shader

Abstract
To faithfully represent a scene through non-photorealistic rendering (NPR), it is vital that all available scene data be taken into
account. We present an automatic hybrid framework for creating
abstractions of 3D scenes in real-time. Our approach uses a combination of object-space and image-space information to produce
stylistic and reliable results. Calculations using scene vertex data
are combined with image processing abstraction methods to create temporally coherent renderings in real-time. The abstraction
approach can be extended to emphasize specific features of a scene
by using object-space information to create stylised focus on particular objects within the scene. The hybrid abstraction techniques are
evaluated using a short perceptual experiment which shows that the
styles created using the framework can improve recognition times.
We believe the techniques described could be of use in interactive
applications to stylise renderings and better communicate scene information.

CR Categories: I.3.7 [Computer Graphics]: Three Dimensional
Graphics and Realism—Colour, shading, shadowing and texture;

Keywords: non-photorealistic rendering, visual communication,
real-time rendering
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Introduction

Non-photorealistic rendering methods are often used for communicating the essence of a scene. However, the majority of existing NPR techniques for 3D scenes produce results by using either
object-space or image-space information. There is currently a lack
of styles which use both sources to produce results, which can lead
to valuable scene information being ignored. This is especially true
for interactive scenes when reliable abstraction can be traded off for
speed.
We present a real-time framework for automatically producing nonphotorealistic abstractions of 3D scenes. To convey the shape of an
object reliably it is necessary to use shading upon the surface of the
object. A number of NPR methods for doing this exist which can
shade an object in a stylistic manner. However, these approaches
can lose valuable scene information such as colour and texture detail. Conversely, image-space NPR techniques can be very effective
when abstracting the colour and texture information while they fail
to take into account any object-space information, which is vital in
3D scenes. The hybrid approach described in this paper addresses
these problems by combining both object-space and image-space
information to produce real-time stylistic results for 3D scenes.
All available scene data is used to create the styles which allows
vertex placement and orientation to be taken into account, as well
as texture data and other information contained in screen-space.
Methods are presented which use these sources to create temporally
coherent original abstraction styles. The styles described produce
highly interactive rates which is achievable by using a GPU-based
implementation. The framework is also easily generalisable to allow it be applied to any 3D scene. The images from this paper
are from complex scenes (over 120,000 polygons) which were not
originally created for stylisation.
It is shown that the framework can be adaptable to allow for scenes
to be rendered in a manner which increases the saliency of certain
objects. This is done by creating multiple levels of abstraction and

Figure 2: Framework workflow

using object-space information to increase the visual saliency of
scene objects while eliminating extraneous detail. This enables a
stylised focus to be created which would allow these styles to be
used as a tool for affecting user gaze and scene exploration within
an interactive application.

these methods produce effective stylised results the cartoon shader
can only take into account an objects diffuse colour and the pencil shader ignores all colour and texture information. The method
presented is shown to be unsuitable for scenes of 20,000 or more
polygons due to its speed.

A user study was run to determine how the styles described affect
performance in a timed recognition task. Results indicate that it
is possible to use the framework to create styles which can significantly improve recognition times within a search based task. It
is also shown that some styles are more successful at increasing
recognition speeds than others. These results show that the hybrid
framework can be a useful tool for affecting user attention within
interactive scenes.

A multitude of image-space abstraction algorithms exist for automatically creating non-photorealistic images. Among these are
many methods for creating single image abstractions off-line such
as in [Santella and DeCarlo 2002b], where photographic images
are divided into regions of bold colour. Hertzmann [1998] also
produces image-space abstractions by simulating painterly brushstrokes upon a photograph. Real-time methods however, are harder
to produce and there is less work in this area. Recently, Winnemoller at al. [2006] use image-based abstraction techniques, accelerated on the GPU to deliver real-time abstraction of video input.
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Background

There has been much research into various types of automatic realtime NPR using image-space or object-space techniques. Gooch
et al. [1998] present an object-space non-photorealistic lighting
model suitable for technical illustration of 3D scenes. In the paper the lighting model allows only mid-tones to be displayed which
highlights the object shape while the detected edges also become
visually prominent. The lighting model produces results which
successfully emphasize shape and structure, although texture information cannot be taken into account and the system is designed
for creating illustrations off-line. In [Hertzmann and Zorin 2000],
hatching fields are created on smooth surfaces dependant on surface
curvature and shading. This technique also uses only object-space
information and is suitable only for off-line renderings and small
scenes.
Lake et al. [2000] present a number of object-space approaches for
stylising 3D scenes. Cartoon shading and pencil shading styles with
stylised edges are presented using the Gouraud shading algorithm
[Gouraud 1998] to calculate shading at each vertex before clamping
each value to a certain cel-shade or pencil-shaded texture. While

Edges can be an important part of non-photorealistic rendering as
the addition of edges to a scene can help create clearly distinct
regions and bold edges can help to direct user focus to particular objects. Perceptual tests by Halper at al. [Halper et al. 1996]
[Halper et al. 2003] have shown that humans are good at inferring
the shape of an object from its line drawing alone results indicate
that users tended to focus more on objects with bold edges. In the
past much research has gone into the generation of edges. The detection and stylisation of object-space silhouette edges is described
by Northrup and Markosian [2000] and Lake et al. [2000] although
it is found to be a computationally costly process and can only be
applied to small scenes.
Object space algorithms can find edges very effectively but are very
expensive and dependant on the complexity of the scene. Image
space edge detectors, despite not being as accurate as object space
edge detectors, can achieve good results and run at interactive rates.
The Canny edge detector [Canny 1986] is widely regarded as the
optimal image-space edge detector due to its accurate and noisefree results. Simpler filters exist such as Sobel, which calculates an
approximation of the image gradient, and difference of gaussian,
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Method

We present a hybrid framework for creating abstractions of 3D
scenes in real-time. Our framework is based on the premise that
utilizing all available information will yield better NPR representations. Employing the combination of both object-space and imagespace information as described here allows for the creation of realFigure 4: (a) Scene rendered using Sobel image-space edges (b)
Scene rendered using both image-space edges and silhouette edges
found using unique colour ID rendering pass time styles which are
aesthetically pleasing and which also accurately represent scene
objects. Two styles are presented which show the advantages of
the approach, one is a hybrid toon style which uses image-space
painterly abstraction and edges. A hybrid pencilsketch style is also
described which uses sketchy textures combined with a painterly
effect.
Figure 3: (a) Original rendering of scene (b) Kuwahara filter (c)
Pencil-shading (d) Cel-shading

Figure 4: (a) Scene rendered using Sobel image-space edges (b)
Scene rendered using both image-space edges and silhouette edges
found using unique colour ID rendering pass

which is a fast approximation of the Marr-Hildreth algorithm [Marr
and Hildreth 1980]. When dealing with non-photorealistic rendering both the accuracy and style of the edge detection must be taken
into account which can mean no edge detector is suitable for all
rendering styles.
It is possible to find silhouette edges through image-space techniques by finding discontinuities in the depth buffer [Saito and
Takahashi 1990]. However, this approach can be unreliable as it
is dependant on the size of the depth buffer. Many edges can be
missed when two objects are at the same depth level, this is especially true for objects distant from the camera where the depth
buffer becomes less accurate. A similar approach is used in [Redmond and Dingliana 2008] where a rendering pass takes place
which renders each object with a unique colour ID. This allows
all silhouette edges to be found reliably although internal silhouette
edges, i.e. edges within the boundary of a single object, are not
found.
Adaptive abstraction has become a popular topic within NPR. Santella and DeCarlo [2002a] use eye tracking data to guide automatic
painterly abstraction to create what they refer to as meaningful abstraction of images. A technique for directing gaze with stylised
focus is described by Cole et al. [2006], where results are validated using single images from the system to gauge if user fixations are guided by their method. A similar approach is taken in
[Redmond and Dingliana 2008] where a technique is employed to
generate multi-level abstractions of 3D textured urban scenes with
the goal of creating stylised focus on different parts of the rendered
image. Within all three of the aforementioned papers there is a lack
of object-space information used in the adaptive abstractions. This
would be a useful tool in increasing saliency of scene objects and
helping create stylistic and successful adaptive abstractions.

For the automatic generation of real-time abstractions the use of
GPU programming is utilized. While the examples shown in this
paper exhibit the strengths of the framework, alternate styles can
easily be created using different object-space shaders or imagespace filters. The workflow of the framework is shown in figure 2.
First the scene is rendered normally without any shading, then the
scene is rendered with each object given a unique colour ID. This
rendering pass is used to find all silhouette edges reliably and can
also be used for stylised focus (described in section 4). Another
rendering pass then displays the scene using whatever object-space
shading algorithm needs to be used for the final image. The imagespace abstraction techniques (the painterly filter and edge detectors)
are then run on the results from the rendering passes. The imagespace and object-space results are then combined to create what is
the final style.

3.1

Object-Space Shading

The utilisation of object-space information is essential for representing the shape of objects in abstractions. Two shading styles are
utilised for the styles presented in this paper. The first, cel shading,
is a simple style which first calculates the Gouraud shading value at
each vertex using the well-known Gouraud shading algorithm. The
shading value obtained is then clamped to one of n values, where n
is the number of shades desired. This gives the effect of a cartoon
shaded result (see Figure 3(d)).
A pencil shading style is also implemented to create stylistic results. The technique is a variation on the pencil shading technique
presented by Lake et al. [2000]. The pencil shading style is similar to cel shading in that the shading value at each vertex is calculated and the resulting value is then quantized into the desired
numbers of levels. If a polygon had different shading values at its
vertices, linear subdivision is applied to that polygon until that is
no longer the case. Then depending on which level the shade value
falls within for each polygon, a corresponding pencil shade texture
is applied to that polygon. This effect gives the illusion of the scene
being hand-drawn by pencil (see Figure 3(c)). It should also be
noted that fixed polygon texture coordinates are used above screen
space coordinates to preserve frame-to-frame coherency and avoid
the shower-door effect which can cause poor temporal coherence
such as in [Lake et al. 2000].
While the shaders described produce a stylistic rendering of scenes,
a large amount of scene data is lost, especially in scenes with a
large amount of texture information. This can be seen in Figure
3(c) and (d) where the shading styles fail to represent the colour
and texture information for the characters and buildings contained
within the scene. For this reason stylised shading is implemented
in combination with image-space abstraction filters.

Figure 5: Adaptive abstraction. The stylised focus is on the character in the foregound in both cases. (a) Adaptive hybrid toon shader (b)
Adaptive hybrid pencil shader

3.2

Image-Space Abstraction

Image-space abstraction techniques are applied to the images from
the framebuffer to add colour and texture information to the shading information already calculated. There are a large number of
possible image-space abstraction techniques available, although a
smaller number are suitable for real-time applications. To make
the final results more stylistic, the Kuwahara filter was employed
[M. Kuwahara and Kinoshita 1976]. The Kuwahara filter is an
edge-preserving smoothing filter which calculates the mean colour
and variance in each of four surrounding regions for each pixel.
The output colour for each pixel is the mean colour for the adjacent
window with the smallest variance. This gives the impression of a
painted image as can be seen in Figure 3(b) and eliminates some
of the fine detail within textures which can look out of place within
non-photorealistic styles.
Edges can be a useful tool for creating clearly distinct regions and
increasing colour contrast. Therefore they were found to be a suitable addition to the hybrid cel-shading technique. Edge detection is
used on the original rendering pass which displays the scene with
no shading or stylistic effects. This is done to find image-space
edges which may exist within textures or between objects. Three
edge detection methods were tested with the style to see which
were most successful at simulating suitable artistic outlines. Difference of gaussian, Sobel and Canny edge detection were tested
and it was concluded that simplistic Sobel edges complemented the
cel-shading style the most effectively.
While purely image-space edges give a good impression of the
scene sometimes important object edges can be missed due to similarities in colour between objects (see Figure 4(a)). To remedy this,
a technique is used to find all silhouette edges in real-time [Redmond and Dingliana 2008]. Silhouette edges are found by applying
the edge detector on a rendering pass which displays all objects in
a unique colour. The edges found from this pass can then be combined with the image-space edges to display all scene edges reliably
(see Figure 4(b)).

cel-shading values obtained with the output from the painterly filter.
The painterly filter is used to eliminate extraneous detail from the
final results and enhance stylisation while keeping the basic colours
and shapes of scene textures. The renderings are combined by multiplying the pixel values from the cel-shading and painterly images
together as can be seen in Equation 1. The result is multiplied by
a factor of σ, as it was found that brightening the combined image
enhanced the visual effect to make the cel-shading clearer and more
stylised. A σ factor of 1.5 was used in all images in this paper.
F (i, j) = (P (i, j) ∗ σ ∗ C(i, j)) ∗ E(i, j)
σ = Brightening Multipier
P = Painterly Image
C = Cel-Shaded Image
E = Edge Image
Once the cel-values were combined with the painterly filter, edges
were added to enhance the colour contrasts within the image and
make the abstracted results more visually salient. As described in
the previous section, Sobel edges were found to be most effective
when combined with the style. The detected edges from the original
rendering with no shading are combined with the silhouette edges
found from the unique colour rendering. This result is then overlaid
on the style to create what is the final toon rendering (see Figure
1(a)).
The second style is created by combining the pencil-shaded values
with the painterly rendering. The style of the result varies depending on how the two images are combined as is described in Equation 2. The most aesthetically pleasing results were achieved when
a factor of two was applied to the pencil shaded result when multiplying it with the painterly result. The result gives a coloured pencil
effect which can be seen in Figure 1(b).
F (i, j) = (P (i, j) ∗ S(i, j)γ

3.3

Hybrid Styles

To create hybrid styles the results obtained from the object-space
shading passes are combined with the image-space edge detection
and painterly filters. The first style is created by first combining the

(1)

P = Painterly Image
S = Pencil-Shaded Image
γ = Pencil-Shading Factor

(2)
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Adaptive Abstraction

The framework can also be useful in interactive scenes where there
is a need to draw user attention to appropriate objects and regions
within the scene. A number of non-photorealistic stylization levels can be created within interactive scenes to affect a users gaze
behaviour. The styles created lend themselves easily to creating a
stylised focus within scenes such as in [Cole et al. 2006] or [Redmond and Dingliana 2008]. This is done by using the unique colour
ID rendering pass to identify which object is located at each pixel.
Dependant on the distance in object-space each object is from the
focus object, a suitable rendering style is used.
The adaptive styles are created by using the distance between each
object and the object in stylistic focus as an input to each abstraction
method. The cel-shader creates more shading levels for less important scene objects, making their shading smoother while leaving
the number of cel-shades for the important scene object low. The
increase in colour contrast improves the visual saliency of the target object in comparison to the rest of the scene. The hybrid toon
shader and pencil shader can be adapted to vary the ratio between
stylistic shader and painterly abstraction when the two images are
combined. Increasing the amount of painterly shader shown in the
final version can add more colour and detail to the object thus increasing the visual appeal.
For creating adaptive edges, the threshold for the edge detector is
varied depending on the objects scene importance. This leads to
more edges being found in the target object, which further increases
colour contrast within the object. The Kuwahara filter can also be
used in an adaptive manner by using a smaller filter for target objects. This results in more colour and texture detail within the object
being preserved which can further increase the visual saliency of
the object. Utilising adaptive abstraction such as this gives creators
of interactive scenes the power to influence user attention through
stylistic methods. Examples of the adaptive styles can be seen in
Figure 5.
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5.1

Evaluation
Performance

We implemented our framework using C++ with the Ogre open
source 3D graphics engine. The system was tested on a Pentium D,
3.72GHz computer with 2GB of RAM using an NVidia GeForce
7950 GX2 GPU. The frame times shown in Table 1 below were
for a complex scene containing over 140,000 polygons. As can be
seen, the hybrid styles perform at highly real-time levels even for
large resolutions.

5.2

User Study

A task-based test study was run to determine whether our hybrid
framework could affect user gaze of interactive scenes. 12 naive
participants (7 Male, 5 Female) from different educational backgrounds took part in the study which measured user recognition
speeds of virtual characters. In the experiment users were asked to
pick a particular character out of a crowd.
The experiment was run on the system described in section 5.1 with
a 19 LCD monitor. Each participant was first shown the target character that was to be found in all trials. We used a two-alternative
forced choice paradigm. Participants clicked on the left mouse button if they saw the target character on the left of the screen, and the
right if they saw him on the right. Upon choosing which side the
character was on, the time and the result were recorded and the next
trial began.

RenderingStyle
Normal rendering
(no abstraction)

800x600

1152x864

1280x1024

192

188

175

Pencil Shading
(object-space only)

155

104

85

Cel Shading
(object-space only)

185

174

164

Sobel Edge
Detection)

180

151

123

Hybrid Pencil
Style

82

47

39

Hybrid Toon
Style

94

51

42

Table 1: Frames per second achieved by the system using various
abstraction options on Virtual Dublin at a different resolutions.

Six types of style were investigated during the study. These
styles were normal Gouraud shading, purely image-space abstraction (Kuwahara filter), hybrid toon-shading, hybrid pencil-shading,
adaptive hybrid toon-shading and adaptive hybrid pencil-shading.
In the adaptive styles the target character was at the centre of
stylised focus. The target character was placed 5 times on each
side of the screen for each style. This resulted in 10 repetitions for
each style so therefore 60 trials were shown to each participant. An
example image from the experiment is shown in Figure 6.

5.3

Study Results

The reaction times of the participants were averaged for all styles,
and an ANalysis Of VAriance (ANOVA) was then performed on the
results. Results showed that there was a main effect in style (F(1;
19) = 6:3778; p ¡ 0:01). It was also found that the adaptive toonshading technique (t = 1:238) performed significantly faster than
all other styles in the task (p ¡ 0:05), while the regular toonshading
technique also performed well in comparison to the other styles (t
= 1:374).
Both the pencil-shader (t = 1:572) and adaptive pencil-shader (t =
1:532) produced times which were not significantly different from
the kuwahara style (t = 1:510) or the normal rendering (t = 1:442).
Participants noted that while the pencil style was aesthetically good,
it was not as easy to pick out the character as in the cel-shaded
styles. This may be because of the smoother nature of the pencil shading styles in comparison to the high colour contrasts in the
cel-shading styles. Despite this, the study showed that the framework can successfully produce styles which increase user recognition times, particularly when there is stylised focus on the target
object.
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Conclusion

We have presented a simple and powerful framework for creating
automatic abstracted renderings of 3D scenes in real-time. Our
method produces temporally coherent results which retain all important scene information. Stylised lighting cues are combined with
image-based abstraction methods to create the final renderings. The
adaptive abstraction step allows control over both scene style and
user behaviour within a scene. The framework can be easily implemented with generic scenes of any size. We have demonstrated
through the user study that recognition speeds can be improved the
use of styles created with the framework.
One additional step to the process would be to improve the stylisation of edges. While the edge detection technique used was found

H ERTZMANN , A., AND Z ORIN , D. 2000. Illustrating smooth surfaces. In SIGGRAPH ’00: Proceedings of the 27th annual conference on Computer graphics and interactive techniques, 517–
526.
H ERTZMANN , A. 1998. Painterly rendering with curved brush
strokes of multiple sizes. Computer Graphics 32, Annual Conference Series, 453–460.
L AKE , A., M ARSHALL , C., H ARRIS , M., AND B LACKSTEIN , M.
2000. Stylized rendering techniques for scalable real-time 3d
animation. In NPAR ’00:, ACM Press, 13–20.
M. K UWAHARA , K. H ACHIMURA , S. E., AND K INOSHITA , M.
1976. Digital processing of biomedical images. Plenum Press.

Figure 6: An example image (without any stylisation) from the user
study experiment.

to be reliable it would be preferable to have control over the stylisation of these edges, such as the brush-strokes described by Northrup
and Markosian [2000]. As reported in that paper, such styles are
difficult to produce in real-time. We believe that the framework
presented can be used to create a multitude of artistic results using various combinations of object-space shading and image-space
abstraction styles. We believe the framework would be of use in interactive scenes where both stylisation and the preservation of scene
data are desired.
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