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Figure 1: (left) Screenshots from happy testing clips, for both RBFN and ANN retargeting systems, (right) Screenshots from angry testing
clips. The comparison with the reference video footage shows that both generated similar output.

Abstract

Mapping the motion of an actor’s face to a virtual model is a diffi-
cult but important problem, especially as fully animated characters
are becoming more common in games and movies. Many meth-
ods have been proposed but most require the source and target to
be structurally similar. Optical motion capture markers and blend-
shape weights are an example of topologically incongruous source
and target examples that do not have a simple mapping between
one another. In this paper, we created a system capable of deter-
mining this mapping through supervised learning of a small train-
ing dataset. Radial Basis Function Networks (RBFNs) have been
used for retargeting markers to blendshape weights before but to
our knowledge Multi-Layer Perceptron Artificial Neural Networks
(referred to as ANNs) have not been employed in this way. We hy-
pothesized that ANNs would result in a superior retargeting solu-
tion compared to the RBFN, due to their theoretically greater rep-
resentational power. We implemented a retargeting system using
ANNs and RBFNs for comparison. Our results found that both sys-
tems produced similar results (figure 1) and in some cases the ANN
proved to be more expressive although, the ANN was more difficult
to work with.

CR Categories: I.7.1 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Animation, I.7.7 [Artificial Intelligence]:
Learning—Machine learning;
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1 Introduction

Virtual humans are an important part of many 3D applications, with
a range of purposes from entertainment to education. While their

rendering fidelity has rapidly improved due to advances in hard-
ware and rendering techniques, high fidelity animation still remains
a challenging task. Animating the complex expressions of the face
is particularly challenging since humans use faces as an integral part
of our everyday communication, and are very accurate at noticing
subtle imperfections. Animating the face by hand is often done
but it can be very expensive and is likely to miss subtle micro-
expressions. The use of optical marker-based facial motion capture
for acquiring natural human animation is however, becoming more
common.

Using motion capture data is not straightforward as we are trying
to effectively map a small number of markers to a much higher
resolution space. If significant differences exist, a simple mapping
may not be possible and a more intelligent solution will be required.
Many systems have been introduced that attempt to solve this prob-
lem. Some of the most powerful of which, fall under the category of
machine learning. Examples include radial basis function networks
(RBFNs) which are a very simple form of neural network and more
advanced multi-layer perceptron artificial neural networks (which
we will refer to as ANNs). RBFNs have been used in many fa-
cial animation papers [Song et al. 2011; Dutreve et al. 2008; Noh
and Neumann 2001; Deng et al. 2006]. ANNs have seen use in
speech driven facial animation [Hong et al. 2002] and retargeting
between two point clouds of facial markers in Zeiler et al. [2011]
but to our knowledge there have been few (if any) attempts at re-
targeting facial marker data to blendshape weights using ANNs.
ANNs could offer much promise in this area, as they are capable of
modelling powerful non-linear relationships and can handle multi-
dimensional inputs and outputs of varying formats. The goal of this
paper is therefore, to implement an ANN system to map optical mo-
tion capture data from an actor to a virtual model and to compare it
with the more popular RBFN method to determine the merits and
limitations of the two.

2 Related Work

The main goal of our system is to map the facial expressions of
an actor to a virtual face, similar to Williams [1990], where facial
expressions of an actor were captured using a marker based system
and then mapped to a virtual model. This is a very simple solution
but it is only really suitable for mapping the motions of an actor to



a virtual model of their own face.

As there is no clear mapping between 3D markers and blendshape
weights, it is a requirement of our system that it can handle inputs
and outputs of dissimilar structure. Sumner et al. [2004] imple-
mented a deformation transfer system which allowed the retarget-
ing of motion between arbitrary meshes. The underlying geometry
does not need to be identical but a small set of correspondence pairs
must be defined manually. These correspondence pairs are used to
calculate the transformations necessary to deform the target mesh
based on the motion of the source animation. This method cannot
be used if one of the models lacks a significant feature of the other.
If the target had an extra pair of eyes for example, no mapping could
be defined and the results would be poor.

Taking a similar approach to Sumner et al., Zell et al. [2013] per-
formed face morphing by asking the user to define correspondences
between a source and target mesh. However, instead of directly
mapping between the source and target, the two meshes were first
smoothed to produce two very similar base meshes. The corre-
spondence pairs could then be related to one another in the base
mesh space where the relationship is essentially linear. However,
this method was not designed for facial animation although it could
conceivably be extended to support it. The methods of Zell et al.
and Sumner et al. are designed for vertex meshes and therefore can
not be used to map between a sparse set of markers and a blend-
shape model, for example. Deng et al. [2004] designed a system
which uses an interesting method where motion captured expres-
sions and voice are used to generate a dynamic expression texture
which can be used at a later point to produce dynamic expressions
on a virtual model using just their voice. The system can be inte-
grated into any animation system although it does require a large
training dataset.

While not essential for our system implementation, it would be use-
ful to be able to retarget facial motion between faces that do not
share the same features such as extra eyes or mouths. Kholgade et
al. [2011] implemented a parameter-parallel system which breaks
a motion captured face and target mesh into a number of different
layers (emotion, speech and eye-blinks). Each layer then shares the
same parameterisation with its equivalent in the other mesh, allow-
ing a mapping between the source and target. This establishes a
linear relationship by transforming both source and target, into a
common space just like in Zell et al. [2013]. As long as the layers
share the same parameters, this method can be used to drive a char-
acter with an arbitrary facial structure such as multiple mouths or
an asymmetrical face.

Continuing with systems designed for motion capture, Weise et
al. [2011] implemented a system capable of driving a blendshape
model in real-time using 3D facial scans. The system established
a mapping between a number of example user expressions and a
number of example blendshape expressions which was then used
to control a generic template model. This method was extended
by Bouaziz et al. [2013] to operate without training examples al-
though at the expense of tracking accuracy. The intended use of
these methods is with 3D scanned data. The systems are not de-
signed with motion capture in mind.

With optical motion capture in mind, establishing correspondences
between motion capture and blendshape models is not intuitive. Su-
pervised learning methods could prove useful for this task as they
can generate a mapping using a training dataset of source-target
pairs, RBFNs being the most common choice. RBFNs are a simple
type of neural network, capable of modelling non-linear functions
despite being linear themselves [Orr 1996]. This non-linear be-
haviour is made possible by transforming their input data using a
kernel function into a higher dimensional space. RBFNs can also

be trained on a diverse range of input and output formats for ex-
ample: Dutreve et al. [2008] retargeted 3D markers to facial bones,
Noh et al. [2001] retargeted mesh vertices to mesh vertices, Deng et
al. [2006] retargeted motion captured faces to blendshape weights,
Song et al. [2011] retargeted blendshape weights to generic con-
trol vectors and Cao et al. [2005] mapped recorded speech to mesh
vertices. Liang et al. [2013] used RBFNs as part of an image and
3D scan based technique for generating personalised expressions.
While not used to perform direct retargeting, Hidden Markov mod-
els were used by Ma et al. [2009] to learn artist editing styles to
augment existing facial animation.

More complicated multi-layered networks can also be used for fa-
cial animation. ANNs are much more powerful than RBFNs and
are capable of modelling any function up to arbitrary precision with
only two hidden layers [Heaton 2008]. They can also handle many
different input and output types such as images, sounds or even a
combination. In terms of performance, even simple ANNs with
only a single hidden layer have been found to outperform linear
regression methods [Zeiler et al. 2011]. In facial research, ANNs
have generally been used for facial recognition but examples of us-
ing them for facial animation do exist [Zeiler et al. 2011]. Hong
et al. [2002] used a combination of motion capture and speech to
generate simple facial animation although the facial model was rel-
atively simplistic. Probably the most attractive property of ANNs
is their representation power as they are capable of modelling very
complicated functions. While not in the domain of facial animation,
RBFNs and ANNs have been directly compared for joint angle pre-
diction by Chiddarwar et al. [2010] and the ANN was found to
outperform the RBFN despite larger training errors.

3 Approach

Goal and notation: Given training data in the form of N pairs
of motion captured faces and their corresponding blendshape ex-
pressions, our goal is to learn the mapping from facial expressions
(in the form of 3D markers) to the equivalent expression accu-
rately on a virtual model. This learns a facial retargeting black
box, to allow virtual expression prediction on new unseen marker-
based motion-captured expressions. A set of M facial motion
capture markers capture the input source coordinates defined as
s = [xi, yi, zi, ..., xM , yM , zM ]. A set of B basis blendshapes de-
fine the modes of variation in the output expression model. Any
output expression is modelled as a linear combination of these
bases. Given the bases, the linear combination weights define the
output expression fully. The training target examples are therefore,
defined as t = [w1, ..., wB ]. In practice, the number of markers
in our source data is high (and so computationally expensive) and
the input expression can be compressed. PCA provides an efficient
linear subspace, so that every source expression can be represented
as a linear combination of the P most important eigen-vectors, so
that every source example corresponds to its optimal PCA weights:
x = [x1, ..., xP ]. Our problem is now posed as a problem of finding
a mapping between the input PCA weights and the output blend-

shape weights x
f→ t, in a supervised setting, for accurate predic-

tion at test time.

In this paper, we will compare two methods for learning this map-
ping, Radial Basis Function Networks (RBFN) and Multi-layer
Perceptron Artificial Neural Networks (ANN). We now give an
overview of the two.

3.1 Radial Basis Function Network

An RBFN [Broomhead and Lowe 1988], approximates the map-
ping function we want to learn as a linear combination of radial



basis functions, to predict an output f(x) (should match (t) for the
training data) for a new input x as:

f(x) =

N∑
n=1

wnφn(x). (1)

In a supervised setting, a specific type of function e.g. gaussian,
thin plate splines etc. is chosen, and given some training inputs
{xn|n ∈ {1 . . . N}}, φk(x) = φ(‖x − xk‖), so the only pa-
rameters to be learnt are w. By default, the RBFN has a 1-
dimensional output. For a B-dimensional output, multiple RBFNs
are learnt (each with parameter vector wb), to predict each dimen-
sion {fb(x) = φ(x)wb(x)|b ∈ {1 . . . B}}. Minimizing the loss

function for the training pairs:
n=N,b=B∑
n=1,b=1

‖tnb − φnwb)‖2, we get

the simple least squares estimate of W = [wb]b∈{1...B}:

W = Φ
†
T. (2)

Our system is close to the RBFN implementation in Deng et al.
[2006] but with a region based system inspired by [Kholgade et al.
2011] that will be discussed later. Further, a regularisation term can
be added to help avoid overfitting, e.g. adding the squared func-
tion of the parameters to the objective, but we do not use it here
as we found it can mute the results [Deng et al. 2006]. A number
of different basis functions can be used such as the multiquadric,
inverse, gaussian, linear, cubic, quintic and thin plate. The gaus-
sian basis function is popular with general purpose RBFNs but the
multiquadric function appears to be popular for facial retargeting
[Dutreve et al. 2008; Song et al. 2011]. The multiquadric, inverse
and gaussian functions take an additional user defined shape pa-
rameter to fine tune the response of the network. The basis function
type that best predicts the target outputs of a validation set, can be
chosen for a task.

Once trained, the RBFN predicts an output vector of weights; com-
bining the blendshapes weighted by this outputs the final expres-
sion.

3.2 Artificial Neural Network

The ANN is a feed forward network (we build on PyBrain’s [2010]
algorithm). This directed graph is divided into layers (figure 2),
where each node of a layer constructs a sum of the input from each
node of the previous layer weighted by the edge weight. The out-
put (with an added common bias), is passed through a non-linear
activation function, such that:

a(xi) = wi
>xi + b (3)

h(xi) = g(a(xi)) (4)

where w is the vector of weights of the edges from the previous
layer, x is the inputs from the previous layer i and b is the bias. The
sigmoid: g(a) = 1

1+exp−a
and hyperbolic tan: g(a) = exp(2a)−1

exp(2a)+1
,

are commonly used as activation functions [LeCun et al. 1998].
The ANN is an effective data-driven tool for a variety of predic-
tion problems including regression and classification. An ANN can
have multiple layers, where the first layer often takes a vector as an
input and passing it through the various layers, the final layer pre-
dicts the desired output. The parameters of the system, namely the
weights of the edges connecting each layer are typically learnt in a
supervised framework, given input-output pairs. Note, the activa-
tion function types are usually fixed. Starting from a set of random
parameters, stochastic gradient descent is performed to minimize a
loss defined on the difference between the ground truth outputs (t

in our case) and the predicted one (hL for a network with L layers),
also called the backpropagation scheme [LeCun et al. 1998].

The ANN is a powerful tool, allowing the modelling of complex
non-linear functions. However, choices like the number of layers,
the nodes in each layer, the choice of activation function and the
amount of training data (amount of data available to learn the ef-
fective number of parameters), are very important in determining
the ANN’s performance. If the network has too few hidden nodes it
will be unable to model anything but if it has too many hidden nodes
it may become overfitted, especially if training data is limited, and
be unable to generalise [Stathakis 2009]. The complexity of the
network also affects the training time (which can be considerable).

The previously discussed RBFN, can be considered as a very sim-
ple neural network (which can be optimally learnt). The ANN
can be explained as a set of layered RBFNs. The RBFN parame-
ters are optimally learnt through least squares, however the ANN
parameters are a local optimum [Lawrence et al. 1997] derived
through descent techniques. This means that even though the ANN
is powerful–in that it can model non-linear functions in contrast to
an RBFN–it is harder to train (needing both data, time and has a
more complex parameter space, especially if one attempts to search
the optimal number of layers and nodes). Huang [2003] demon-
strated that any dataset can be learned using two hidden layers with√

(m+ 2)n + 2
√

n
(m+2)

nodes in the first layer and m
√

n
(m+2)

nodes in the second layer where m is the number of outputs and n
is the number of training samples. We used these two equations to
define the initial starting structure for our ANN.
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Figure 2: The basic structure of our artificial neural network.

4 Data

All training examples are captured using a 120Hz Vicon system
made up of 19 cameras (eight 2 megapixel and eleven 1 megapixel).
The ANN and RBFN systems both require a training dataset. For
our training dataset, we captured a single male subject performing
a number of facial action coding system (FACS) AUs: 0-9, 12-15,
18-27, 41-44 action units (AUs), several AU combinations: 1+2,
1+4, 1+6, 4+5, 6+7, 9+7, 9+25, 12+26 [Huang 2001] and a number
of blendshape expressions not otherwise covered.

For testing, we captured 6 testing clips, which were sequences of
spoken dialogue (table 1). These were the clips were used for test-
ing the retargeting of our final system (trained on the captured AUs).
A testing dataset was also generated by inspecting the testing clips
and selecting 9 frames and manually retargeting them in the same
way as the training dataset. Frames were selected with examples



Clip Name Length (seconds) Description
Neutral 8 3 neutral sentences
Anger 9 3 angry sentences
Fear 8 3 fearful sentences
Sad 10 3 sad sentences
Happy 10 3 happy sentences
Monologue 11 A short monologue

Table 1: The motion capture testing clips

Figure 3: (left) The facial marker set and (right) body marker set

of upper face, lower face and eye lid motion. Most frames selected
included examples of all 3 regions in motion simultaneously.

The subject’s facial motion was captured using 59 facial markers
(figure 3 left). The marker set was derived from the SoftImage Face
Robot marker set with additional markers placed along the cheeks,
jaw and forehead. In order to replicate the full performance of the
actor, body motion was also captured using 81 markers (figure 3
right).

We employed a high quality blendshape model as our target face
(figure 1). We used a blendshape model as they are one of the
most popular methods of facial animation today [Lewis et al. 2014].
There are 51 expressions or blendshapes in total, each controlled
by an associated weight. Complex expressions can be generated
through linear combinations of these blendshapes.

The goal of our system is to take the marker positions of a facial
expression created by our actor and to convert them into the appro-
priate blendshape weights needed to recreate the expression on our
model.

4.1 Preparation

Before any training or retargeting was performed, we preprocessed
the motion capture data to make it suitable for the RBFN and ANN
systems. We first stabilised the facial markers, in order to ensure
that the various recordings share the exact same origin, iterative
closest point (ICP) alignment was also applied. Only a subset of
the facial markers: 7 rigid markers (4 headband markers, left and
right temple and nose bridge) were used to generate the ICP trans-
formation. Once the markers were stabilised and aligned, the train-
ing dataset was then generated by extracting one source frame sj
for each training expression and then creating an equivalent target
frame tj by manually adjusting the blendshape weights.

According to Bishop [2006], if the number of training examples is
too small relative to the number of parameters we are trying to fit,

the system might become underfitted and will be unable to model
anything reliably. This was an issue for our system as each fa-
cial expression is represented by a 177 dimension vector while the
training dataset is composed of 33 examples. We reduced the num-
ber of input dimensions by breaking the face down into three in-
dependent regions (upper face, eyes and lower face) and applying
principal components analysis (PCA) to each region (figure 4). We
chose the regions based on Kholgade et al. [2011]. The number of
dimensions was chosen automatically to ensure at least 85% vari-
ance. This meant the upper face, eye and lower face regions were
reduced to 4, 7 and 5 principal components respectively in the fi-
nal setup. In our preliminary experiments, the whole face was also
used but the results were found to be poor compared to using re-
gions. We did not pursue using the full face as the smaller intervals
introduced by the regions were more conducive to approximating
non-linear functions and resulted in fewer ANN variables to train.
It should be noted that blendshapes and PCA are very similar as we
can create a source expression from a linear combination of PCA
eigenvectors in the same way we can create a target expression from
a linear combination of blendshapes.

Figure 4: 3 regions: Upper face, eyes, lower face. Each region was
trained independently.

PCA reduction expects normalised data, so prior to the reduction
step, the source feature vectors were normalised by subtracting the
mean and dividing by the standard deviation. The source and target
examples were then scaled so that they were within the range [0,1]
(the activation range of the sigmoid function used by the ANN). The
final result of our data cleaning and standardisation is a reduced
feature vector of PCA coefficients and it is this which we use for
training instead of the original coordinate vectors.

Standardisation, regionalisation, PCA reduction and scaling were
also applied to our testing clips. The same mean, standard deviation
and PCA eigenvectors were used to ensure the testing clips and
testing dataset were in the same space as the training dataset. The
same reduced dataset is used for both the RBFN and ANN systems
without modification.

4.2 Implementation

The two retargeting systems were implemented as a Python-C++
addon for 3D Studio Max 2013. The core functionality was all
programmed in Python. The data preprocessing and PCA reduction
were performed using SciKit-Learn [Pedregosa et al. 2011]. The
RBFN used the RBF module from SciPy [Jones et al. 2001] and the
ANN system used PyBrain [Schaul et al. 2010]. All graphs were
generated using matplotlib [Hunter 2007].



5 Evaluation

In order to evaluate the performance of the two systems and to com-
pare them against one another, the RBFN and ANN system were
trained and tested using a number of different settings configura-
tions. The performance of the two systems was measured by pass-
ing our testing dataset through the trained system to produce a set
of retargeted weights and then calculating the mean squared error
(MSE) using the manually retargeted values in the dataset. The test-
ing error is the more significant of the two measures as it allows us
to see whether the system is capable of generalising or if it merely
stored the training dataset verbatim.

5.1 Preparation

We first experimented with the preprocessing settings. For this
stage, we used an ANN defined by Huang’s equation [2003] in sec-
tion 3.2 and an RBFN using the multiquadric basis function. The
input data is always normalised prior to PCA reduction as the PCA
method assumes normality. We trained both the RBFN and ANN
systems with/without regions and with/without whitening and scal-
ing of the PCA components. We tested a range of variance values
for the PCA reduction to determine the best number of PCA co-
efficients to use. We tested scaling the reduced input to be within
the sigmoid activation range [0,1] and the hyperbolic tan activation
range [-1,1] as recommended by Lawrence et al. [1997].

Without regions, the RBFN had a minimum training error of
2.5×10−31 and minimum testing error of 0.045. With regions,
1.7×10−31(training error) and 0.076 (testing error) for the upper
face, 9.63×10−31 (training error) and 0.043 (testing error) for the
eye region and 8.4×10−31 (training error) and 0.018 (testing er-
ror) for the lower face (figure 5). A shape parameter of 0 produced
the lowest error values with and without regions. For the ANN,
the minimum training error appears to be approximately the same
with and without regions at roughly 0.01. The minimum testing
error appears to be close to the RBFN equivalents at 1000-1500
epochs. On visual inspection of the animations produced with and
without regions, we found that while the animations were broadly
similar, without regions the motion appeared more muted and small
actions such as blinks were not always present.

We also tested the effects of PCA reduction on both the RBFN and
ANN systems by training them at 80%, 85%, 90% and 95% vari-
ance coverage, retargeting our testing clips and visually comparing
the results. The results were very similar across the different vari-
ances, however it was found that at lower variances subtle expres-
sions were less noticeable but as we increased the variance more
errors such as incorrect mouth movements became more common,
particularly with the ANN. Through visual inspection, 85% was
found to be a good compromise between accurate motions and re-
duced errors.

Without whitening and scaling, the RBFN gave a minimum train-
ing error of 2.2×10−29 and a minimum testing error of 0.072 for
the upper face region, 2.2×10−24 (training error) and 1.75 (test-
ing error) for the eye region and 6.55×10−28 (training error) and
0.022 (testing error) for the mouth region. The shape parameters
used were 2.33, 9.27 and 8.66 respectively. The RFBN appeared
to perform almost the same with and without data whitening and
scaling, although eyelid motion did not match the source video as
well without whitening and scaling due to the higher testing error.

Without whitening and scaling, the testing error increased signifi-
cantly for the ANN, with the testing error generally staying above
0.1 for all three regions (figure 7). On visual inspection, the output
from the ANN without whitening and scaling was unusable with
significant errors in the mouth region motion (figure 8).

Figure 5: Testing MSE for each of the RBFN regions. The training
MSE is too low to be seen.

Figure 6: While the training error remained low, the testing error
appeared to start rising again at around 1000-1500 epochs for each
of the ANN regions.

When whitening was applied without scaling, the RBFN was rel-
atively unaffected but the ANN still produced low quality facial
expressions. The lowest testing errors were found using a range
of [0,1] with the sigmoid hidden layer. Results were of low visual
quality with a range of [-1,1] and the hyperbolic tan hidden layer
gave unacceptable results regardless of configuration (figure 9).

5.2 RBFN

We tested the RBFN system using all seven basis functions men-
tioned in section 3.1. We used the average euclidean distance as
the initial shape parameter and tested a range of shape parameter
values of -2 to the left and +2 to the right of the average euclidean
distance with a step size of 0.01. The system automatically uses the
parameter that returns the lowest testing error.

From figure 10, it is evident that the performance of the various ba-
sis functions varies considerably. The output of the inverse, gaus-
sian, cubic, quintic and thin plate basis functions do not match the
input expression at all but the multiquadric and linear basis func-



Figure 7: Removing whitening and scaling resulted in a higher
testing error (compared with figure 6).

Figure 8: The ANN was quite sensitive to data preprocessing. (left)
Actor performing expression, (middle) ANN with whitening and
scaling, (right) ANN without whitening and scaling

tions performed quite well. The multiquadric and linear basis func-
tion systems were compared across 4 of the testing clips and the
two gave very similar results as can be seen in figure 11. For the
3 regions, the multiquadric gave minimum testing errors of 0.077,
0.043 and 0.01 with a shape parameter of 0. The linear basis func-
tion gave: 0.077, 0.043 and 0.18 (the linear basis function does not
use a shape parameter). This explains why their performance was
so similar although the higher lower face region error resulted in
minor artifacts in the motion animation.

The performance of both the inverse and gaussian functions sug-
gests that they are not well suited to modelling the provided data
given the current configuration. The cubic, quintic and thin-plate
functions were expected to give bad results as they lacked a user
definable shape parameter (to allowing tuning) and no examples
could be found of their use in retargeting. The results from the lin-
ear function were surprisingly good but they were likely due to the
already linear nature of blendshapes. Unlike the ANN results in
figure 8, the RBFN (even when incorrect) produced more realistic
expressions as an RBFN is an interpolator at its core, while an ANN
is not.

5.3 ANN

The ANN system was tested with both the sigmoid and hyperbolic
tan activation functions. We used a fixed learning rate of 0.01. The
effect of different network structures was ascertained by starting
with a structure defined by Huang’s equation in section 3.2, train-

Figure 9: For ANNs, the sigmoid activation function gave a lower
testing error than the tanh activation function. Sigmoid scaled [0,1]
and hyperbolic tan scaled [-1,1].

Figure 10: The RBFN results can differ quite a bit depending on
what basis function is used. (1) Actor performing expression (2)
Multiquadric (3) Inverse (4) Gaussian (5) Linear (6) Cubic (7)
Quintic (8) Thin Plate

ing it, testing it and then reducing the size of the network and train-
ing and testing again. We used a step size of 5. This resulted in
approximately 30 ANNs trained per region across the 3 regions for
each of the 4 PCA variances tested or approximately 360 ANNs
trained in total, each trained for between 2000-5000 epochs. We
then selected the trained networks with the lowest testing error and
tested them by passing the testing clips through them and visually
inspecting the results. The networks were then refined by adjusting
the number of training epochs until the results matched the source
expressions as closely as possible.

The 3 ANNs selected were Upper Face: 2 layers with 10 hidden
nodes each, Eyes: 2 layers with 15 hidden nodes in the first and
10 in the second and Lower Face: 1 layer with 25 hidden nodes.
The networks were initially trained at 5000 epochs which proved to
result in overfitting, giving a bad retargeting solution. We retrained
the three ANNs by going back from 5000 epochs in blocks of 500,
comparing the errors and inspecting the output visually. We found
good results at 1500 epochs with a testing error of about 0.04, 0.03
and 0.01 for the three regions (figure 12).



Figure 11: The Multiquadric and Linear RBFNs give similar re-
sults. Each column represents a frame from a different testing clip.
(top) Actor performing expression, (centre) Multiquadric RBFN
and (bottom) Linear RBFN

5.4 Final Results

We rendered several high quality animations, which can be seen in
the supplementary video 1 that highlight the best results for com-
parison. The data for both the RBFN and ANN was PCA reduced
to cover 85% variance, the data was whitened and scaled to [0,1].
The RBFN used the multiquadric basis function and the ANN used
sigmoid hidden layers. For the upper face region, 10 hidden nodes
were used in the first layer and 10 in the second. For the eye region,
15 nodes were used in the first layer and 10 in the second. Finally
for the lower face region, 25 hidden nodes were used in just one
hidden layer. The ANN was trained for 1500 epochs.

6 Discussion

In this paper, we have implemented a facial retargeting system that
can take as input, 3D markers from a motion capture system and use
them to drive a number of blendshape weights on a virtual face. We
used two supervised learning algorithms to implement our system
and we have compared these two methods through a series of quan-
titative and qualitative observations. The testing error of the final
ANN and RBFN systems proved to be very similar. Visually the re-
sults, were broadly similar but as can be seen in the supplementary
video the ANN proved to the more expressive of the two although it
was more prone to noise such as quivering lips than the RBFN. This
is likely due to the inherent interpolative nature of RBFNs allowing
them to more gracefully handle gaps in their training.

Ultimately, the RBFNs were considerably easier to train with much
fewer parameters and were far more robust when exposed to input
without any preprocessing. ANNs proved to be extremely sensitive
to data preprocessing and did not perform well when passed raw
input data. The RBFNs with their single matrix operation were
much faster to train, taking only seconds, ANNs on the other hand,
could take several minutes. The speed difference is not a concern

1http://www.timcostigan.com/papers/facialnn.html

Figure 12: The testing and training MSE for the final ANN system

once the systems have been trained to a satisfactory level as they can
both be used in near real-time after that point but considering the
large number of possible ANN structures and parameters, finding
appropriate parameter values can be difficult and time consuming.
Overall, it only took a few seconds to train the RBFN network to the
final standard as there were very few parameters to adjust. It took
over a minute to train a single ANN, and due to the multitude of
parameters, it took over 360 training sessions to finalise the system.
However, the ANN training time could potentially be decreased by
using faster compiled rather than interpreted languages (C rather
than Python) or CUDA but this was not our focus.

While the dataset we used is comparable in size to the datasets of
other RBFN implementations such as Song et al. [2011], ANNs are
typically trained with extremely large datasets for extended periods
of time. It is therefore notable that we were able to achieve simi-
lar performance to RBFNs and perhaps with a much larger dataset,
ANNs could prove to be far superior to RBFNs for facial retarget-
ing. The fact that some of the retargeted clips (monologue) seem to
be more expressive when retargeted through the ANN shows signif-
icant promise for their future use although more research is needed
to make any definite conclusions.

In future work, we would like to investigate the use of semi-
supervised methods and generative models such as Deep Belief
Networks (DBN) to help leverage our considerably larger store of
unlabelled training data to help improve the ANN results. We also
plan to investigate better methods to convert capture sessions of
multiple actors into a common feature space to further extend our
training database.
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