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Abstract
This project is concerned with the classification of long term changes in surveillance
scenes, known as static foreground. There has been little work related to the classification of static foreground in surveillance despite its potential role in automatic
identification of abandoned bombs and theft.
In this project, a thorough literature review of previous techniques was carried out.
It was found that all previous static foreground classifiers were limited to classifying
objects as either abandoned or removed. This leads to a large number of ambiguous
cases whereby objects move, such as a bin falling over in the wind.
I have implemented each of these classes of techniques and a comparison of their
performance has been evaluated on a test set of 40 examples of abandoned and removed objects taken from established benchmarks.
Classifying static foreground as an abandoned, removed or moved object presents
new issues. Firstly, the static foreground observed no longer necessarily indicates the
position of an object in the scene. Secondly, previous techniques relied on computing
a metric from before and after the static foreground was detected. Comparing single
metrics work in the constrained conditions of abandoned and removed objects, but
break down for multi-class classification.
In order to overcome these challenges a four stage system is presented. Leveraging
the strengths of previous abandoned and removed classifiers, the system combines image inpainting, pixel level classifiers and image segmentation to create robust classifications. The first two stages overcome the issues associated with the static foreground
of moved objects. The latter stages deal with the multi-class classification.
The system was tested on 80 examples of abandoned, removed and moved objects
and operated at 95% accuracy. Previous methods classified moved objects arbitrarily
between abandoned and removed as the classification was outside their scope. The
proposed system resolves this challenge and also matches the previous state of the
art abandoned and removed object classifier in the absence of moved objects.
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Chapter 1
Introduction
In this chapter I will give a detailed account of the goal of the project. Following this
I will discuss challenges that arise in achieving the stated goal and finally I will give
a road map for the rest of the report.

1.1

Goal

The goal of this project is to correctly classify abandoned, moved and removed objects
in video surveillance systems.
More precisely, the system will inspect two images and identify the cause of the
differences between them. These images could be single frames or background models
from before and after the static foreground was detected. By investigating the differences in the images the algorithm will be able to distinguish between three categories
of events, the abandonment of an object, the removal of a background object or the
movement of a background object.
In order to get a clear understanding of the scope of the project we must build
a strict definition of the terms background, foreground and objects. In computer
surveillance we often endeavour to study moving objects such as pedestrian or traffic
flow. In order to make this possible we need to be able to identify differences from
frame to frame. If we think of the case where we wish to analyse traffic flow, for
example, we tend to keep track of a model that has no cars present in it. By doing this
we can simply look at differences between the observed image It and the background
image Ibg . In regions of It that have no cars, the expectation is that the pixels values
will be very similar to that of Ibg . The reverse is true in the presence of cars.
More complex background models such as gaussian mixture models (GMMs [1])
do not describe a single background frame Ibg but rather describe a probability distribution over all possible images. The main concept still applies, pixels that are likely
6

Figure 1-1: The three rows of images are the background model, the current frame
and the annotation of the object of interest. Blue regions in the annotation show
the position of the object in the background model, red regions is the position of the
object in the current frame and green identifies regions of the object that are in both
the background image and current frame. Left: The background and current frame
of an object being abandoned; Top / Bottom Centre: The background and current
frame of an object being removed; Top / Bottom Right: The background and current
frame of an object being moved

to be part of the background model have high probability associated with certain
colours or intensities and foreground pixel values are expected to have low probability associated with them.
Having an understanding of this type of system allows us to define background for
usage throughout the thesis. Background models describes the scene as observed by
the camera over time and more specifically the pixel values we expect to observe at
each pixel location of a frame.
It is important to note that the background describes pixels’ values rather than
the three dimensional objects in the real world. An effect of this is that a background
can comprise of permanently static objects, such as roads or walls, and temporarily
static objects, such as a parked car or a bin in the scene. These temporarily static
7

objects may be removed at some point in time causing a change to the pixels to which
they were once projected. This type of event will be described as a removed object.
Foreground refers to objects in the real world that are not currently being modelled
by the background model. If foreground objects enter the scene and become static
they will be incorporated into the background model over time. This event type will
be described as abandoned objects. I realise how this terminology may sound extreme.
If for example a car is parked, we would not usually describe it as being ‘abandoned’.
However for the sake of consistency we will use this label throughout the project.
Figure 1-2: Left: shows a frame from the Traffic datasets from Institut fur Algorithmen und Kognitive Systemes [2, 3]. Right: Annotation of the frame, green regions
are regions of pixels that are labelled as foreground, grey is the pertinently static
background regions, blue are temporarily static regions. Note: Although trees may
be moving slightly due to the wind this will be accounted for in GMMs and they are
considered permanently static.

Non-occluded three dimensional objects in the real world are mapped to regions
of discrete pixels in the observed frame. In this thesis I will refer to these regions of
pixels as objects.
At present, there is a substantial body of literature on distinguishing between
abandoned and removed objects. The goal of this research is to move beyond the
current state of the art to allow us to also identify when an background object has
been moved. Take for example the situation of a bin in a car park. The bin has been
there a long time and hence has been encompassed in the background model. If the bin
falls over there will be two overlapping regions between the frames, one abandoned and
one removed. This situation has not taken into account by the research community
until now and can cause undesirable classification.
Our system aims to give this situation the label of moved, while also continuing to
distinguish between abandoned and removed objects. Figure 1-1 shows each of these
scenarios.
8

1.2

Moved Objects

Before moving forward we must define what is meant by a moved object. A moved
object is an object that is present in both the background model and current frame
on the condition that the two regions of object pixels overlap but are not identical.
If there is no overlapping region we split the detection into two events, one involving
a removed object and the other an abandoned object. Figure 1-1 shows of all three
event types.
As mentioned earlier these labels may be used in many situations in normal language, making them ambiguous in the context of describing a scene. These labels
can therefore be changed depending on the situation. In a car park, for example, we
may wish to know when a car pulls into a space, pulls out of a space and when the
car straightens up within the space. These labels may be equivalent to the labels of
abandoned, removed and moved as used in this project.

1.3

Challenges in Monocular Vision

A camera takes a projection of the three dimensional world onto a two dimensional
plane via a non-linear noisy transformation. As we move from the three dimensional
coordinates of the world to two dimensional coordinates of the imaging plane, every
point on the imaging plain is in fact a line through three dimensional space. This
creates certain ambiguities in the observed image.
Figure 1-3: The figure shows a white circle on a black background, used for discussion
in Section 1.3

I will use a simple example of the image in Figure 1-3 to discuss some challenges
in image processing. The circle could either be small and close to the camera or
large and further away. Both options are equally valid. We are also unable to tell if
this is in fact a disk or an evenly lit sphere. We also can not tell if there is a black
background and circular white region in front of it or a black rectangle with a circular
9

hole exposing a white background. The list of ambiguities goes on, some of which
appear obvious and others less so.
For these reasons described and others, monocular vision from a single pose relies
heavily on cues such as edges, corners, textures and colours. These cues have in turn
influenced how we endeavour to classify between abandoned and removed objects in
scenes. It should be noted that no current computer vision systems can infer the three
dimensional object from a video the way a human can at a single glance. Instead we
endeavour to determine probable solutions based on observations. This is ultimately
the greatest challenge of the project, the reliance of the system on noisy metrics.
Ultimately I cannot avoid this but rather mitigate the risk of incorrect classifications
by leveraging robust features in constrained environments.

1.4

Motivation

Due to the increased awareness of the threat of terrorism, new legislation [4] along
with structured funding from government organisations facilitates an increase in the
amount of surveillance systems globally. But the use of surveillance and closed-circuit
television (CCTV) in particular is not restricted to public institutes. In the UK it is
estimated that 41% of businesses have private CCTV systems. Furthermore, in total
across public and private systems there is an expected 4.285 million CCTV cameras
[5]. As a result, it is simply impractical to presume that we will be able to effectively
monitor each system without the use of automation.
There are many uses for surveillance systems such as tracking, monitoring phenomena such as traffic and detecting intrusions to property. In airport surveillance
and other public environments there is a demand for rapid identification of abandoned baggage and parcels. Commercial applications have already come to market
endeavouring to identify abandoned objects [6, 7], however the quality of such systems is arguable depending on the demand of accuracy required and the level of user
interaction allowed.
This project aims to improve upon the state-of-the-art systems in identifying
threatening objects such as potential bombs, identifying theft or removal of public
property and the identification of damaged or displaced public objects such as bins.

1.5

Road-Map

Chapter 2 gives a detailed account of the current literature on abandoned and removed
objects. The chapter endeavours to be as accurate and concise as possible. For this
10

reason a large amount formal derivations have been expanded upon in the appendices
rather than through out the chapter. These appendices are not required to get an
understanding of the project but rather for detailed knowledge of the algorithms
used. The chapter will finish with a comparison of the algorithms, an appraisal of
their performance and a test of their consistency on moved objects.
Chapter 3 will describe the approach taken and the implementation of the final
system. The reasoning for design choices will both reflect results found in Chapter 2
and from testing against alternative architectures. The system will be broken down
into each step and visual aids will supplement the algorithmic descriptions provided.
Chapter 4 will be an evaluation of the system and a measure of its performance as
observed on various benchmark datasets. Each of the datasets will be described and
a new dataset of moved objects that I created specifically for the project will be presented. A number of quantitative metrics will be used to scrutinise the performance
of the system and an unbiased identification of weaknesses will be made.
Chapter 5 will conclude the report with a review of the system and the results
obtained. Future work will be proposed to continue to advance the level at which we
can automate surveillance.

11

Chapter 2
Literature Review
Identifying static foreground has been well studied and a number of implementations
have been created [8, 9, 10, 11, 12, 13]. This project is not concerned with the
method used to identify static foreground but rather with techniques used to classify
static foreground into abandoned, removed or moved objects. While there has been
no previous work on the identification of moved objects, there is a large body of
literature related to abandoned and removed classification. This chapter aims to give
a synopsis of the techniques presented in literature and a qualitative assessment of
their performance on a number of benchmarked datasets.
In the majority of techniques a comparison is made between an initial image or
background model and final image or background model. In order to keep consistency
throughout this chapter I will demonstrate each technique applied to the two images
in Figure 2-1.

Figure 2-1: The figure shows two cropped frames from a video in the CAVIAR dataset
and their difference map. Left: Initial frame with no object present; Middle: Final
fame with bag visible; Right: A thresholded difference map between the two frames.

12

2.1

Edge Energy

Edge Energy appears to be one of the most commonly investigated techniques for
abandoned and removed object detection [14, 15, 16, 17]. The premise of the techniques is that if an object is present then it should introduce additional edges about
its perimeter. The metric to describe the volume of edges is called the edge energy.
Due to the vast number of edge detection techniques there are many variants of edge
energy based approaches. In order to gain a strong understanding of this technique
it is desirable to have prior knowledge of edge detectors. A full description of edges
in images and a thorough explanation of the SUSAN edge detector is in Appendix A.
Spagnolo et al [17] aims to discriminate between abandoned and removed objects
based on the amount of edges about the perimeter of the static region found in a
frame. The algorithm relies on a binary mask as annotation for the static foreground.
The SUSAN edge operator is then applied to both the foreground mask and the
current frame.
(
Em (x, y) =
(
Ef (x, y) =

1 if (x, y) is an edge point
0 otherwise

(2.1)

1 if (x, y) is an edge point
0 otherwise

(2.2)

Em and Ef denote the binary images obtained by applying an edge operator on
the foreground mask image and on the current frame.They let N equal the total
number of edge points in the foreground mask Em .

N=

X

Em (x, y)

(2.3)

(x,y)

Now that the edges from the two images have been found there needs to be a
similarity measure in order to match edges. As the edges may not match exactly a
small window is created about the edges found in the foreground mask and current
frame. In effect, the algorithm dilates each edge point and counts the number of points
which have matching points in the current frame. The final number of matched points
is divided by N in order to give a matching result, M , in [0, 1].
Finally a threshold t is set in order to distinguish between abandoned and removed
objects.1
1

Although they leave space for ambiguous circumstances, we have removed this option in the
comparison of techniques, as it would lead to inconsistancy in the results

13



 Abandoned if M >t
Decision =
Removed
if M <t


Ambiguous otherwise

(2.4)

Figure 2-2: The figure shows two cropped frames from a video in the CAVIAR dataset
and their difference map, below this are their edge maps to show visually how edge
energy works. Left: Initial frame with no object present and its respective edge map;
Middle: Final fame with bag visible and its respective edge map; Right: A thresholded
difference map between the two frames and the edge map of its boundaries.

It was commented by both Connel et al [14], who developed a similar system,
and Tian et al. [18] that the technique can only be expected to work in non-complex
environments. This is logical because if there are a high number of edges in the
background, then the presence of an object will occlude some of these edges and
hence reduce the level of edges found in the search window. Figure 2-3 shows an
example of when this technique fails to classify between abandoned and removed.
One way a system could mitigate against the risk of this is to compare the direction
of the edges in the foreground mask and the current frame. This was not mentioned
in any of the cited papers but does seem like an appropriate measure that could be
taken to reinforce the robustness of the algorithm.
14

Figure 2-3: The figure below presents two images of a texture, one of which is occluded
by an apple. Below these two images I have shown their respective edge maps in red
and the search window in light blue. The figure demonstrates a case when edge energy
fails to correctly classify between abandoned and removed objects.

2.2

Inpainting Based Methods

Inpainting, also known as image interpolation, image completion or infilling, is an
area of image processing that endeavours to complete a partially occluded or damaged
image. The aim is that given an image and a subset of its pixel values, to find the
most likely values for the remaining pixels. This by its nature is a non-trivial task
but a number of methods have been found to produce reasonable results.
Bertalmio et al. [19] introduced a method of inpainting that was motivated by
restoration artistry. The method entailed propagating the colours found in the known
subset of pixels inward towards the centre of the unknown region of pixels. The technique further leveraged structure in the known region such as edges and curves, propagating these features also. Other techniques [20] use global features and statistics
to imprint based on the exemplar known pixels.
Due to the success of image completion Lu et al. [21] suggested using image completion techniques to identify which of two frames was most likely to be homogeneous
with the surrounding background. The image is separated into the source region,
which is common to both the background model and the current frame, and a tar15

get region which is intended to be inpainted. Pixels in the target region are given a
confidence metric based on how many of neighbouring pixels are in the source region.

P
C(p) =

C(q)
|Φ|

q∈Φ

(2.5)

In Equation 2.5 C(q) is the confidence of neighbouring pixel q and is equal to 1
if it is a member of the source region and 0 if it is a member of the target region.
Φ are the set of neighbouring pixels and |Φ| are the number of neighbouring pixels
considered. C(p) is the confidence of pixel p.
Once a confidence map is constructed the method inpaints a patch about the
pixel of maximum confidence. When I implemented this I found that often there
were multiple target pixels with equal confidence. In this case I picked one at random
although there was no formal guidelines given for this situation in the original paper.
In order to inpaint a patch, the source pixels neighbouring the pixel of maximum
confidence is compared to the background image and the current frame using the sum
of absolute differences. The inprinted patch is equal to the pixels of the patch with
the least difference. This process is then repeated until the target region is completely
filled.

SAD =

X

|I0 (q) − Ibg/f (q)|

(2.6)

q∈Φ

In Equation 2.6, SAD is the sum of the absolute differences, q are the set of pixels
in Φ the target region. I0 and Ibg/f are the intensities of the pixels in the infilled
image and the background or current frame depending on the computation.
Finally, the infilled target region is compared to the background image and current
frame using the sum of absolute differences. The frame with the minimum difference
is considered not to have an object present and thus classifies between an abandoned
or removed object.
One issue with using inpaint as a classification technique is that it requires a
common region between the current frame and the background frame. This makes it
inappropriate if the the background frame is ‘stale’ and the scenes lighting has since
changed, for example if it moved from daytime to night time.
16

Figure 2-4: The figure shows the background image (left), the current frame (middle)
and the resulting unpainted frame mid way through the in painting process (right).
Note how only part of the bag has been removed as the inpainting process has not
yet completed. A yellow line denotes the contours about the original target region.

2.3

Colour Histogram Comparison

An intuitive method to discriminate between abandoned and removed objects in
scenes is to inspect the colour distributions of the interior and exterior of the static
foreground. It is presumed that if these regions are similar in colour it is likely that
no object is present. The inverse is true when an object is present.
Ferrando et al. [22] uses this argument as the basis of their system. From the two
frames, the background and the current frame, four regions are found. These are as
follow:
A The pixels in the foreground of the current frame
B The pixels in the background of the current frame
C The pixels in the foreground of the background frame
D The pixels in the background of the background frame
Next a colour comparison is performed between the interior and exterior of the
foreground from each frame. The Bhattacharya distance [23] was the chosen colour
histogram comparison technique which is formulated in Equation 2.7.

P
√
1 − u=n
qA u pB u
u=1
q
Pu=n √
= 1 − u=1 qCu pDu

dAB =
dCD

q

17

(2.7)

In Equation 2.7, dxy represents the similarity metric between some colour histograms of regions x and y, n represents the number of bins in each histogram and
qx , py are the histograms of regions. I apologise if the notation seems unclear but I
have used that which was presented in the original paper.
Finally dAB and dCD are compared to classify between abandoned and removed
objects. An ambiguous region is considered such that the difference between the
Bhattacharya distances must be greater than a given threshold th.
P
√
1 − u=n
qA u pB u
u=1
q
Pu=n √
= 1 − u=1 qCu pDu

dAB =
dCD

q

(2.8)

On a similar premise to that of the Colour Histogram Comparison, San Miguel
et al. [24] uses spatial boundary contrast metric, proposed by Erdem et al. [25], to
measure the difference in colour intensities between the interior and exterior of the
foreground region.
The first step of the algorithm is to find the outer contour of the static foreground.
In the original paper they suggest finding this by applying the canny operator to the
binary mask of the thresholded difference map, although in practice this operation
can be performed in a number of ways.
Next, about each point on the contour C two N ×N windows of pixels are found at
a distance of L on both directions orthogonal to the contour. Figure 2-5 demonstrates
the positioning of these windows. The mean colour in these windows of pixels are
computed as W0 and W1 respectively and a colour comparison known as the Boundary
Spatial Colour Contrast (BSCC) is found.
||W0 − W1 ||
BSCCn = √
3 × 2552

(2.9)

In Equation 2.9, BSCCn is the Boundary Spatial Colour Contrast of the nth point
along the foreground contour. The total spatial boundary contrast metric is simply
the sum of the Boundary Spatial Colour Contrast about the entire contour. Once
again the frame with the maximum contrast is likely to possess an object and hence
a classification may be established.

2.4

Colour Richness

Li et al. [26] proposed a very conceptually simple technique for classifying between
abandoned and removed objects. Their hypothesis was that when an object is added
18

Figure 2-5: This figure is taken from San Miguel et al. [24] and gives a visually
descriptive description of the sampling of the windows used for the Boundary Spatial
Colour Contrast. Left: An abandoned bag; Middle: the outer contour of the foreground region and relationship between the contour and the sampled windows; Left:
A close up of the windows distance from the foreground contour and its orthogonal
positioning

to a scene, the variety of colour present in the scene increases. A simple scenario
would be if a red apple was put on a black table. In the absence of the apple, only
the colour black would be present whereas when the apple is present there is both
red and black coloured pixels.
The three dimensional colour space is quantised into NR × NG × NB equal sized
‘bins’. It is recommended in their paper that N is set to 8, creating 512 bins of colour.
Every pixel in a window about the static foreground is sorted into its restive bin in
the 3D colour histogram. The colour richness metric, NCR , is computed by the sum
of bins with more than a thresholded amount of pixels associated with it.

NCR =

X X X

(Brgb > th)

(2.10)

r∈NR g∈NG b∈NB

In Equation 2.10 Brgb > th is set to 1 if the given bin has more pixels than the set
threshold, otherwise it is set to 0. The paper suggests that an appropriate window
size is 0.25 greater than the extremities static foreground in the x and y directions
and the threshold, th, is set to 0.01 of the pixels in the window.

2.5

Seeded Region Growing

Based on Ramanan’s insight into using image segmentation to verify object hypothesis
in pattern classification[27], Tian et al. [18, 28] proposed using the seeded region
19

Figure 2-6: For the frames below I had to raise N , the number of colour bins to 32 in
order to classify between them as there are similar colours present in the two images.
Left: Initial frame with no object present and additional colour quantisation applied,
the colour richness computed was 27; Right: Final fame with the additional colour
quantisation applied and bag visible, the colour richness computed was 29

growing algorithm to grow from the inner static foreground outward in both the
background frame and the current frame.
The seeded region growing algorithm [29] is a segmentation technique to find
a homogeneous region about a set of given starting points known as seeds. The
segmentation starts at these seeds and examines the 4 or 8 connected pixels to see if
they should be included into the region based on how similar their intensity is to the
seed. If any of the neighbours are accepted into the region they act as seed points
in the next iteration thus propagating the region through the image. The algorithm
finishes as the region converges and no more neighbouring pixels join the region of
interest.
Tian et al. suggests eroding the thresholded difference map and setting this as
the seed pixels for the region growing algorithm. The hypothesis is that if an object
exists the region should converge to the boundary of the static foreground. If the
region does not possess a boundary then there is likely to be no object and the region
should grow to a larger portion of the frame. Figure 2-7 shows a visual description
of their algorithm and Appendix B gives a detailed discussion of the region growing
algorithm.
Their algorithm states that a comparison of the size of the segmented regions is
sufficient to determine if an object was present or not and thus capable of classifying
between abandoned and removed objects.
One issue that concerns me about this technique is its discrimination based on
20

Figure 2-7: This figure is taken from Tien et al. [18] and shows a visual description of
their algorithm. (a) Object in a cluttered background. The dashed lines correspond to
the eroded static region mask contour. (b) Segmented region after region growing. (c)
The same region on the background image.(d) Segmented region after region growing,
which is larger than the region in (b).

final segmentation area. I feel this will break down if the object of interest is of a
colour similar to some of its background. In this case a single pixel wide break in
the regions boundary could result in a large increase in the segmentation area, hence
making the algorithm less stable.

2.6

Active Contours

Active contours is another segmentation technique that has been pioneered by Kass et
al. [30]. Active contours search for substantial discontinuities in a 2D image starting
from an initial contour by minimising an associated energy function. Due to the
complexity of the Active Contours algorithm, or rather class of algorithms, I have
given a detailed description of it in Appendix C rather than in this section.
The idea of using Active Contours to identify abandoned or removed objects is
very similar to applying the seeded region growing algorithm as both aim to test hypothesis via segmentation. In this case the hypothesis is that the static foreground
is a distinct region from the rest of the image. Active contours search for discontinu21

Figure 2-8: This figure shows my implementation of the region growing algorithm.
Fine tuning of the threshold and the level of erosion was required in order get a good
segmentation

ities along the contour of the object, if no appropriate contour is found the algorithm
continues its search until it either converges or a limiting number of iterations have
been met. As seen in Figure C, we can measure how well the active contour aligns
with the bounds of the static foreground in order to discriminate between abandoned
and removed objects. The most common comparison technique is to find the dice
coefficient between the edge of the static foreground and the contour found by the
active contour algorithm. In Equation 2.11, A and B are the sets to be compared and
µAB is the Dice Coefficient, or in other words the similarity measure. I found that if
the sum of the dice coefficients for the edges and the internal regions are computed
the algorithm is more robust to noisy data.

µAB =

2 × |A ∪ B|
|A||B|

(2.11)

The use of active contours for abandoned and removed object detection was first
introduced by Bayona et al. [31] and the work was later supported by further testings
and comparisons by Caro et al. [32].

2.7

Other Techniques

There have been two other categories of techniques presented in the literature. The
first relies on stereo vision [33, 34, 35, 36]. Unfortunately, these techniques are only
applicable when multiple cameras view the same scene which is far less common than
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Figure 2-9: This figure displays the active contours algorithm as applied to abandoned
and removed object detection. The inner region of the contour is in red and the outer
region is in blue. Top Row: Shows the active contour expanding to the entirety of
the floor region; Bottom Row: Shows the active contour becoming tightly bound to
the edge of the foreground region and becoming smooth.

monocular systems. This limits the widespread use of the techniques. For this reason
multi-camera systems have not been included in the comparisons of techniques.
Another approach is to endeavour to track objects as they become abandoned or
removed [37, 38]. As pointed out by Tian et al. [28], Tracking-based approaches for
abandoned object detection often become unreliable in complex surveillance videos
due to occlusions, lighting changes, and other factors. As a large portion of abandoned
and removed objects are occluded by the person involved I do not believe tracking
based methods can be confidently deployed. For this reason, I have not included
tracking based method in techniques to be compared.

2.8

Comments

I think it is important to reflect on the various types of abandoned and removed object
classification. In essence there are four categories of algorithm. Edge energy focuses
on finding gradients about the edge of the static foreground. Inpainting leverages the
surrounding region of the static foreground to infer knowledge of the true background
that is occluded by the object in either the background model or the current frame.
Both active contours and the seeded region growing method endeavour to find discontinuities that separate the interior of the static foreground with the surrounding
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background. The colour comparison and colour richness methods leverage the observation that the colour of the static foreground should be of a different colour without
any strict structure associated with its distribution.
In fact it appears that each of these four categories of technique should yield
benefits and challenges in various circumstances. In the evaluation section I will
compare each algorithm individually and also a voting between the techniques. We
might expect that while no algorithm has ideal accuracy at discriminating between
abandoned and removed objects, their combined results mitigate against any single
weakness.

2.9

Evalutations

I have build and tested the following algorithms2 :
Algorithm
Paper
Spagnolo et al [17]
Edge Energy
Lu et al. [21]
Image Inpainting
Ferrando [22]
Colour Histogram Comparison
Li et al. [26]
Colour Richness
Tian et al. [18, 28]
Seeded Region Growing
Bayona et al. [31]
Active Contours

Abbreviation
EE
II
CHC
CR
SRG
AC

The abbreviations listed adjacent to the algorithm titles will be used for the remainder of this chapter to ensure conciseness in the tabulated results.
In order to test the algorithms fairly I have created a dataset against which to
benchmark them. I created the dataset by annotating the regions of static changes
in the CAVIAR, VISOR and PETS 2006 video datasets. In total there are 40 cases
of abandoned or removed objects labelled. Figure 2-10 shows four samples from the
annotations created. The foreground mask is found by thresholding the absolute
difference map between the two frames.
The metrics used, such as accuracy and precision, are defined in Appendix D.
T P are the True Positives, in this case the abandoned objects correctly labeled as
abandoned. Similarly, T N are the True Negatives, in this case the removed objects
correctly labeled as removed. F P and F N are the incorrectly labelled abandoned
and removed objects.
2

I built these endeavouring to follow the descriptions of the original papers as close to as possibly.
In some case their systems relied on other techniques which had many variants of implementation,
in which case I endeavoured to leverage established code avoiding a potential biases.
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Figure 2-10: This figure shows four before and after event images and their thresholded difference map. The top two triples are from the CAVIAR dataset, the third
triple is from the PETS 2006 dataset and the fourth is from the VISOR dataset.

Algorithm TP TN FP FN
EE
19 11
8
2
II
25 12
2
1
CHC
26 12
1
1
CR
16
5
11
8
SRG
27 12
0
1
AC
27 13
0
0
Voting
27 13
0
0

Accuracy
0.8182
0.9615
0.9630
0.6667
0.9643
1.0000
1.0000

Recall Precision Specificity
0.5294
0.6667
0.5789
0.9259
0.9250
0.8571
0.9630
0.9500
0.9231
0.5926
0.5250
0.3125
1.0000
0.9750
1.0000
1.0000
1.0000
1.0000
1.0000
1.0000
1.0000

The voting system uses all the metrics except colour richness. This is because
colour richness was the weakest classifier and we wish to avoid an even number of
votes due to possible ambiguous cases.
The above table shows us that segmentation techniques, active contours and
seeded region growing are the top performers in all metrics used. These are closely
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followed by colour histogram comparison and image inpainting. It was found that
edge energy and colour richness performed poorly and this is believed to be due to
their inability to handle noisy images and foreground masks.
In Chapter 4, an evaluation of these techniques on moved objects is presented.
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Chapter 3
Moved Objects
As I wished to build a system that is also capable of identifying moved objects, I was
presented with new issues that have not been previously addressed by the literature.
In this chapter I will present these new issues and describe the approach I propose to
overcome them.

3.1

New Issues

As described in Section 1.2, a moved object is one which is present in both the
background model and current frame on the condition that the two regions of object
pixels overlap but are not identical. If there is no overlapping region we split the
detection into two events, one involving a removed object and the other an abandoned
object.
The benefits of identifying moved objects in scenes is two fold. First, the classification of static foreground is used in the identification of bomb threats and theft. As
moved objects are incorrectly classified as one of these, false alarms may be created.
This is an inefficient use of security resources. Secondly, moved objects can be caused
by natural disasters such as trees falling down in a storm. Effective classification of
moved objects can act as an early warning system in such circumstances.
As seen in Chapter 2, the previous techniques made a number of assumptions in
creating their classifiers. The first assumption was that the observed static foreground
was a good approximation of the position of the object in the scene. The task was
then to identify which of the two frames had an object in this region. However, in the
case of a moved object the object of interest will be in both frames and the observed
static foreground will no longer be an indication the objects position in any one frame.
I call this issue foreground fragmentation.
The second issue is that of moving to a multi-class classifier rather than binary
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classifiers. Previously, techniques computed metrics based on colour similarity, ease
of segmentation or edges about the perimeter of the object. These computed metrics
did not indicate if an object was present in a frame but rather acted as evidence that
could be compared. In the case of multi-class classification, multiple comparisons will
have to take place as there are multiple possible system outcomes.
These issues will now be discussed in more detail.

3.1.1

Foreground Fragmentation

The first challenge encountered is the fragmentation of the static foreground. When
dealing with an abandoned or removed object the static foreground observed is a
strong indication of the region where the object of interest lies. This is intuitive as
we expect the greatest differences between the images to be caused by an object that
has either been abandoned or removed.
However, when we look at moved objects this is no longer the case. If the object
is homogeneous then the static foreground observed is in fact the non overlapping
regions of the object as they are projected onto the imaging plane.
If an object is projected onto a set of pixels Obg in the background image and is
projected onto another set of pixels Ocf in the current frame then the observed static
foreground SF is the difference between the union and the intersection of the two
sets. This is also known as the symmetric difference between the two sets.

SF = (Obg ∪ Ocf ) − (Obg ∩ Ocf )

(3.1)

Figure 3-1 illustrates the issue of fragmented static foreground as well as the
process described in Equation 3-1.
Figure 3-1: This figure shows the background model (left), current frame (centre) and
difference map (right). The observed static foreground is the symmetrical difference
of the position of the bag in the two images.

Using set theory I will now present two properties that govern the ideal formation
of homogeneous static foreground based on the formulation in Equation 3-1. First is
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its temporal invariance. Due to the Commutative Laws of set theory we know that
Obg ∪ Ocf is equivalent to Ocf ∪ Obg and Obg ∩ Ocf is equivalent to Ocf ∩ Obg . This
result states that if we were to reverse the direction of time we would expect to find
the same static foreground.
Temporal Invariance Property: Obg1 = Ocf 2 , Obg2 = Ocf 1
SFf orward = (Obg1 ∪ Ocf 1 ) − (Obg1 ∩ Ocf 1 )
SFbackward = (Obg2 ∪ Ocf 2 ) − (Obg2 ∩ Ocf 2 )
(Commutative Laws)
A ∪ B = B ∪ A, A ∩ B = B ∩ A
SFbackward = (Ocf 2 ∪ Obg2 ) − (Ocf 2 ∩ Obg2 )
SFbackward = (Obg1 ∪ Ocf 1 ) − (Obg1 ∩ Ocf 1 )
SFbackward = SFf orward
The second result that we can derive is that abandoned and removed objects are
just a special case of Equation 3-1 whereby either Obg or Ocf is the null set. In this
case, we can use the Identity Laws of set theory to show that the static foreground
observed is simply the set of pixels that the object is projected onto in the frame in
which it is present. The derivation below shows the case containing a removed object
but this is trivial to extend to abandoned objects using the Temporal Invariance
Property.
Null Set Property: Ocf = ∅
SF = (Obg ∪ ∅) − (Obg ∩ ∅)
(Identity Laws)
A ∪ ∅ = A, A ∩ ∅ = ∅
SF = Obg − ∅
SF = Obg
The challenge we therefore face is to identify the set of points Obg and Ocf given
only the observed static foreground SF . While in many cases we are not dealing
with homogeneous objects, this framework extends to subregions of the object that
do appear to be homogeneous.

3.1.2

Multiple Comparisons

Abandoned and removed discriminators are binary classifier meaning that they often
rely on the comparison of a metric that can be obtained from each image. In the
literature review we have seen the variety of metric types but we have not looked at
how to evaluate them. For example, the edge energy algorithm computes a metric
based on the edges found along the outer contour of the static foreground. To identify
which image is likely to have the object present we can compare the edge energies
of the two images, but this does not require us to have knowledge of the amount of
edge to expect when an object is present or not. Rather these levels of edge energy
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change from scene to scene.
In developing an abandoned, removed and moved object classifier we have to be
able to establish methods that do not rely on such a comparison.

3.2

Approach

In order to overcome these challenges I propose a four stage framework.
Stage 1 Find convex hull
Stage 2 Estimate true background
Stage 3 Discover object using difference maps and segmentation
Stage 4 Using information from the first object, search for the second
Each of these steps will now be discussed in detail and a demonstration of the
algorithm will be applied to the moved bag seen in Figure 3-2.
Figure 3-2: This figure shows two images to be used for moved object classification.
Left: Image used as the background model; Right: Image used as the current frame.

3.2.1

Stage 1

This stage endeavours to find a polygon that encapsulates the union of the objects
pixels in the two frames, the background model and the current frame.
The Insight: Our first step is to try to overcome the fragmentation of static
foreground. The observed static foreground is the symmetrical difference of the two
object regions and tends to hold the extreme points of the union of the two shapes.
By extreme points I mean to say the outmost corners and edges.
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Approach: Given this insight, we assume that the convex hull that encapsulates
the extreme points of the static foreground will also encapsulate the union the object
pixels in the background model and current frame.

(Obg ∪ Ocf ) = P ((Obg ∪ Ocf )extreme )

(3.2)

(Obg ∪ Ocf ) = P (SFextreme )

(3.3)

Using the approximation that the extreme points are in the static foreground, we
can find the convex polygon using standardised methods. This is shown in Figure 3-4.
The algorithm used for this is the Quickhull algorithm [39].

Figure 3-3: This figure shows the process of Stage 1. Top-Left: The background
model; Top-Centre: The current frame; Top-Right: The difference map before filtering to remove noise; Bottom-Left: Convex polygon found after filtering the difference
map; Bottom-Centre: polygon superimposed onto background model; Bottom-Left:
Polygon superimposed onto the current frame.

Assumptions and Weaknesses: We hope the polygon encapsulates the object
region pixels of both frames, but we cannot guarantee this. If the polygon does not
encapsulate these regions they could effect the image interpolation and the segmentation which we will perform in Stages 3 and 4.
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3.2.2

Stage 2

The Insight: Given the area, or polygon, that contain the objects pixels in
both the background model and current frame we can estimate the scene if the object
was not there. We would expect that in the case of abandoned and removed objects
our estimated ‘true’ background will be very similar to one of the two frames under
investigation.
Approach: Since I now have a mechanism to find a polygon that encapsulates
the object regions I can use image interpolation to approximate the interior of the
polygon using the rest of the image. There are many techniques that endeavour
to do this as mentioned in Chapter 2. I used a smooth interpolation method that
interpolates the polygon by solving Laplace’s equations. This considers the region to
be interpolated as a soap film problem to create a system of linear equations that
can then be solved using linear algebra techniques. I have detailed the algorithm in
Appendix F.
The main reasons for choosing this algorithm is due to its accessibility as it is
build into the MATLAB Image Processing Toolbox, it is of relatively low latency
compared to other techniques and appeared to give acceptable results.
The new image from this image interpolation stage will be referred to as the true
background although we can note that it is only an approximation.
Figure 3-4: This figure shows the process of Stage 2. Left: The background image;
Centre: The polygon showing the area to be estimated; Right: The estimated ‘true’
background. Note how the handles that were not encapsulated in the polygon get
passed though to the estimated ‘true’ background.

Assumptions and Weaknesses: The system uses image interpolation to approximate the background when no object is present. It is important to note that
this will only give us an approximation and that it will breakdown if the background
is too complex. The inpainting technique can be replaced with more sophisticated
algorithms as is necessary.
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3.2.3

Stage 3

The Insight: If we know the true background and have observations of the background we can find a thresholded absolute difference between them to find areas that
are inconsistent and hence are likely to contain the object. Unfortunately, difference
maps only consider pixels independent of one another. To overcome this we can use
a segmentation technique to act at a region level and identify if these differences are
due to noise or the presence of an object.
Approach: To identify if a pixel of the background model or current frame
contains an object it is compared to the true background.

dbg
i,j = ||bgi,j − qi,j ||
dcf
i,j = ||cfi,j − qi,j ||

(3.4)

In Equation 3-5i and j refer to the pixel locations, q refers to the true background
and bg, cf refer to the background and current frame respectively. The differences
can be computed over red, green and blue channels or to be more precise the absolute
difference is the euclidean norm of the three channels. The outcomes of this operation
is two difference maps dbg and dcf . The expected difference maps will vary depending
on the contrast between the object and the scene. The adaptive threshold t is set
equal to the maximum of the mean differences between the two frames and the true
background.

(P

)
bg P
cf
d
d
i,j ij
i,j ij
,
i×j
i×j

t = max

(3.5)

The threshold t is then use to create thresholded difference maps, Dbg and Dcf .

(
bg
Di,j

=
(

cf
Di,j

=

1 if dbg
ij > t
0 otherwise

(3.6)

1 if dcf
ij > t
0 otherwise

(3.7)

These thresholded difference maps are an attempt to find likely object pixels but
only act at a pixel level, i.e. in one dimension. There are two other dimensions of
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information available to us which are used to test the likelihood of the thresholded
difference maps containing an object. This is done via segmentation. The idea of
testing a hypothesis via segmentation was proposed by Ramanan et al. [27]. The
segmentation technique used is Active Contour due to its successes in abandoned and
removed object detection. Let S bg and S cf be the resulting interior region of the
contours after Active Contours is applied.

S bg = AC(Dbg )
S cf = AC(Dcf )

(3.8)

A similarity between the resulting interior of the active contours and the original
difference maps is computed by comparing the intersection and symmetrical difference
of the set of pixels in the difference maps and segmented regions. In Equation 3.9,
∆ is the symmetrical difference and all other notation is consistent with previous
equations.

E=

||S∆D||
||S ∩ D||
−
||S ∪ D|| ||S ∪ D||

(3.9)

Equation 3.9 is akin to the dice coefficient which is a commonly used similarity
metric. However, the notation is somewhat different in order for it to vary between
in [−1, 1] rather than [0, 1]. The reasoning for the similarity is simple, we want to
maximise the fraction of pixels that are in both the difference map and the resulting
segmentation. By computing the similarity measure for both the background model
and the current frame we can compare them to see which is more likely to contain an
object.
Assumptions and Weaknesses: There are two assumption taken. The first
is that the frame with the object will be less similar to the true background then a
frame without it. This may be a weakness if the assumption fails. This is most likely
to occur when the object is of a very similar colour to the surrounding background
or when the polygon in stage 1 does not encapsulate the union of the object pixels.
The second assumption is that given an approximation of a region of pixels that
contain the object, active contours will be able to segment the object from the surrounding background. However, active contours, like all other known segmentation
techniques, is imperfect and may fail in certain circumstances.
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Figure 3-5: This figure shows the process of Stage 3. Top-Left/Right: These are the
background model and current frame respectively; Center-Left/Right: The images
show in red the thresholded difference maps between the frames and the ‘true’ background. Bottom-Left/Right: These images show the result of active contours using
the exterior contour from the thresholded differences for initialisation. The similarity
measure between the background models thresholded difference and resulting active
contour segmentation was 0.46 and it was 0.31 for the current frame. Using this
outcome we have successfully found the object in the background model.
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3.2.4

Stage 4

The Insight: Once we have found one object confidently, we use information
about it to try to find a second.
Figure 3-6: This figure shows the process of Stage 4 applied to the grey spectrum.
This is only a 2D plane within the 3D colour spectrum but it gives us an intuition
of the classification decision boundary. Left: The greyscale spectrum; Right: The
classification where by red represents pixels similar to those of the object and blue
represents those more similar to outside the object found.

Approach: Let image 1 be the first frame in which we found an object and image
2 be the second frame that is now under inspection. Image 1 is split into the interior
and exterior of the active contour from Stage 3. A quadratic classifier is used to
distinguish the two regions and is then applied to the pixels in image 2. Details of the
quadratic classifier used are outlined in Appendix E. In essence the classifier learns
a set of parameters to create a decision barrier in colour space. A two dimensional
representation of a given decision barrier can be seen in Figure 3-6

Q = C(p)

(3.10)

In Equation 3.10, Q is the resulting classified map where likely object pixels are
set to one and unlikely pixels are set to zero, C is the classifier and p is image 2.
After the pixels have been classified, we repeat the hypothesis test via segmentation
as seen in stage 3.

S = AC(Q)

E=

w||S ∩ Q|| w||S∆Q||
−
||S ∪ Q||
||S ∪ Q||
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(3.11)

(3.12)

The additional term w in Equation 3.12 is a weight based on the similarity of the
pixel regions size. This term favours a second object that is of a similar size to the
first object found, hence increasing the systems robustness to noise.

w=

||||S|| − ||Q||||
max{||S||, ||Q||}

(3.13)

From experimentation I found that a similarity measure of greater than 0.16 implies a second object found. A visual representation of this process can be seen in
Figure 3-7.
Figure 3-7: This figure shows the process of Stage 4 applied to the current frame.
Left: The current frame; Centre: The classification at pixel level using the colour
information from image 1; Right: The segmented region of the hypothesis test.

Assumptions and Weaknesses: The classifier will only be useful if the segmentation in stage 3 was successful. The classifier will break down if the object changes
colour due to its movement, perhaps due to the object’s orientation in the scene with
respect to the light sources.
Also it is worth noting that both stages 3 and 4 rely on the ability of the segmentation technique to encapsulate the object.

3.3

Comments

An important note to make about the system is that it can be seen as a framework for
future systems rather than a single solution to the problem. The system comprises of
two main sub algorithms, namely image interpolation and segmentation. Currently I
am endeavouring to use techniques that balance efficiency and accuracy but each of
these subdomain contain vast amounts of research. I am confident that the tuning of
the algorithms used by comparing them with alternative algorithms will improve the
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overall effectiveness of the system. However an in-depth study of image interpolation
and segmentation techniques was out of the scope of this project.
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Chapter 4
Evaluation
In evaluating the system I used the same dataset that was described in the comparison
of the Literature Review. I will now give more a more formal description of the dataset
before presenting the results.

4.1

Dataset

The dataset comprises 80 examples of abandoned, removed and moved objects. The
first 40 examples are abandoned and removed and the remainder are moved objects.
Each example contained two images. The first was used as a background model
and the second was used as the current frame, similar to how the ASODds dataset
presents each example [40]. However my dataset differed from the ASODds dataset
in three ways. First we used only a subset of the example cases as ASODds is highly
redundant and presents similar examples up to 50 times. The second was the removal
of any CANDELA and CVSG data being used as all techniques appear to correctly
classify these. The third difference was inclusion of moved objects.
The creation of the dataset involved two parts. Firstly, I used examples of of abandoned, removed and moved objects from PETS 2006, PETS 2007, VISOR, CVSG,
AVSS 2007, CANTATA. As non of these datasets were intended for moved object, I
found examples of people moving between adjacent frames.
The second was the creation of 18 examples of moved object in natural scenes
around Trinity College Dublin. The dataset incorporates some highly complex scenes
such as the movement of wires, thin chairs and tables and low contrast scenes. These
examples were intended to test the robustness of the system to more realistic complex
world challenges than were presented in the benchmark dataset.
Figure 4-1 shows examples from the taken from the CAVIAR dataset. In Figure 43, abandoned objects from PETS2006 are presented. Figure 4-2 presents examples
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of abandoned and removed objects from the VISOR dataset and Figure 4-5 show
examples of moved objects taken at Trinity College Dublin. To supplement the moved
objects found, adjacent frames with moving objects were used. These can be seen in
Figure 4-4

Figure 4-1: This figure shows four examples of abandoned and removed objects from
the CAVIAR dataset that were incorporated into our dataset. Each example, A-D,
presents the background model (left) and current frame (right).

A)

C)

B)

D)

Figure 4-2: This figure shows four examples of abandoned and removed objects from
the VISOR dataset that were incorporated into our dataset. Each example, A-D,
presents the background model (left) and current frame (right).
A)

C)

B)

D)

4.2

Results

I have presented the results in confusion matrix format such that the rows represent
the truth values and the columns represent the systems classification. The ideal
matrix would thus be to only have values along the diagonal.
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Figure 4-3: This figure shows six examples of abandoned and removed objects from
the PETS 2006 dataset that were incorporated into our dataset. Each example, A-F,
presents the background model (left) and current frame (right).

A)

D)

B)

E)

C)

F)

Figure 4-4: This figure shows six examples of moving objects from PETS 2006 and
2007. Two adjacent frames can act as a background model and current frame.

A)

C)

B)

D)
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Figure 4-5: This figure shows examples of moved objects that were incorporated
into our dataset. Each set of adjacent frames show the background model (left) and
current frame (right).
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Our System Outcomes
Results
Abandoned Removed Moved
Abandoned
27
0
0
True
Removed
0
13
0
Annotations
Moved
0
4
36
Comparing this to the active contour classification algorithm [31], which was previously the state of the art at static foreground classification, the benefit of the proposed
system is emphasised.
Previous State of the Art
Results
Abandoned Removed Moved
Abandoned
27
0
n/a
True
Removed
0
13
n/a
Annotations
Moved
16
24
n/a

4.3

Quantitative Evaluation

Following the multi-class classification metrics described in Appendix D, I have used
them to evaluate the system.
Overall Accuracy
Abandoned Accuracy
Removed Accuracy
Moved Accuracy

0.95
1.00
1.00
0.90

The system clearly operates at a high level of accuracy when faced with abandoned, removed and moved examples. It is also important to note its relative success
even in the previously studied abandoned and removed classification. Below I present
the results of our system when faced with only abandoned and removed objects compared to the state of the art techniques.
Algorithm
EE
II
CHC
CR
SRG
AC
Our Method

TP TN FP FN
19 11
8
2
25 12
2
1
26 12
1
1
16
5
11
8
27 12
0
1
27 13
0
0
27 13
0
0

Accuracy Recall
0.8182
0.5294
0.9615
0.9259
0.9630
0.9630
0.6667
0.5926
0.9643
1.0000
1.0000
1.0000
1.0000
1.0000
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Precision Specificity
0.6667
0.5789
0.9250
0.8571
0.9500
0.9231
0.5250
0.3125
0.9750
1.0000
1.0000
1.0000
1.0000
1.0000

I have shown that the proposed system matches the state of the art in abandoned
and removed classification and exceeds these standards by correctly classifying 90%
of moved objects also.
The results of the new system is amplified when compared to abandoned and
removed classifiers applied to moved objects. It is important to realise the lack of
consistency of previous methods when they are faced with moved objects. I have
applied the abandoned and removed classification algorithms to the moved object
examples and tabulated the results below.
Algorithm Abandoned Removed
EE
20
20
II
22
18
CHC
21
19
CR
17
23
SRG
22
18
AC
16
24
The above table uses the same algorithm acronyms as seen in Section 2.9. As seen
in the table above, the algorithms cannot deal with a moved object in a consistent
manner. This leads to inefficient use of resources and may create vulnerabilities which
can ultimately be exploited by malicious individuals. The new system surmounts this
challenge.

4.4

Qualitative Evaluation

While the quantitative results show the impressive performance of the system it is
also important to assess the qualitative performance. That is to say I will now show
images of some of the examples as the system is performed on them. Figure 4-6, 4-7
and 4-8 shows these examples and more such examples are given in Appendix G.
By analysing each stage it is seen that the system performs as desired. In Figure 46, a bag is abandoned. The convex polygon correctly encapsulates the the region
that the bag occupies in the current frame. When inpainting is applied the ‘true’
background is not exactly the same as the scene prior to the abandonment of the
bag, creating some noise in the difference map. However, when the hypothesis test
is applied this noise is removed and the current frame is found to have the object
in it. Using the colour information from the bag found in the current frame, the
background model inspected. Misclassification of some pixels occurs, but after the
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hypothesis test is applied the background model is deemed not to contain an object
and the scenario is classified as abandoned.
In Figure 4-7, a more complex example is presented as the colour of the moved
coat is similar to the table behind it. This causes the segmentations used during the
hypothesis tests to be imperfect. Despite this the system correctly classifies the scene
as containing a moved object.
Over all the system uses algorithms that are prone to noise, such as difference
maps, inpainting, segmentation and pixel level classification. Despite this, misclassifications are avoided by using testing the results of the algorithms against one another.
This leads to a robust classification system.
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Figure 4-6: This figure shows a sample example of an abandoned object being classified. Row 1 (Top): The background model and current frame respectively; Row 2:
The convex polygon about the static foreground; Rows 3-4: The background model
/ current frame and thresholded difference maps; Rows 5-6: The difference map and
resulting segmentations; Row 7 (Bottom): The pixel level classifier used to search for
a second object and resulting segmentation.
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Figure 4-7: This figure shows a sample example of an moved object being classified.
Row 1 (Top): The background model and current frame respectively; Row 2: The
convex polygon about the static foreground; Rows 3: The background model / current
frame and thresholded difference maps; Rows 4: The difference map and resulting
segmentations; Row 5 (Bottom): The pixel level classifier used to search for a second
object and resulting segmentation.
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Figure 4-8: This figure shows a sample example of an abandoned object being classified. Row 1 (Top): The background model and current frame respectively; Row 2:
The convex polygon about the static foreground; Rows 3-4: The background model
/ current frame and thresholded difference maps; Rows 5-6: The difference map and
resulting segmentations; Row 7 (Bottom): The pixel level classifier used to search for
a second object and resulting segmentation.
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Chapter 5
Conclusion and future work
The classification of static foreground has not received much attention from the research community despite its wide range of uses in automated surveillance. The
existing literature was limited to classifying static foreground as caused by either an
abandoned or removed object. This did not give systems the flexibility to cope with
moved objects, such as a bin falling over in the wind.
This project first presents an in-depth analysis of the current techniques in abandoned and removed object classification. The previous research is split into four
categories of techniques. The first uses the prior that an object should create additional edges about its perimeter and the static foreground is a good estimation of the
position of the object in one of the frames. The second category of techniques uses
the prior that the interior of the static foreground should be more similar to the rest
of the scene when no object is present. The third category presumes that the frame
without the object should be more similar to an inpainted frame. Finally, the forth
category uses the prior that if an object exists in the static foreground then the region
should be easily segmentable. It is important to note that all of these techniques rely
heavily on the static foreground being a strong indicator of the position of the object
in one of the frames.
I implemented the six most prevalent algorithms and compared them on a dataset
of 40 examples of abandoned and removed objects. I found that the segmentation
based techniques performed the best, closely followed by the inpainting based techniques.
When also wishing to classify moved objects two new issues were presented. First,
the static foreground was no longer a good indicator of where the object was in either
single frame. Second, due to the nature of multi-class classification more then a single
comparison between the two frames was required.
I proposed a four stage system to overcome these issues. Leveraging the strengths
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of previous abandoned and removed classifiers, the system combines image inpainting,
pixel level classifiers and image segmentation to create robust classifications. The first
two stages overcome the issues associated with the static foreground of moved objects.
This uses image inpainting to approximate the true background before finding its
differences with the background model and current frame. The latter stages deal
with the multi-class classification. This is achieved by a combination of pixel level
classification and region level segmentation.
The proposed system proved to be capable of correctly classifying the static foreground with an accuracy of 95%. Moreover, when the system classified the dataset
in the absence of moved objects it matched the accuracy of the current state of the
art classifiers.
While the system has shown the ability to exceed the accuracy of the state of the
art static foreground classifiers, it is a long way from human level scene understanding.
To start, the system is only capable of classifying non occluded static objects. The
system is also not able to recognise objects, such as humans, who we may not wish
to classify as an abandoned, removed or moved object.
We are a long way from fully automated surveillance. To achieve this a far deeper
level of scene understanding is required. For example, in the case of doors opening
and closing we may not wish to label these as abandoned or removed but without a
high level recognition this is not achievable. Other examples include filing cabinets
being opened and closed in an office environment. While these examples may seem
simplistic they are far from it and understanding the components and behaviours of
people and objects in scenes has not yet been achieved.
Despite not solving the larger challenge of fully autonomous surveillance, the
described system does take another small step in addressing and overcoming the
issues faced by the field. The project has highlighted the weaknesses of current static
foreground classification and presented a solution to increase the effectiveness of the
classification in less confined environments.
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Appendix A
Edges and the SUSAN filter
The most primitive description of edges in images is the derivative of the image.
An greyscale image may be represented an asurface in three dimensional space. In
this representation the x and y axis correspond to the pixel location and the zaxis corresponds to the intensity value. In Figure A I have shown the frame from
the CAVIAR example with the bag in it that is used through out Chapter 2. The
derivative of an image is simply the slope of the surface with respect to the intensity.
Figure A-1: This figure shows one of the example cropped frames in the CAVIAR
dataset so a surface plot. Left: A view of the surface looking down the z-axis as that
the surface is viewed in the image; Right: A view of the surface looking towards the
y-axis allowing us to see the low dark pixels and high bright pixels

To derive an algorithm to find the derivative of the image let us first consider the
derivative of a one dimensional signal f .
df
f (x + ∆) − f (x − ∆)
=
dx
2∆
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(A.1)

Equation A.1 is known as the centred difference formula. Unfortunately, as we
are dealing with a discrete image as oppose to continuous surface the smallest ∆ is
the distance between pixels (i.e. our sampling rate). As we would like to find the
derivative, or more formally an approximation of the derivative in discrete space, we
can simplify Equation A.1 to the convolution between f (x) and an operational mask
that applies the derivative based on neighbouring pixels.

1
df
≈ f (x) ∗ [−1, 0, 1]
dx
2

(A.2)

To extend this to both the x and y dimension we can apply apply the operation to
both dimensions independently and combine them to find the magnitude and direction
as seen below.

p
||fxy || ≈ fx2 + fy2
Θ ≈ arctan(fy , fx )

(A.3)

This primitive description of edges does not account for noise nor does it find well
defined edge contours. Sobel filters improve on this by incorporating smoothening
in the direction orthogonal to the derivative operation. Equation A.4 shows a Sobel
filter as applied in the x-direction of the image. Notice how in the y-direction there
is smoothing similar to a gaussian filter.


−1 0 1
df
1

≈ f (x) ∗  −2 0 2 
dx
8
−1 0 1


(A.4)

Canny edge detection [41] endeavours to find clean sharp lines as oppose to the
previous gradient maps which are smooth and non-binary. This is achieved through
non-maxima suppression, where by only the pixels with the greatest local gradient
magnitude are not suppressed, followed by edge tracing and hysteresis thresholding,
which uses two thresholds to find the major edges despite the possibility of non
uniform edge response along continuous edges.
The final edge detector I will mention is the SUSAN edge detector [42]. The
SUSAN edge detector uses a circular mask to give isotropic responses and has gaussian
weightings to give resistance to noise. The mask passes over every point on the image
and compares each pixel with its surrounding pixels. Originally the comparison made
with the neighbouring pixels was as in Equation A.5
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Figure A-2: The figure shows three types of edge detectors as applied to our example
cropped frame. Left: Sobel Filter; Middle: Canny Filter; Right: SUSAN filter (no
non-maximum suppression, thinning and sub-pixel estimation)

(
c(~r, r~0 ) =

1 if |I(~r) − I(~
r0 )| > t
0 if |I(~r) − I(~
r0 )| > t

(A.5)

However this was subsequently refined to the more stable and equivalent comparison in Equation A.6.

c(~r, r~0 ) = e−

I(~
r )−I(r~0 ) 6
t

(A.6)

In both Equation A.5 and Equation A.6, r0 is the nucleus or enter pixel and r is
a given pixel in the SUSAN filter mask. Irx denotes the intensity of pixel rx . A fixed
threshold t is set to the minimum edge difference to be expected. Finally c(~r, r~0 ) is
the resulting comparison between ~r and r~0 .
This comparison is done for each pixel within the mask, and a running total, n,
of the outputs c is made.

n(~
r0 ) =

X

c(~r, r~0 )

(A.7)

~
r

Next each pixels n value is compared to a geometric threshold g to determine if
the sum of the comparisons made are likely to be an edge or just due to some salt
and pepper like noise. It is recommended that g is set to 43 nm ax(~r).
(
R(~
r0 ) =

g − n(~
r0 ) if n(~
r0 ) < g
0
if n(~
r0 ) ≥ g
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(A.8)

Often finding only the SUSAN gradient magnitude is required in which case the
algorithm is complete at this stage. However the full expansion of the SUSAN filter
also includes non-maxima suppression and edge tracing similar to Canny filtering.
As you may have noticed, due to the isotropic nature of the filter there is no
direction associated with R(~
r0 ). This is an issue if we wish to apply non-maxima
suppression as we do not wish to suppress all points along the edge but only those in
an orthogonal direction to the maximum edge. Smith[42] proposed to find the edge
direction by identifying long axis of symmetries in the edges.
In the first instance we can find ‘inter-pixel edges’, i.e. edges which lie between
pixel boundaries. In this case the center of mass can be found as follows.

P
~rc(~r, r~0 )
~r¯(~
r0 ) = P~r
r, r~0 )
~
r c(~

(A.9)

In the case of ‘intra-pixel edges’, i.e. when the edge lies toward the centre of a
pixel, the edges can be determined as follows.

(x −¯x0 )2 (~
r0 ) =

X
(x − x0 )2 c(~r, r~0 )

(A.10)

~
r

(y −¯y0 )2 (~
r0 ) =

X
(y − y0 )2 c(~r, r~0 )

(A.11)

~
r

¯ − y0 )(~
(x − x0 )(y
r0 ) =

X
(x − x0 )(y − y0 )c(~r, r~0 )

(A.12)

~
r

The ratio of (x −¯x0 )2 to (y −¯y0 )2 is used to determine the angle of the edge and
¯ − y0 ) is used to determine if it is a positive or negative gradient.
(x − x0 )(y
The SUSAN edge detector has been praised for its sub pixel accuracy and invariance to scale. Most edge detectors perform differently depending on scale and thus
create curves in scale space. This feature makes the SUSAN filter desirable in some
applications.
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Appendix B
Seeded Region Growing Algorithm
The seeded region growing algorithm was introduced as an image segmentation technique by Adams and Bischof [29]. A major attraction of the algorithm was that it
was free from tuning parameters, robust and rapid.
The algorithm starts with a set of pixels {S1 , S2 , S3 ...Sn }, known as seed pixels.
These seed evolve into homogeneous regions, {R1 , R2 , R3 ...Rm }, by joining neighbouring pixels are deemed similar to the seed and the members that have already joined
the region. The member pixels of a region are known as allocated pixels and those
outside a region are known as unallocated pixels.
For every pixel adjacent to a seed or region and test is performed described be
Equation B.1.

δ(x, y, Ri ) = |g(x, y) − g(Xic , Yic )|

(B.1)

In Equation B.1, x and y are the location of the pixels under inspection that
is a neighbour of region Ri . We are interested in how similar the pixel is to the
neighbouring region. The measure of similarity is the absolute difference between
g(x, y), colour of the pixel, and g(Xic , Yic ) the average colour of the region.
If the δ(x, y, Ri ) is low then the pixel and the region are similar and the pixel
becomes a member of the region Ri .
In the seeded region growing algorithm used for abandoned or removed object
classification, all the seeds begin in the interior of the static foreground. The idea
is that if the object is assumed to be a homogeneous region and not homogeneous
with the surrounding scene, then seeded region growing should be able to segment
the object from the rest of the scene.
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Appendix C
Active Contours
Active contours are a contour fitting and segmentation technique proposed by Kass
et al. [30]. The active contour model endeavours to minimise an energy function that
comprises of internal and external forces. The original active contour model is known
as a parametrized model but many changes have been made to the active contour
model which improve upon its characteristics, such as geodesic active contours. Active
contours were made wide spread by Blake and Isard [43].

Z

b
0

2

Z

a

00

2

Z

|c (q)| dq + γ

|c (q)| dq + β

J(c) = α

b

b

g 2 (| 5 I(c(q))|)dq

(C.1)

z

a

In Equation C.1, J is the energy which we wish to minimise, c is the contour
which is parametrized by q, and g is the field which we are using to search for the
contours. The first two integrals limit the first and second order continuity, creating
smooth contours. These can be weighted using α and β. We call these two integrals
the internal forces of the contour as they are not influenced by the image but rather
the current state of the contour.
The third integral is of g which is usually set as the normalised inverse of the
image gradient. This can be formulated as follows.

g 2 (| 5 I(c(q))|) =

1
(1 + | 5 I(c(q))|)2

(C.2)

In Equation C.2, I(c(q)) is the image’s intensity along the parameterised contour
c(q).
The reasoning behind the formulation of g is that we want edges to decrease the
energy function. This causes the contour to have local minima about edges.
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Using the associated Euler-Lagrange equations, we can deform a contour c incrementally based upon J(c) until we find a state that converges, i.e. a local minima
of J(c) . Figure C shows an initial contour deforming to fit a number of shapes in
natural images.
Figure C-1: The figure, taken from Li, Chunming and Xu [44], shows results of
narrowband implementation of the DRLSE model (level sets implementation of active
contours) for five real images. Top: Initial contours; Bottom Segmentation

The implementation active contours I have used in this project was developed by
Li, Chunming and Xu [44] and has been selected due to its advanced robustness to
discretisation errors and re-initialisations.
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Appendix D
Performance Metrics
The performance metrics for binary classifier were taken from Dawson-Howe [45].
There are four main performance metrics obtained; Recall, Precision, Accuracy and
Specificity.
For binary classification their are four possible outcomes.
True Positive (TP) The sought objects classified correctly.
True Negative (TN) The not sought objects correctly classified.
False Positive (FP) The not sought objects incorrectly classified.
False Negative (FN) The sought objects classified incorrectly.
I define the sought objects to be those which were abandoned, although this is
arbitrary.
Recall is the fraction of objects being sought that are correctly classified, or in
other words the fraction of abandoned objects which were in fact abandoned.

Recall =

TP
TP + FN

(D.1)

Precision is the fraction of positive classification which are correct. In the experiments this is the number of correctly classified abandoned objects as a fraction of the
number of classified abandoned objects, i.e. they may have been incorrectly classified.

P recision =
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TP
TP + FP

(D.2)

Accuracy is the fraction of correctly classified objects over the number of objects
classified. This is the fraction of how often the system was right.

Accuracy =

TP + TN
samples

(D.3)

Specificity (true negative rate) is the fraction of negative classifications which are
right.

Specif icity =

TN
FP + TN

(D.4)

In multi-class classification there are more than two outcomes and hence many of
these metrics are ill defined. We still use accuracy as the fraction of how often the
system was right.

Accuracymulti−class

P
(y = ytruth )
=
samples

(D.5)

In the above equation y is the systems classification and ytruth is the true annotation.
As well as performance metrics, it is important to have a defined method to display
our results. For multi-class classification we use a confusion matrix. The matrix is
a square matrix of size N × N , where N is the number of classes. The matrix maps
the systems outcomes, the columns, to the true annotated labels, the rows. An ideal
system will have a diagonal matrix as the confusion matrix.
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Appendix E
Quadratic Classifiers
Classical discriminant analysis endeavours to label each data point to a class. It is
assumed that each data point x can come from any class, K, with probability qK .
Each class is further assumed to be a normal probability distribution with mean µK
and covariance matrix ΣK . The classification of the data x is the class with the
maximum probability that it was sampled from the classes associated distribution.
The training of the classifier is to estimate the mean and covariance matrices for
each class. As we know both the class and the value of the data point during training
we can find the mean as follows.

P
µK =

xn
||k||
n∈k

(E.1)

The covariance matrix can be established as seen below.

P
ΣK =

− µK )2
Nk − 1

n∈k (xn

(E.2)

If the covariance matrices are assumed equal, we have a linear classifier as the
decision boundary between classifications is alone straight lines. If they are not
assumed equal then it is known as a quadratic classifier.
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Appendix F
Image Interpolation - Soap Film
Problem
There are many techniques that endeavour to estimate an unknown region of an
image based on information from the rest of the image. This class of algorithms is
known as image interpolation. Some techniques use global image statistics to find
the maximum likelihood of the region’s pixels [20], others endeavour to propagate
features such as edges and flood fill planar regions [19]. The technique I used in the
system is known as the ‘Soap Film Problem’, which provides a rapid approximation.
The most intuitive explanation for the image interpolation is as follows. Imagine
the outer pixels of the unknown region were in fact a wire in three dimensional space.
The wire is a loop such that dark pixels are further away in the z-axis and white
pixels are closer. The approximation of the unknown region is akin to the surface of
a soap film, or minimum surface, that would be created by dipping the wire into soap
water [46].
More formally, each pixel in the unknown region is the mean value of its neighbours.

P
p ij =

k

k

pk

(F.1)

In Equation F.1, pi,j is the pixel in the i, j position and k indexes each of the
pixel’s neighbours. This is a linear equation and can be reformulated as follows.

Ap = x
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(F.2)

In the above equation, A is a known sparse matrix that represents the relations of
a pixel with its neighbouring pixels as seen in Equation F.1, p is the vectors of pixels
and x are a combination of zeros and the boundary pixels. This system is sparse
linear system and is easily solvable using standard linear algebra.
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Appendix G
Further Examples of System
Performance
Figures G-1, G-2, G-3 and G-4 show examples of abandoned, removed and moved
objects being classified. The top row of each figure background model (left) and
current frame (right). Below this is the polygon that encapsulates the object in
the two frames. Finding this polygon is stage one of the system. The third and
forth rows down show background and current frame next to the unpainted image
and the thresholded difference maps. These rows relate to stage two of the system.
The segmentation test is used to identify how well the difference maps correspond
to regions of the image. Once an object is found in either the background model or
current frame, a classifier is applied to the opposite frame and the segmentation test
is performed once again.
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Figure G-1: This figure shows a sample example of an abandoned bag being classified.
Row 1 (Top): The background model and current frame respectively; Row 2: The
convex polygon about the static foreground; Rows 3-4: The background model /
current frame and thresholded difference maps; Rows 5-6: The difference map and
resulting segmentations; Row 7 (Bottom): The pixel level classifier used to search for
a second object and resulting segmentation.
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Difference map
with `true'
background

Difference map
with `true'
background

Segmentation test on
background model

Segmentation test
on current frame

Pixel level classifier
and segmentation test
on second image
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Figure G-2: This figure shows a sample example of a removed car being classified.
Row 1 (Top): The background model and current frame respectively; Row 2: The
convex polygon about the static foreground; Rows 3-4: The background model /
current frame and thresholded difference maps; Rows 5-6: The difference map and
resulting segmentations; Row 7 (Bottom): The pixel level classifier used to search for
a second object and resulting segmentation.
Original images
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Difference map
with `true'
background

Difference map
with `true'
background

Segmentation test on
background model

Segmentation test
on current frame

Pixel level classifier
and segmentation test
on second image
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Figure G-3: This figure shows a sample example of a moved fire extinguisher being
classified. Row 1 (Top): The background model and current frame respectively; Row
2: The convex polygon about the static foreground; Rows 3-4: The background model
/ current frame and thresholded difference maps; Rows 5-6: The difference map and
resulting segmentations; Row 7 (Bottom): The pixel level classifier used to search for
a second object and resulting segmentation.
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Difference map
with `true'
background

Difference map
with `true'
background

Segmentation test on
background model

Segmentation test
on current frame

Pixel level classifier
and segmentation test
on second image
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Figure G-4: This figure shows a sample example of a moved person being classified.
Row 1 (Top): The background model and current frame respectively; Row 2: The
convex polygon about the static foreground; Rows 3-4: The background model /
current frame and thresholded difference maps; Rows 5-6: The difference map and
resulting segmentations; Row 7 (Bottom): The pixel level classifier used to search for
a second object and resulting segmentation.
Original images

Convex polygon

Difference map
with `true'
background

Difference map
with `true'
background

Segmentation test on
background model

Segmentation test
on current frame

Pixel level classifier
and segmentation test
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