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Abstract

Transformer architectures have become state-of-the-art in multiple machine learning contexts
and have seen large success as the foundational model that large language models (LLM’s) are
built on. Hyperparameter optimisation (HPO) has a significant impact on the performance,
e [ciehcy and stability of these models. The current literature, however, provides almost
no significant comparison of HPO methods on these models, therefore providing minimal
guidance to practitioners as to what HPO methods should be selected to e [edtively optimise
these transformer models for given contexts. This dissertation benchmarks five state-of-the-art
HPO methods: Random Search, Gaussian process—based Bayesian Optimisation (BayesOpt),
Asynchronous Successive Halving (ASHA), Bayesian Optimisation with Hyperband (BOHB),
and Population-Based Training (PBT) on a small-scale GPT-2 Style decoder-only transformer
model, trained on a tractable "TinyShakespeare" dataset. This dissertation compares HPO
methods in both a low-dimensional search space, focusing on 5 optimiser hyperparameters
and an 11 hyperparameter higher-dimensional search space, which mixes both model and
architecture hyperparameters. A small screening test is conducted, testing 9 configurations
of each HPO method to identify a representative configuration for each HPO method per
dimensional test to ensure fairness. Performance of each optimal optimiser configuration
is compared across 10 seeds, using mean and standard deviation of current best validation
loss against wall clock time and an anytime criterion of AUC of best-so-far regret. All HPO
methods are implemented in RayTune to ensure fairness and reproducibility.

The results of the low-dimensional test show that BayesOpt, combined with ASHA, o Lerk the
best performance in terms of the best final validation loss achieved, while standard ASHA
achieves the best anytime performance. The results of the high-dimensional test outline stan-
dard ASHA as being the most reliable and e [cieht algorithm overall, achieving the second
lowest final validation loss, with PBT narrowly achieving the lowest final validation loss, right
at the end of the optimisation period. ASHA, however, achieves the highest anytime score
and lowest standard deviation while outperforming PBT for the majority of the optimisation
process; therefore, it is recommended as the most reliable option in this higher-dimensional
search. BOHB proves competitive in the lower dimensions; however is less competitive in
the higher-dimensional search space. All HPO methods outperform the random search base-
line. Therefore, these findings argue that for the given testing context, the choice of HPO
optimiser should be decided based on the dimensionality of the hyperparameter search space.
BayesOpt with ASHA is recommended for low-dimensional spaces, whereas standard ASHA is
recommended for high-dimensional search spaces where anytime performance and stability are
prioritised, whereas PBT is recommended if final validation loss is the ultimate priority.
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1 Introduction

HPO is now a key concern in applied Machine Learning (ML) [7]. Modern Deep learning

(DL) models expose a large number of complex and interdependent hyperparameters that
have a signi cant e ect on the overall performance of an ML algorithm and vary in

importance and impact across di erent datasets [8]. Additionally, as state-of-the-art deep
learning models such as the Transformer, which is the foundation of all large language
models, continue to increase in size and complexity, the cost of evaluating these models also
increases, making simplistic or manual search increasingly impractical [9, 10].

This dissertation investigates the question of "How best to optimise hyperparameters" for a
small-scale contemporary deep learning problem. Speci cally, this dissertation compares ve
current state-of-the-art HPO optimisation families: Random Search, Gaussian Process-based
Bayesian Optimisation (BayesOpt), Asynchronous Successive Halving (ASHA), Bayesian
Optimisation with Hyperband (BOHB) and Population-Based Training (PBT). These
algorithms are chosen as they have been shown to perform well across di erent benchmarks
in the eld and represent the most common and practically available optimisation methods
for this problem type. The work presented in this dissertation focuses on evaluating these
methods using a realistic yet tractable small-scale GPT-2 style decoder-only transformer
trained on the TinyShakespeare dataset. The smaller-scale nature of this model and data set
allows for many controlled trials to be evaluated within the xed budget constraints of this
research. Therefore, laying the groundwork for future larger-scale experiments to build on
the work presented in this dissertation.

1.1 Problem Statement and Motivation

The HPO methods mentioned above, in isolation, are already well motivated; however are
further motivated by the lack of systematic apples-to-apples comparisons of these methods
across di erent search space dimensions and budgets for optimising the Transformer model.
These methods have been compared in prior work; however, comparisons typically focus on
classical models and small search spaces or isolated benchmarks. There is a very limited
number of papers that compare these HPO methods in a controlled and reproducible setting



using transformer models. The one signi cant paper found in the literature that performs a
comparison of HPO methods on a transformer model compares PBT against a baseline
model that was formulated using a combination of extensive Bayesian optimisation and
manual tuning; however, no other implementation details are given, outlining the Bayesian
method used, time and computational budget used etc. Additionally, this paper only
compared one method; therefore, the literature is entirely lacking a comparison and
benchmark of various state-of-the-art HPO methods on Transformer models, for a range of

di erent applications and data sets. Practitioners are therefore left with little guidance as to
which HPO methods are preferable for transformer models, especially as the hyperparameter
search space increases. This dissertation aims to address this gap by rigorously testing and
comparing the HPO methods mentioned in both low and high-dimensional hyperparameter
search spaces under fair, reproducible and controlled conditions. This dissertation focuses on
small-scale transformer models to lay a foundation for future research to expand on the
ndings and pipeline presented.

Research Objective This dissertation outlines three primary research objectives:

1. To Benchmark the current state-of-the-art HPO methods of Random, BayesOpt, ASHA,
PBT and BOHB on a small-scale GPT-2 Style transformer for a language modelling task
across a high and low-dimensional hyperparameter search space.

2. To analyse trade-0 s between e ciency and e ectiveness of these methods by reporting,
best so far loss values against wall clock time, variance across seeds, an anytime AUC metric
to evaluate the time to quality of each method and also convergence time and

behaviours.

3. To provide practical recommendations for practitioners on the best HPO methods to use
on small-scale GPT-style language modelling tasks on a similar data set to the one presented
in this dissertation across high and low-dimensional search spaces. Providing generalisable
recommendations about HPO methods outside of the context of this model, problem, and
dataset is outside the scope of this dissertation.



2 Literature Review

2.1 Fundamentals of Hyperparameters

2.1.1 De nition and Role

In ML, “hyperparameters' refer to the tunable parameters that the implementer of a given
model or algorithm must choose [11]. These di er from the model “parameters', which refer

to the values learned by the algorithm based on the training data processed by the model
[12]. Hyperparameters are present in almost all ML algorithms, for example: the number of
layers, learning rate and batch size are typical hyperparameters for a Neural Network (NNs),
the sample size and replacement strategy are random forest hyperparameters, and the choice
of kernel and regularisation factor "C' are typical hyperparameters of a Support Vector
Machine (SVM) [13 15].

2.1.2 Deep Learning Models and Hyperparameters

DL refers to an Arti cial Neural Network (ANN) that has more than one hidden layer,

referred to as "Deep Neural Networks (DNNs)". DNNs combine layers of nonlinear
computational units to extract features from large amounts of data [16]. The initial layers of
the model learns simple features, whereas deep layers map to more complex features of the
data. These models are well-suited for learning patterns and knowledge from large amounts
of data. As a result, DL has been successfully applied in a range of elds including
healthcare, nance, education and manufacturing [17].

2.1.3 Types of Hyperparameters in Deep Learning
DL models have several hyperparameters that must be tuned, relating to:

1. Model Architecture: Number of layers, neurons, activation functions, weight decay,
epochs, batch size, regularisation and dropout. [14]

2. Optimiser related: choice of optimiser and optimiser-speci ¢ hyper parameters,
including learning rate, momentum. [14]

3



The choice of hyperparameters can have a signi cant impact on the performance of a DL
model as outlined in [7], which investigates the e ect of tuning hyperparameters across a
range of DNNs and concludes that the tuning process leads to signi cantly better models.
The paper outlines that model performance varies signi cantly depending on the selection of
hyperparameter values, and the optimal hyperparameter con guration needs to be altered
depending on the dataset being processed [8].

2.2 Manual vs Automated Hyperparameter Optimisa-
tion

A common approach to optimise a DL model is to use an expert in the eld to manually
tune the hyperparameters of the model using their expertise combined with trial and error to
nd optimal hyperparameters [18].

This manual process has several issues:

~ Manual tuning requires both a strong understanding of the model being used, the
e ect of each hyperparameter, and the dataset being used [10].

" The number of tunable hyperparameters for DL models is large, and the model's
themselves are relatively complex to understand.

" Interactions between hyperparameters are often nonlinear.
" Model evaluations are time-consuming and resource-heavy [10].

Overall, manual tuning is both time-consuming and complex, highlighting the need for
automated optimisation methods.

2.2.1 Hyperparameter Optimisation (HPO) and its Importance

Hyperparameter optimisation has become of increasing importance due to the rise in
popularity of Deep Learning (DL) models [16,17]. Given the issues presented with manual
testing, automated methods of nding optimal hyperparameters have been created and
adopted generally within the eld of ML [19]. The most prominent types of automated
hyperparameter optimisation methods are:

1. Grid Search
2. Random Search
3. Bayesian Optimisation

4. Population-based Search



Each of these methods will be described in detail in their own section below.

2.2.2 Deep Learning Models and the Role of Hyperparameters

The current state of the art of these DNNs is the transformer model architecture, initially
introduced by Google in 2017 [20]. The transformer model has seen large success in
application in natural language processing (NLP) tasks, speci cally the use of the
transformer architecture in the BERT model, which is a pre-trained multilayer bi-directional
transformer which allows the model to learn rich contextual representations by factoring in
both proceeding and succeeding tokens in all layers, leading to signi cant improvement in
many NLP based tasks like language translation and question answering [21, 22].

The BERT model has been the foundation on which pre-trained language models such as
GPT-2 have been built, and which has led the way for more complex language models with
many more parameters that make up what has now been coined by the community as
"Large Language Models (LLMs)" such as GPT 3/4, which have received major attention
from both research and industry due to the "emergent" behaviours these models
demonstrate when their parameter counts are increased (e.g. 175B parameter for GPT-3
compared to 1.5B parameters for GPT-2)[9, 21].

The transformer model has also seen success in areas such as computer vision tasks, where
it has achieved impressive performance improvements and state-of-the-art results compared
to the Convolutional Neural Network (CNN) architecture that dominated this eld previously
[23,24]. The transformer architecture has also shown promise in medical elds, including
neuroscience and psychiatry, due to its suitability for analysis of complicated, multimodal
medical data containing long-range dependencies between variables, which current CNNs
and Recurrent Neural Networks (RNNs) networks struggle to map due to vanishing gradient
problems [25].

Given that transformer-based models require a large number of parameters and design
choices, e ective HPO is essential for achieving the best performance while still ensuring
stability in training and managing computational costs.

2.3 Hyperparameter Optimisation Methods

Following [26], we de ne the hyperparameter optimisation problem as:

Hyperparameter optimisation (HPO): Let A represent a given learning algorithm or

model with a number of hyperparameter@ = ~".. ., of which the domains, can

n=1

be continuous, integer, binary, or categorical, and could also potentially have a conditional
structure.



Then for a given datasdd, a loss functiorl,, and a method of evaluating performance
V (L, A , Dyain, Dvaiig) that trains A on Dy, and then evaluates the loss functibron
Dvaid, let S(D) denote the distribution oveDy4in, Dvaig) resulting from the protocol on
D.

Therefore, the HPO problem can be de ned as

? = arg n‘;ln E(DtrainvaaIid) S (D) V(L’ A ! Dtrain’ Dva“d) !

Therefore, put simply, the goal of hyperparameter optimisation is to nd a con guration
within the given search space that minimises the loss expected by a given learning
algorithm or model when evaluated on unseen data, estimated using a given validation
protocol. Therefore, many automated optimisation methods have been developed to solve
this problem and will therefore be described below.

2.3.1 Grid Search

Explanation of algorithm

The classical automated HPO method uses a simplistic grid search to test various
combinations of hyperparameters across a range of values [27]. A true grid search considers
the entire parameter search space in its search; however, in practice, each hyperparameter is
given a speci ¢ range as well as an evaluation interval to reduce the number of
hyperparameters that need to be evaluated [28]. Essentially, checking values of 1, 2, 3, etc.
is used instead of continuous values of 1 to the range limit. Figure 2.1 shows how the grid
searches through all hyperparameter combinations using uniform spacing between
combinations, whereas random search does not.

Figure 2.1: Grid Search vs Random Search [1]



Bene ts of Grid Search

Grid search is simple to understand and implement, making it more accessible to researchers
with limited ML knowledge and expertise [27,29]. Additionally, grid search does not have
optimiser-speci ¢ hyperparameters to set, unlike other methods such as Bayesian,
Population-based or Hyperband [30].

Grid search has been proven to outperform manual search given the same time scale and
computational budget, further supporting its superiority over manual tuning. [29, 31]

A signi cant advantage of grid search is that the algorithm is "embarrassingly parallelisable",
due to the independent and non-sequential treatment of hyperparameters [30, 32]. This
structure means that in theory, the algorithm scales linearly based on the number of

compute resources available [32]. However, as outlined by this linear scaling, it is typically
not the case due to parallelisation overhead (including scheduling, worker co-ordination and
data serialisation), varying training times depending on hyperparameter choices and resource
limitation and bottlenecks such as limited memory, CPU/GPU time, disk 1/O, etc [32].

In theory, grid search is guaranteed to nd the optimal hyperparameters, given that the
search space is large enough and the level of granularity is small enough.

Criticisms of Grid Search

Although there are many advantages of grid search, in reality, this exhaustive search is not
feasible for larger hyperparameter searches [27, 33].

Grid search su ers from what is typically referred to as the "curse of dimensionality”, which
outlines how the number of hyperparameter combinations to be evaluated grows
exponentially as the number of hyperparameters increases [30, 32]. For example, a grid
search over 2 hyperparameters with ranges 1 to 5 results in 25 combinations; however, 3
hyperparameters over the same ranges leads to 125 combinations total. From this, it is clear
how higher-dimensional searches become infeasible [27, 30, 33].

Another criticism is that grid search does not intelligently explore the search space by
disregarding gained knowledge of the search space from previous examples, meaning that
previous evaluations have no impact on new exploration and disregards any information
gathered on the importance of one hyperparameter compared to another, which could be
used to more intelligently distribute resources away from insigni cant hyperparameters and
towards more impactful hyperparameters [27,32,33]. Additionally, relationships between
hyperparameters are not modelled as all hyperparameters are treated as independent
variables [27,29,32]. As a result of this unintelligent search, typically, resources are wasted
on combinations that vary very minimally from other combinations, leading to very similar or
suboptimal results [32, 33].



Grid search requires the user to specify the ranges and granularity of the hyperparameter
values to be explored, meaning that the values chosen may exclude the optimal values and
may explore unnecessarily large ranges, therefore wasting time and computation resources
[32 34].

2.3.2 Random Search

Explanation of algorithm

In one paper [28], the authors provide a de nition of random search, which samples values
uniformly from the same distribution that would be explored by a grid search equivalent. As
outlined by the authors, when grid search is compared with random search on the same
hyperparameter search space, random search will nd equivalent or more optimal
hyperparameters in the same time [28]. The authors [28] also outline how random search
becomes more e ective in higher-dimensional spaces when compared to random search,
further supported by [32]. The reason behind this is demonstrated in Figure 2.1, where one
hyperparameter typically has a large impact on model performance compared to another. In
Figure 2.1 a two-parameter optimisation problem is outlined where parameter x1 on the
y-axis has a minimal impact on model performance, whereas parameter x2 on the x-axis has
a larger impact on model performance. Due to the random searches' more distributed
nature, it allows the algorithm to explore more diverse values of the x2 parameter, leading to
nding more optimal values on average when compared with the uniform and overlapping
values explored by grid search, given the same number of points evaluated [28, 33].
Therefore, in search spaces where there is variance between the importance of
hyperparameters and dimensions more than 1 or 2 dimensions, which is typical in neural
networks, random search typically outperforms grid search; therefore, it is a superior baseline
optimiser for neural networks when compared to grid search [28, 32].

Bene ts of Random Search

The primary bene t of random search is that it outperforms grid search when carried out on
hyperparameter dimensions larger than 1 to 2, given the same computational budget
[28,32]. The performance is even more signi cant when there is variance between the
impact of each hyperparameter on the model performance [28]. This situation is typical in
neural networks, as even simplistic models typically have more than 2 hyperparameters, and
each hyperparameter typically has varying impact on model performance, especially across
di erent datasets [35, 36].

With random search, the search trial can be terminated at any stage in the process, and the
trial will still be considered valid. Whereas in grid search, early termination will result in a
biased portion of the search space being explored due to its sequential nature [31].



Another bene t of random search is that trials can be carried out asynchronously, and
additional trials can be added if additional computing hardware becomes available, without
having to re-run the experiment or adjust the grid size [28, 32, 33].

Random search is easier to implement than grid search, as although a range has to be
chosen for each hyperparameter, random search does not require a level of granularity to be
speci ed, as the algorithm will have a uniform likelihood of sampling a value from any value
within the range speci ed [29,32]. This can be adapted to all hyperparameter types, i.e.
discrete, continuous and categorical. This means that only one choice must be made per
hyperparameter in random search, compared to two in grid search [28].

Criticisms of Random Search

Random search is typically less reliable in very low-dimensional search spaces (1 or
2-dimensional search spaces) [28,32]. Random search trades o this lower reliability in these
very low dimensions for e ciency in higher-dimensional spaces [28]. Therefore, for very
low-dimensional search spaces containing one or two dimensions (especially if these
hyperparameter values are of equal or similar importance in relation to model performance),
grid search is a more reliable choice as a baseline [28, 32]; however, in all other cases,
random search is shown to be e ective given the same budget [28, 31].

As mentioned as a criticism of grid search, random search also does not "intelligently"
explore the search space, meaning all information gathered about the hyperparameters is
disregarded (i.e. relationship between and importance of hyperparameters) [27, 33].

In the random search paper [28], an exception appeared in the results for one case where a
sequential combination of a manual search by an expert, combined with a grid search, for a
32-dimensional hyperparameter search on a deep belief network, outperformed random
search. Therefore, one criticism of this algorithm may be that when grid search is paired
with an expert in the eld, it may o er improved performance compared to random search
[28]. However, this only occurred in one instance, and a larger-scale test would need to
evaluate if this is the case. Additionally, the performance of this method is largely dependent
on the knowledge of the expert [28, 33], and therefore, in the majority of cases where there
is limited knowledge on the impact of hyperparameters for a given model and dataset,
random search alone is likely a far more e cient search [31].

2.3.3 Bayesian Search

Explanation of algorithm

Bayesian Optimisation (BO) is a sequential model-based global optimisation method that is
speci cally designed to nd the minimum or maximum of an unknown and computationally



expensive black-box function f(x) [37 39]. BO is particularly e ective when gradient
information about the black box model is not available i.e. gradient-free optimisation
[3,38,40]. This perfectly matches the description of the hyperparameter optimisation
problem of deep neural networks, highlighting the suitability of the Bayesian approach to this
problem [38,41 43].

Critical Algorithm Analysis of Sequential Model-Based Optimisation (SMBO)

BO follows the generic process of a sequential model-based optimisation (SMBO) algorithm
[2] presented in Figure 2.2.

Figure 2.2: Generic SMBO algorithm [2]

The algorithm is as follows:

1. The process begins with either a blank or randomly sampled initial set of observed
hyperparameter con gurations and their associated evaluation values represeHted as
in Figure 2.2 [2].

2. Step 2 in Figure 2.2 outlines that this is an iterative process where the accuracy of the
predicted function is re ned for a given number of iteratidn®r until a stopping
condition is met, such as the di erence between the current best con guration and the
optimal value obtained so far being below a given threshold value.

3. In the SMBO algorithm, the next point to be evaluated)) (& chosen by optimising a
given acquisition functio8 using the current surrogate model Mt-1 [2,37]. The two
di erent surrogate models discussed support di erent acquisition functions; however,
common acquisition functions are Expected Improvement (El), Probability of
Improvement (POI) and Upper Con dence Bound (UCB) [2,42]. The acquisition
function is an estimate of the true objective function, which is cheaper to evaluate,
and is designed to balance exploration (sampling a point from high uncertainty) with
exploitation (exploring values near current optimal solutions) [3,37]. This balance is
what is used to suggest the new point x*. These acquisition functions will be
described in further detail when describing each surrogate model below.

10



. Once the new point®has been chosen by the acquisition function, the point (i.e. the
hyperparameter con guration) is evaluated using the actual expensive black box
function f(x*) to get it's evaluation score [37].

. The new observation point(hyperparameter con guration) and its associated
evaluation score ft) are added to the history of observatioHs[2].

. The updated histord is then used to t a new probabilistic surrogate model, which
is used to approximate the black box objective function and is far cheaper to evaluate.
The two most popular choices of surrogate models are Gaussian Process (GP) and

Tree Parzen Estimator (TPE), with GP being the most popular choice due to its
exibility and ability to model uncertainty. Each of these algorithms is described in
detail in the following section [2,43].

7. Once the iterative process above has completed, the history H is returned, and the
process repeats until the stopping conditioris met [2].

Surrogate Models in Bayesian Optimisation

As discussed, a primary aspect of the Bayesian optimiser is its construction of a probabilistic

surrogate model of the black box function f(x) given the past observations [37,39]. This
model estimates the true function of the expensive black box by creating an estimated
function, which is signi cantly cheaper to evaluate [2,42]. There are a number of options

available for the surrogate model in Bayesian optimisation. The most common methods are

the 'Gaussian Process (GP)' and 'Tree-structured Parzen Estimator (TPE)', and are
discussed further below [2,40].

1. Gaussian Process (GP)

The GP is the most common approach in the literature due to its exibility and ability to

guantify the level of uncertainty in its predictions [2,37]. Given a number of observed points,

the GP approach de nes a prior distribution over functions to create a probabilistic model
[2,42]. The model will then provide a predictive distribution, outlining the mean and
standard deviation for a given point [37]. GP assumes that observations that are located

close to one another have similar evaluation scores, and likewise, the further away one input

is from another, the less likely it is to share a similar evaluation value [38]. Variance is

predicted based on the current available observed points, where points further away from
previously observed points have a higher variance prediction, and similarly, points closer to

already observed points have lower predicted variance [2, 38].

The GP's mean function (X)) estimates the expected value of the true objective function

for a given point, and the covariance function, commonly referred to as the kernel k(x, x'),
calculates the similarity between given outputs and varying input points [38,39]. This kernel
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or covariance function is what allows the model to calculate uncertainty at a given point, as
discussed above. Therefore, the Gaussian process provides a predicted mean and variance or
uncertainty for every hyperparameter point in the search space [3, 37].

Figure 2.3 outlines the GP-based Bayesian optimisation over 3 iterations. For n = 2, the
surrogate model has been t based on the two previous observation points; we can see how
the surrogate model is an approximation of the objective function (this is included in the
diagram but is unknown in reality) [2,3]. The next point to be evaluated is chosen based on
the acquisition function at the bottom of the image; the highest point of this acquisition
function is chosen as the next point to be evaluated [37,42]. This point is chosen to balance
both exploration and exploitation, as already discussed [3,37]. For n = 3, the new
observation Xn in red is evaluated using the expensive black box function, and the surrogate
model and acquisition function are recalculated, therefore updating the posterior mean and
uncertainty [3,38]. The new observation Xn is again evaluated using the expensive black box
function [2,37]. This process is repeated is n = 4 and until the stopping conditibas

been reached [2, 38].

Figure 2.3: Gaussian Process Surrogate Model from paper: [3]

GP supports di erent kernels; however, the most common choices are 'The Squared
Exponential (SE) or Radial Basis Function (RBF) kernel' and 'The Matérn Kernel":

1. The Squared Exponential (SE) or Radial Basis Function (RBF) kernel:

kXi X k2

krer(Xi, %) = {exp >2
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The parameters:

2

; . The signal variance parameter which controls the overall scale of the function va

. The length-scale which controls how quickly the correlation between two points d

kx, xk : The Euclidean distance between two points

This kernel works by calculating the Euclidean distance of the two ploints x k

[42], if the two points are close, then the exponent is close to 0, then the kernel value
will be approximately? otherwise if the two points are far apart then then exponent
becomes large and the kernel value will be approximately 0 [38]. This produces
smooth functions; therefore, this choice of kernel assumes that the objective function
itself is in nitely smooth, meaning it has derivatives of all orders, including no sharp or
piecewise characteristics, only smooth, gradual changes [43].

2. The Matérn Kernel:

p__ _
21 2T 2r
k(X|!)(j): f2_) < N )

The Parameters:

: The smoothness parameter where larger values equate to smoother functions
K : modi ed Bessel function of the second kind
() : Gamma function

. length-scale parameter

N

. signal variance

The primary di erence between the Matérn kernel and RBF is that Matérn exposes a tunable
hyperparametev that de nes how smooth the e ective function is, meaning that depending

on the choice o¥, this method can model both rough and smooth functions [3]. This kernel
provides the implementer with more exibility in terms of handling both smoothness and
noise present in a function [3,43]. This is particularly useful in real-world DL scenarios where
the black box function is subject to noise or roughness from the data being processed [41].
Therefore, Matérn is the recommended kernel for these DL models when using the Gaussian
process surrogate model [44]. In particular, the Matérn 5/2 kernel is proposed as the
recommended choice for DL networks due to its more realistic assumptions about the true
objective function's smoothness [43,44]. This kernel provides samples that are twice

di erentiable, which is less restrictive and more accurately models real-world DL problems.
The Matérn 5/2 outperformed other con gurations, including RBF, achieving superior
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performance when an empirical analysis was carried out on optimising ML models.
Therefore, the Matérn 5/2 has been found in the literature to strike a good balance between
modelling realistic smoothness and noise for a practical ML optimisation function [43].

Advantages of GP-based Bayesian optimisation

GP builds a probabilistic model surrogate of the underlying objective function, which is
cheaper to evaluate, and allows BO to actually quantify the uncertainty at a given point [2],
which allows BO to more intelligently informed decision about the next point to be
evaluated by identifying areas of high uncertainty i.e. under explored areas and evaluating
them to nd more optimal solutions, while balancing this with exploitation i.e. searching
around points already known to achieve a good validation score [38, 39].

Another advantage is that GPs o er exibility in terms of their assumptions of the

underlying objective function, meaning that it can be used to model a wide range of complex
and non-linear functions without explicitly stating the speci c relationship between inputs
and outputs [38]. This is ideal for evaluating DNN's given their black box nature, which
often are complex non-linear functions [42].

GP is also tractable, meaning that the algorithm is computationally manageable, as both
updating the Gaussian process and the acquisition function are computationally e cient [2].
This is important given that deep neural networks are objective black box functions that are
computationally expensive to evaluate [41]. The use of this surrogate model and acquisition
function does add additional computational overhead [43]; however, the intelligence gained
from these calculations on the next best point means that when we evaluate using the
expensive black box function, it is a more meaningful evaluation than that of a
non-intelligent search method like random or grid search, where there is no additional
computational overhead outside of the actual black box evaluation function, however each
evaluation is a guess in the dark, therefore while those optimisers may be able to carry out
more evaluations of the black box function, the points themselves will likely be of poorer
quality leading Bayesian search to outperform these methods despite using less evaluations
of the black box function [41].

Overall, given a large enough sample size, the surrogate model acts as a reasonable
approximation of the entire distribution of the black box function [38], which therefore can
provide a more complete understanding of the objective landscape, which can inform future
decisions or research.

Limitations of GP-based Bayesian optimisation Although GP is more expensive per
evaluation, due to the tting of the surrogate and acquisition function, this additional cost
allows for a more intelligent search of the hyperparameter search space [37]. However, this
advantage is not always guaranteed [2]. Each GP iteration scales cubically with the number
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of observations and linearly with the number of variables being optimised. This means that
as the number of observations increases, the cost of tting this surrogate model and
optimising the acquisition function increases signi cantly [2]. However, typically the cost of
evaluating the objective function far outweighs this cost, meaning in most cases (apart from
non-complex and quick to evaluate underlying objective functions), this cost is still
preferable over pure random or grid search [2].

GP is well-suited to lower-dimensional and continuous domains, given the cubic scaling
mentioned above [44]. In particular, the "tessellations" in optimising the expected
improvement can be limiting in dimensions higher than 10 [2]. Additionally, GP assumes a
continuous domain, meaning that GP must be adapted to use other types of
hyperparameters (such as discrete or categorical variables), which tend not to produce a
smooth function [39, 40]. Although this can be addressed by kernel selection and

modi cation, it adds complexity and can break underlying assumptions [39]. Additionally,
GP struggles with conditional hyperparameters where parameters are dependent on each
other, and GP has no way to model this [3].

Another limitation is that GP's kernel and acquisition function must be chosen, which
increases the complexity for implementing this optimiser [2]. Additionally, the implementer
must make assumptions about the objective function in terms of it's complexity and
smoothness when choosing the kernel and any associated hyperparameters, like in Matérn
5/2 [43]. This means that the implementer requires some knowledge about the function
and, therefore, may choose suboptimal con gurations, which may lead the optimiser to have
wrong assumptions about the underlying model [3]. Moreover, the balance between
exploitation and exploration is a design choice which also may not be optimal for the given
function, leading to poorer performance [37].

Finally, GP fundamentally assumes that data points that are close together will produce
similar outputs [38]. This assumption can fail for categorical hyperparameters, such as the
choice of optimiser (e.g. Adam, Heavyball, Polyak) [40]. When each method is represented
by an index, the distance between points does not represent meaningful similarity, which
violates the underlying assumption of GP.

2. Tree-structured Parzen Estimator (TPE)

The TPE approach di ers from the GP approach in instead of modelling p(y/x) directly it
models p(x/y) and p(y) [2]. TPE de nes p(x/y) using the two distributions below:

8

. S(x), ify<y
pxjy)=. _
S g(x), ify 'y
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In the above equation(x) is the distribution containing all observatiaxis), where the
objective function value of the observationfi(&') is less than the valug . The
distributiong(x) contains all other observations where the function value is above this
value. In contrast to GP, which typically implemented an aggregsiequal to the best
observed loss so far, TPE assumes a less aggressive approach, ensuyingstpetater

than the current best loss, to ensure multiple points populate TPE choosey based

on a hyperparameter gammawhich represents a quantile of the total obseryeadlues at
that point; thereforep(y <y )= . In simple terms, therefore represents the top
percentage of observations (i.e achieving the lowest loss value) that should be included in
the " (x) distribution, with all remaining observations being stored ingthe distribution.
Therefore, the distribution(x) can be thought of as the distribution containing "good"
observations and thg(x) containing the "bad" observations. The TPE is built to optimise
expected improvement based on the equation provided below:

B/ +3%q

(x)
Given the above equation, we can see that the optimiser aims to choose new points that
have high probability of being in the "good" distributiofx) and a low probability of being
in the "bad" distributiong(x) [2]. Therefore, TPE suggests the new candidate based on
the con guration that will produce the greatest El from the above equation.

A bene t of TPE over Gaussian process is that, unlike GP, which assumes that all variables
are continuous, TPE assumes that variables can be continuous, discrete or categorical [2, 3].
TPE handles each variable di erently as outlined below [2].

Uniform Continuous variables: Uniform Continuous variables are replaced with a
truncated Gaussian mixture. This means that for each observation, a truncated Gaussian
distribution is tted to it, and then each of these truncated distributions is combined to form
one uni ed distribution. The Gaussian distributions are truncated based on the parameter
ranges passed to this algorithm for the given variable.

Log Uniform variables: These represent variables that are continuous; however, they are
optimised in a logarithmic domain. TPE uses an exponentiated truncated Gaussian mixture
for these variables. TPE ts a truncated log-normal distribution for each observation, again
truncated using the parameter range speci ed. This log-normal distribution is skewed right
and is strictly positive in order to match a logarithmic search space instead of a standard
continuous search space.

Discrete and Categorical Variables: TPE, in its base implementation, handles both
discrete and categorical values the same. TPE replaces their prior distributions with
re-weighted categorical distributions. Therefore if the prior of a categorical or discrete
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variable was a vectdd containing probabilitieg;, then the elements of the vectbl are

made proportional tiNp; + C;, whereG; is the number of occurrences of a speci ¢ choice or
categoryi, in the set’(x) i.e the "good" observations. Therefore, this approach allows the
algorithm to model discrete values or categories that have led to good function values
previously.

Advantages of TPE-based Bayesian optimisation

As outlined in the section above, TPE is designed to handle multiple hyperparameter types,
including discrete and categorical, unlike GP, which assumes a continuous range for all
hyperparameters [2,39]. Additionally, TPE can handle dependence between hyperparameters,
as was also outlined above. Therefore, TPE can better model non-continuous
hyperparameters, given that DNN's typically contain all three hyperparameter types this is
particularly useful, especially as DNN's can have hyperparameters that are dependent on one
another, which GP does not naturally model [3, 38].

An advantage of TPE over GP is that, unlike GP, which has cubic scaling as the number of
observations grows, TPE's scale linearly as observations and the number of dimensions
increase, meaning it remains e cient even when the number of observations is high

[2,3].

TPE has been shown to outperform GP on certain datasets, speci cally "convex" and
"MNIST rotated background images" when using a Deep Belief Network, which could be a
result of its inverse factorisation p{xjy) or exploration strategy induced by this model

2.

Limitations of TPE-based Bayesian optimisation

TPE is dependent og , which is the cut-o point for classifying value into the "good"

(I(x)) density function [2]. The model is very sensitive to this hyperparameter; therefore, it
must be chosen carefully, as a poorly chosen value will lead to poorer performance.
Additionally, ify is de ned as the loss value that a given point must be equal to or less
than, it means that this value must be larger than the best observed f(x) value or else no
points will ever be t to thel(x) distribution [2]. This can be avoided by de nigg as the

top percentage of points to keep in the "gooldx) distribution [2].

When GP was compared to TPE by [40], in the black box optimisation challenge 2020,

found that GP methods, which are implemented by "Scikit-Optimise" and "Ax",

outperformed the TPE model, which is implemented by "hyperopt”, which used TPE when
evaluated on baseline challenges. Furthermore few participants chose to use TPE in their
winning solutions, which, although not empirical evidence, suggests a preference towards the
GP approach amongst experts, at least in this instance.
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2.3.4 Evolutionary or Population-Based Methods

Population Based Training

Population-Based Training (PBT) is a relatively new optimisation method in the literature
introduced by [45]. This approach simultaneously optimises a neural network's weights and
associated hyperparameter con guration during the training process. This di ers from
traditional two-stage hyperparameter optimisation methods, which follow a ow of tuning
hyperparameters followed by model evaluation, which the authors outline is often lengthy
and ine cient. PBT achieves this simultaneous optimisation of both weights and
hyperparameter optimisation by keeping a population of models initialised with di erent
hyperparameters, training in parallel. These models pass (i.e. exploit) information from
each other during training in order to more intelligently explore the search space. The
general Population-Based Training algorithm is outlined in Figure 2.4 below.

Figure 2.4: Population-Based Training Algorithm [4]

Population-based search de nes a populafooontainingN models, which will be trained

in parallel, each of which contains a di erent con guration of hyperparamelgrsmnodel

weights (), the model's current performance gg),(and the associated time valug) (vhich

could be training time, step, etc.. The algorithm iterates over each model in the population,
training in parallel asynchronously, meaning that there is no global synchronisation between
each member of the population. The following sequence will continue until the stop
condition has been met, i.e. computational or time budget exceeded.

Each model rst takes a step with its given hyperparameter con guration and updates its
weights (). The model then performs evaluation after taking this step and updates the
p-value. The model is then checked to see if it is ready to perform exploit-explore
operations. A model is typically deemed ready for this step if a su cient number of gradient
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descent steps have passed since it previously explored and exploited, so that signi cant
learning has occurred. The ready criteria is a design decision, for example, in the original
paper, when this was used on a reinforcement, a model was deemed ready", when anywhere
from 1x10° to 10x1(P steps have elapsed since the model was previously ready [4].

If the ready condition has been met, the model exploits the rest of the population being
trained, which involves copying both the weights and hyperparameters of another model
with superior performance, to improve the current model. The original paper [4] outlines
that he choice of exploitation is another design choice, which is application speci ¢, however
outlines two popular choices. The rstis T-test selection, which uniformly samples another
model from the population and compares its performance with the current model's
performance over a given time t (e.g. lastumber of steps) using the Welch t-test. If the
sampled model has signi cantly better performance, then the current model copies the
weights and hyperparameters of the sampled model.

The second model proposed is Truncation selection , which identi es if the current model's
performance is within the bottom x per cent (e.g bottom 20%) of the population, then a
model from the topx per cent (e.g. top 20%) is randomly sampled and its weights and
hyperparameters are copied. Once exploitation has been carried out, if the model's weights
before the exploitation step (theta) are not equal to the current model's weights after the
exploitation step (theta with a comma), this means the model has exploited another
member of the population, and the exploration step must be now be carried out to nd new
hyperparameters, so that the model explores a di erent area than the model it exploited
from, therefore avoiding two duplicate models existing in the population which would simply
waste resources [4].

The exploration step is a design decision; however, the original paper [4] proposes two
exploration strategiesl. Perturb, which for continuous parameters randomly perturbs the
parameter by a given factor, for example (1.2, 0.8), discrete parameters are perturbed by
randomly choosing either the next largest or smallest value beside the given hyperparameter,
and nally, categorical values are sampled randoradlyResample, where each

hyperparameter is resampled from its original distribution with a given probability. PBT can
implement one of these or both of them by adding a given probability of the model using

one of these methods at each exploration call (e.g. de ne a 0.2 probability of resampling,
with the other 0.8 leading to perturbing the value). Once the explore function has nished,
the model is re-evaluated, and the associgte@lue is updated accordingly.

Once the model logic above is executed when the ready condition is completed, the
populationP is updated with the new models. This process is repeated until the stopping
condition is met and the best model, i.e. the model in the nal population with the highest
associate@ value, is returned as the optimal model con guration.
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An example of the optimisation method running can be found in Figure 2.5, on a simple toy
example, and it is compared to using exploration only, exploitation only and grid search.
This simple example outlines how PBT outperforms these other methods by intelligently
exploring the search space in a tree-based nature, achieving the lowest loss value.

Figure 2.5: PBT running on toy example compared to other algorithms [4]

Advantages of Population-Based Training

A unique bene t of PBT when compared to the other methods discussed is that it produces
an adaptive hyperparameter schedule rather than a xed set of hyperparameter values
[4,45]. This means that PBT can automatically discover complex and adaptive
hyperparameter schedules, which is particularly important in situations where the optimal
hyperparameters may change over time. An example of this from the original paper [4] was
where the optimal output schedule for a given model had found an adaptive learning rate
that started high but reduced itself as training matured, which is a common strategy
implemented in the training of neural networks; however, this model discovered this on its
own. This outlines the bene t that an adaptive schedule can produce when compared to a
static set of optimal hyperparameters, which is output from the other optimisers.

PBT e ciently uses its allocated computational budget by rst focusing resources on more
promising models rather than running poor-performing models to completion, as in the
default con gurations of the algorithms discussed above [4]. However, this issue can be
addressed by using some of the band-based optimisation methods discussed in the coming
section [32,46]. PBT makes decisions about algorithms based on incomplete or
non-converged models, which enables the model to make more e cient decisions without
having to wait for a model to train to completion [45].
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PBT has been shown to outperform other methods both in terms of validation loss and
convergence time, given the same computational resources [45]. This is largely a result of
the model's ability to transfer model weights from one trial to another, along with sharing
promising hyperparameter values, combined with the exploration function [4].

PBT has also been shown to have more stability in terms of performance when compared to
random search [45]. Additionally, it has been shown to stabilise notoriously sensitive training
processes for models such as Generative Adversarial Networks (GAN's) and in training
agents using Reinforcement Learning (RL) [4].

Finally, PBT also allows near-linear scalability as the population size grows [45].

Limitations of Population-Based Training

PBT does add a slight computational overhead to each training step when exploitation
happens, as the model weights that are being copied from another model are initialised,
referred to as "warm starting" the new model [4, 45].

PBT is sensitive to the population size, while PBT bene ts from having a large population;
if the population is too small, it will lead to higher variance and suboptimal results [45].
When there is a limited number of models in the population, this can lead to the model
getting stuck in local minima, as the overall population is not big enough to nd more
diverse con gurations. This was discussed in the original paper [4], where the authors
outlined that in general, if a population was smaller than 10, it resulted in poorer
performance and higher variability.

As a result of exploitation copying from a single better-performing model, this leads to a

nal situation where all the nal models are descendants of a single initial model [4,45]. The
algorithm does explore promising solutions during the training process; however, the greedy
nature of this algorithm naturally reduces the number of original models over time and can
potentially limit diversity in the long run.

The implementation of the PBT algorithm is also complex, given its need for checkpoints of
model weights and hyperparameters, and the transferring of these weights and
hyperparameters between models requires a centralised authority to manage. This can be
even more complex when the algorithm is distributed across machines [4,45]. The
optimisation algorithm itself can be di cult for users to grasp initially, meaning it is not as
accessible as random or grid search [35,46]. Furthermore, the fact that this model bene ts
from a larger population size means that more hardware is required by the user to bene t
from this, as models like transformers can be large in size and, in terms of evaluation time,
multiple high-quality GPUs may be needed in order to maintain an appropriate population
size running in parallel [32].
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Finally, the method requires a lot of design choices, including how exploration and
exploitation should be carried out. The original authors of the paper point to this as an area
of future research, as although truncation has been shown to be robust and e ective, the
optimal choice for exploitation still requires further investigation [4].

2.3.5 Bandit Based Optimisation (i.e. SHA/HYPERBAND/ASHA

Successive Halving Algorithm (SHA)

The Successive Halving Algorithm (SHA) was initially introduced by [5] and was purely for
stochastic best arm identi cation; however, [47] proposed the use of this SHA algorithm in a
non-stochastic setting. SHA is a multi-armed bandit algorithm which aims to aid
hyperparameter optimisation by more intelligently allocating computational resources. The
goal of this algorithm is to identify the best-performing hyperparameter con guration within
a given budget. The main idea behind this algorithm is to intelligently allocate more
resources to promising trials and to minimise the amount of computation budget given to
poor-performing trials by implementing this intelligent resource allocation and early

stopping.
The SHA outlined in the original paper [5] is provided in Figure 2.6.

Figure 2.6: Successive halving Algorithm [5]

The SHA method, as outlined in Figure 2.6, takes in the total available Budget B as a
parameter, which represents the maximum number of arm pulls available when running the
algorithm. This budget is chosen by the user and in real applications of this algorithm,
typically refers to computational resource units, time, etc. In this algorithm, an "arm" refers
to a speci ¢ hyperparameter con guration. The number of total hyperparameter

con gurations or "arms” to be explored by the algorithm is represented by the parameter
When the algorithm is initialised, the "active set" i.e. the set of con gurations/arms being
evaluated, includes all con gurations
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The algorithm then iterates for a number of "rounds" equatiimg, ne. Each round receives
the same number of "pulls” which is distributed Juniformly gcross the remaining "arms".
This ig calculated using the following equatiQr= W . The equation
R = }‘zo r; tracks the total number of pulls for each surviving arm, to ensure that all
remaining arms are evaluated for the same number of pulls.

Once the current round has used all pulls i.e. all activate con gurations have run for their
allocated budget, all the active arms are sorted by their current observed loss at this point in
the algorithm so that (1) is the best value andi(jS¢j). This  is a bijection of5,.

The last line of the SHA looB+1 = 12 S @ 7 (iyr ki s € R Creates the new
B

set of active arms for the next evaluation to contain all the arms in the current set that after
R« pulls have a loss less than or equal to the median ranked arm in the current active arm
setS. This essentially means that the bottom half of the current active arms in terms of
loss are removed from the active set of arms for the next round of SHA. The nal line of this
algorithm outlines that this process is repeated until ditagn] rounds, only one arm

remains, which is the most optimal arm found in the budget 'B'. If there is a tie, a
deterministic tie-break is used in practice to ensure a single value is output. For example,
take the arm at the smallest index; however, this is not addressed in the original paper. An
example of SHA running with a starting number of anms 8 can be seen in Figure 2.7
below.

Advantage of Successive Halving

The primary advantage of SHA is e ective use of resources, ensuring poor-performing trials
are terminated early, therefore allowing more promising trials to be allocated more resources
[47]. SHA therefore allows orders of magnitude more trials to be explored when compared to
running all trials to completion, as with traditional methods, allowing for better

con guration to be identi ed.

SHA is simple to understand and implement, which is both intuitive and theoretically
grounded, making it both accessible and theoretically sound [47,48].

The algorithm is general-purpose, meaning that it does not assume anything about the
underlying convergence rate or implementation of the optimisation method being used;
therefore, it can be applied generally to a broad range of HPO methods, including random
search and both GP and TPE-based Bayesian optimisation [48 50].

The algorithm demonstrates state-of-the-art performance on a number of empirical tasks as
outlined by [47]. The algorithm has been shown to outperform similar methods, including
Fabolas and PBT, in sequential-based settings. Additionally, it demonstrated an order of
magnitude improvement compared to standard uniform allocation strategies [48].
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Limitations of Successive Halving

SHA introduces theri vs. B=n" Trade-o Problem, which relates to the fact that the given
that the number of con gurations must be chosen [50,51]. This leads to a critical

trade-o decision between choosing a su ciently large number of con gurations to ensure a
diverse number of con gurations are evaluated, while also balancing timahaseases, the
amount of resources that can be allocated to each con guration is reduced. The optimal
balance is typically not known ahead of time; therefore, a poor balance may be chosen,
leading to suboptimal performance.

SHA's early stopping, while e cient, may terminate trials too early, leading to trials that
perform poorly initially but achieve an optimal score later in training, which may be
disregarded before this behaviour can be observed, referred to as the "Crossing Curves
Problem" by [49].

SHA requires all con gurations to be completed before promotion can be completed, due to
its synchronous nature, meaning that the algorithm can su er from straggler trials that take
longer to complete than others [48,52]. This issue can lead to wasted computational time
where the algorithm is waiting for only one to two trials to complete before promotion,
therefore reducing throughput and increasing latency [48].

Figure 2.7: Successive halving demo [6]

Hyperband

Hyperband was introduced by [50] to address the issue with successive halving outlined
above, which is ther'vs B=n trade-o ". This refers to the fact that when choosing
parametem, the implementer does not know whether to prioritise a larg&hich produces
many con gurations but small training time per con guration or a smallvhich allows for
longer training time but fewer diverse con gurations are tested. Hyperband eliminates the
need for this choice by sweeping across multiple SH "brackets" that span across a given
geometric rang@. Each of these "brackets"” is a full SH run with a di erent combination of
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(n,r) wheren is the initial number of con gurations andis the resources per round.

Therefore, Hyperband uses a hedging strategy to explore varying combinatioasdif to
ensure that at least one of the brackets is close to the unknown best balames Bfn, for

only a logarithmic factor more budget than running a single optimally chosen SH algorithm.
The hyperband algorithm is outlined in Figure 2.8 and explained in detail below.

Figure 2.8: Hyperband Algorithm

Hyperband takes in a parameter which represents the maximum resource that should be
given to any one con guration and which is the down-sampling or reduction factor that
determines how aggressively con gurations are pruned (defaults to 3). Each round of SH
will retain roughlyl= con gurations.

Hyperband initialises the total number of bracketsgas + 1, i.e., blog (R)c+ 1, and the
total resources per bracket is the number of brackets multiplied By so
B =(snax+1)R.

The outer loop of Hyperband iterates over each bracket from most aggressiyetd least
aggressive.

For brackets, the total number of con gurations is

25



T represents the array of con gurations returned by any sampler chosen by the
implementer; however, the authors used uniform sampling in their approach [50].

The algorithm then begins a standard run of SH as outlined in the SH section above,
passing in the sampled con gurationsraand the resource budget per roundras
Additionally, this implementation of SH takes in the reduction factor parametereaning

that the SH algorithm will not just half the current active population at each round but will
instead reduce it by the fractionspeci ed (as described in the reduction factor discussion
of the SH section above).

Advantages of Hyperband

Hyperband addresses thev&B=n" trade-o , one of the primary limitations of standard

SHA as mentioned above, by implementing the idea of brackets, which test di erent ratios
of nvsB=n, to identify which is best, in a grid search-like manner [51]. This heading
strategy ensures that at least one of these con gurations is close the the unknown optimal
balance [50].

Hyperband realises the same bene ts as SHA, in terms of increasing computational

e ciency [51], empirically showing orders of magnitude performance increases over standard
Bayesian-based optimisation and 20 times more e cient than random search on various
deep-learning and kernel-based optimisation problems as outlined by the original authors
[50].

Hyperband o ers both scalability and parallelisation due to the random sampling and
independent nature of the con gurations or "arms" that it evaluates [50,51]. Therefore,
each arm or bracket can be distributed and parallelised across multiple machines to reduce
actual wall clock time signi cantly.

Limitations of Hyperband

Hyperband's when using random sampling, can struggle in later optimisation stages, as the
optimal con guration requires more precision to locate [48,53]. This limitation can be
addressed by using other more intelligent search methods, such as a Bayesian-based
approach, as will be outlined when discussing BOHB [53].

While Hyperband addresses thevs. B=n" Trade-o Problem [50], it still inherits the

other limitations of using SHA, including the "Crossing Curves Problem", the issues relating
to stragglers reducing throughput and e ciency and inherently requires its own set of
hyperparameters that must be chosen such as maximum red$®wance the elimination rate

, which must be chosen and can lead to poorer performance is chosen incorrectly
[48,49,51,52]. Therefore while Hyperbands brackets helps solve the decision betwgen "
B=n" it does still require the user to select hyperparameters for the model, meaning it is not
a true parameter free optimisation technique, meaning decisions relating to maximum
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resources and elimination rate must still be made, and are likely not to be know ahead of
time [50].

ASHA

The authors of [48] introduced ASHA to address the shortcomings of the previous methods
(SHA and Hyperband) relating to their issues of performing hyperparameter optimisation
across distributed and parallel computing environments. ASHA builds on the ideas of SHA
[47] and Hyperband [50] by implementing an asynchronous parallelisation of SHA. The
primary feature of ASHA is that the algorithm does not wait for all trials to complete before
promotion takes place [48]. This is particularly bene cial in parallelised environments, as the
distributed components do not need to wait and synchronise with each other at every step
[51].

Advantages of ASHA

ASHA is speci cally designed to be distributed and parallelised; the algorithm scales linearly
and has been demonstrated to work e ectively with 500 workers [48].

The main advantage of ASHA is that it reduces latency and provides results faster than SHA
and Hyperband [48]. This is a result of making the algorithm asynchronous; it addresses the
issues present in the previous synchronous SHA and Hyperband algorithms [47,50]. ASHA

eliminates the straggler issue by enabling promotion once a given trial has been completed,

rather than having to wait for all trials for a given round [48].

Limitations of ASHA

Given ASHA's asynchronous nature, this can lead to a smaller number of suboptimal or
incorrect trials getting promoted because they nished early in the round; however, the
number of these trials is considered to be a "vanishing fraction", decreasing as the total
number of con gurations grows [48].

Despite simplifying the number of con gurations hyperparameténe algorithm still

requires the user to de ne the hyperparameters, including the minimamnagd maximunR
resources, the reduction factor and the minimum early stoppingsrgt8]. The original

paper provides recommended values for these; however, these may not be optimal for a given
use case and therefore require tuning [51].

Finally, ASHA is still susceptible to the Vs B=n trade-o " present in SHA; however, as

with SHA, this can be addressed by using Hyperband, with the underlying algorithm using
ASHA instead of SHA [48,51]. However, Hyperband has its own limitations as already
outlined [50].
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BOHB

The authors of [53] introduce Bayesian optimisation Hyperband (BOHB), a method that
builds on the bandit and Bayesian-based methods discussed previously.

As outlined by [53], BOHB aims to combine the e cient resource allocation of Hyperband
with the intelligent search capabilities of Bayesian-based search methods. The method
replaces Hyperband's standard implementation, relying on random search with a Bayesian
optimisation method similar in nature to a TPE, using a single multidimensional Kernel
Density Estimator (KDE) to model the underlying objective black box function and
recommend new values to be evaluated. BOHB uses the same resource allocation logic as
hyperband; however, the underlying sampling uses the Bayesian approach outlined below to
more intelligently identify new con guration points to be evaluated, ideally leading to more

e cient resource usage. In order to encourage global exploration, BOHB adds a
hyperparameter to determine the fraction of con gurations to be sampled randomly,
therefore switching between Bayesian-based exploration and random search.

Advantages of BOHB

BOHB has been shown empirically to outperform existing state-of-the-art HPO methods,
including Fabolas and PBT, on a number of benchmarks [48,53]. It has also been
demonstrated to achieve the best solution, orders of magnitude faster than standard
Hyperband on a number of benchmarks [53].

BOHB is scalable in higher-dimensional spaces and is naturally parallelisable, as is the
original Hyperband algorithm [51,53].

BOHB o ers gains in computational e ciency, especially in later stages of optimisation,
resulting from the more precise and guided nature of exploration provided by a
Bayesian-based search [51,53].

limitations of BOHB BOHB is still subject to the straggler issue of regular hyperband due
to its synchronous nature, potentially wasting resources waiting on longer-running trials to
complete [48,52].

BOHB requires a number of hyperparameters to be decided by the user, which, if con gured
incorrectly, may lead to poor performance, therefore making it less accessible and more
complex [51].

Bayesian methods can struggle to escape local minima compared to random search;
therefore, there is a risk that this optimisation method may get stuck in a local minima in
certain more extreme cases [51].
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2.4 Related Work and motivation

2.4.1 Existing hyperparameter optimisation tests/comparisons in
the literature

This section will focus on outlining the signi cant comparisons of the hyperparameter
optimisation methods that have been carried out in the literature thus far. This section will
group by the type of comparison carried out, to highlight the current comparisons that have
been carried out in the literature and their results, while also highlighting open gaps in the
literature that can be addressed.

Comparison of Classical Methods (Grid vs Random Search)

Several studies have compared random search and grid search for hyperparameter
optimisation. [54] conducted a comprehensive analysis of these two optimisers, assessing
their e ciency, scalability and applicability across a number of common ML algorithms,
including Support Vector Machines (SVM), Neural Networks (NN) and Random Forrest
(RF), on common benchmark datasets including MNIST and iris. The comparison found
that, random search o ered a signi cant computational cost advantage over grid search, for
example, random search achieved an accuracy that was only a 0.2% reduction from the
accuracy achieved by grid search on the MNIST dataset, while o ering a 4.16 x reduction in
computational cost. Another example from the paper outlines that when using the SVM
model on the IRIS dataset, random search achieved the same accuracy score with a 9.5x
reduction in computational cost.

These ndings complement the ndings proposed in the original paper, introducing random
search for HPO by [28]. The original paper tested neural networks and Deep Belief Networks
across various MNIST variations along with synthetic datasets, and found that random
search could nd hyperparameter con gurations equal to or better than random search in a
fraction of the computational resources. An example of this in the original paper can be
found when testing a neural network with 7 hyperparameters to perform classi cation on the
MNIST data set, random search was, on average, able to achieve equal or better
performance using 8 trials compared to 100 trials of grid search.

This highlights that random search o ers a more computationally e cient and scalable
alternative to grid search. As mentioned previously, this occurs as only a limited number of
hyperparameters actually have a signi cant impact on model performance, and since random
search explores a more diverse range of values in each dimension, it has a higher chance of
selecting a better value for the signi cant hyperparameters. Additionally, grid search su ers
from the curse of dimensionality, meaning that as the number of hyperparameters increases,
the exhaustive nature of grid search leads to high computation costs in higher and
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signi cant ine ciencies in high-dimensional search spaces. Therefore, random search is
recommended and typically preferable as a robust baseline optimiser over grid search,
especially as complexity grows.

Comparison of Classical Methods against Bayesian optimisation

The literature has provided multiple studies comparing Bayesian optimisation methods
against the more classical approaches of grid and random search.

[38] tested Gaussian process-based BO, grid search, and manual search on a range of ML
models (Random Forest, Neural Nets (including CNN and RNN), and Multi-grained cascade
forest using standard benchmark datasets (MNIST, CIFAR-10, UCI). This test was carried
out on models that were optimising 2 or 3 hyperparameters; therefore, this was a
comparison of Bayesian optimisation and grid search in a low dimension. Grid search was
chosen over random search as it is more reliable in very low-dimensional search spaces.
Bayesian optimisation was found to achieve the same model performance in signi cantly less
time than grid search, for example, on the "car" dataset, Bayesian optimisation achieved the
same performance in 48 seconds as grid search did in 653 seconds. This highlights that
Bayesian optimisation can signi cantly outperform grid search, even in low-dimensional
space of 2 or 3 dimensions, which is typically where grid search is more reliable than random
search. The superiority of Bayesian optimisation over grid search is further supported by
[55], who found that when both algorithms were compared across 5 di erent ML algorithms
for predicting "work travel mode choice", Bayesian was more e ective at optimising these

ML models than grid search in all cases.

A new Bayesian optimisation approach was proposed for tuning hyperparameters on big data
[42], by dividing this data into chunks and then using parallel computing and transfer
learning. This approach was tested on DNN's and SVM's using the MNIST and a8a dataset.
The test found that their method achieved the best overall con guration, in less time when
compared to the other standard Bayesian optimisation. This suggests that "vanilla”

Bayesian optimisation can be suboptimal for complex big data problems, su ering from a
"cold start" problem, where it does not have enough initial points to suggest good points to
explore at the start of optimisation, leading to poorer performance. Therefore, standard
Bayesian optimisation can be costly when being used on complex models on large datasets,
as a large number of initial trials are required before good performance is achieved.

[56] compared Grid, Random and Bayesian Search using RF, SVM and eXtreme Gradient
Boosting (XGBoost) for predicting heart failure. The models ranged from 3 - 5
hyperparameters. The authors of this study found that BO was signi cantly more
computationally e cient than grid search and random search. For example, when training
the SVM, BO completed in 7 minutes, compared to 12 minutes for grid search and 10
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minutes for random search. This rstly supports the claims of that random search is more
computationally e cient than grid search, and also further enforces the claim that Bayesian
optimisation is more e cient than grid search, as outlined by [38] and that it is more

e cient than random search for this lower-dimensional search space. A comparison done by
[39] further supports this claim that Bayesian optimisation will outperform random search in
a low-dimensional search space, as they test 2 models, RF and Decision Tree (DT), and
Bayesian optimisation achieves a better nal loss and lower standard deviation in the same
number of iterations as random search. It is worth noting that the study did not provide wall
clock time, only the number of iterations, and as mentioned previously, Bayesian
optimisation does induce an additional overhead per iteration compared to random search.
With this limitation noted, the performance improvement that BO achieved is marginal. For
example, scoring a mean RMSE of 0.9062 vs a mean RMSE of 0.9086 for random search.
Additionally, BO achieved a lower standard deviation of 0.0007 vs 0.0026 for random search.
The author noted that BO and random search performed very similarly initially (i.e. rst 10
iterations), after which BO started to outperform random search, suggesting that Bayesian
optimisation gains an advantage over time compared to random search thanks to its
intelligent search of the space informed by previously evaluated points. Given that this
model only ran for a total of 30 iterations, it is likely that in order to observe a larger gap in
performance between the two algorithms, Bayesian optimisation needs to run for a longer
time. Additionally, [57] also tested grid, random, and BO search to optimise an RF and DT
model for predicting academic performance of students and found that BO outperformed
both random search and grid search, achieving a lower loss in less time. Finally, [57]
supported the claim that grid search was signi cantly more time-consuming than both
random and BO.

Comparisons including Multiple Methods
Multiple Methods across general ML models

[10] compared K-Nearest Neighbours (KNN), SVM, RF, using a variety of hyperparameter
types (discrete, continuous, categorical, and conditional). The MNIST dataset was used for
multi-classi cation, and the Boston housing dataset for regression. This test was explored,
optimising low and high-dimensional hyperparameters (1 for KNN, 3 for SVM, 6 for RF).
This test compared Grid, Random, BO with GP, BO with TPE, Hyperband, BOHB, GA and
PSO. The maximum number of iterations was capped for each method, where RF and SVM
had a maximum of 50, and KNN had a maximum of 10. Evaluation metrics compared Mean
Squared Error for the regression model and Accuracy for the classi cation model against
Computation time, measured in wall clock time in seconds, and results were averaged over 10
repeated experiments. The rst nding of this paper was that the default con gurations for
each algorithm consistently resulted in suboptimal performance, highlighting the importance
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of HPO. Grid and Random search were used as baselines to compare other optimisers
against. Grid and Random search proved to be ine cient in most cases, for example Grid
search took 6.86 seconds to achieve the same performance as BO-GP (1.12s), while random
search was shown to be more e cient than grid search, however neither random or grid
search could guarantee near-optimal hyperparameters, especially for the higher dimensional
searches of, RF and SVM. This further supports the ndings from the above sections, that
random search is more e cient than grid search, especially in dimensional searches greater
than 2; however, Bayesian optimisation performs better than random and grid search. The
authors found that for higher dimensional search spaces, PSO was generally the best choice,
achieving competitive accuracy, in a signi cantly shorter than than other algorithms e.g. for
RF with 6 hyperparameters, PSO achieved the seconds highest accuracy of 93.73 vs 93.83
achieved by GA however GA took 19.19 seconds to nd this solution, whereas PSO took
only 12.43. Additionally for lower dimensions, Bayesian methods were found to be superior,
achieving the lowest overall loss for both the KNN and SVM models, however, BOHB is
recommended if random sub sections of the data are highly representative of the entire
dataset, given it's compatibility with all hyper parameter categorisation (resulting from the
underlying TPE BO Method); however, if this is not the case then for lower hyperparameter
spaces, standard BO-TPE is typically preferable over BO-GP as it achieved similar or better
performance in far lower computational time. This higher computational cost of GP is a

result of its cubic scaling as hyperparameter dimensions increase. Additionally, hyperband
appeared to serve as a good middle ground; however, it never achieves the best performance
in any run, as lower-dimensional searches BOHB outperformed hyperband, and PSO
outperformed hyperband in higher-dimensional spaces.

[58] performed a large benchmark test on a wide range of ML models using di erent
hyperparameter optimisation methods. This tested Elastic Net, Logistic Regression, KNN,
NB, SVM, DT, RF, AdaBoost, MLP, XGBoost and LightGBM. 5 datasets were tested, and
each HPO method was run using 5 di erent seeds to account for variance. The HPO
methods evaluated were: BOHB, Hyperband, Random Search, CMA-ES, TPE, SMAC,
GPBO, BOHAMIANN, and FABOLA. The evaluation metrics used were: mean validation
loss, anytime performance, robustness, and parallelisation e ciency. The main nding of this
paper supports the recommendation from [10], that BOHB (using TPE) demonstrates
superior performance, achieving the best validation loss in roughly 30% of all tests, followed
next by SMAC at 13% and Hyperband at 9%. Therefore, BOHB and TPE-based BO make
up approximately 60% of the top validation loss scores, assuming no overlap (where both
methods achieve the same loss score).

Multiple Methods across Deep learning and Neural Networks

Hyperband is introduced and is compared to other HPO methods on a number of CNN's
using the CIFAR-10 [50], MNIST and Street View House Numbers (SVHN)for image
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classi cation. 8 hyperparameter dimensions were optimised for each CNN. Each CNN was
limited to 300 minibatch iterations for CIFAR-10 and MNIST and 600 for SVHN. The HPO
methods compared were Hyperband, SMAC, TPE, Spearmint, Random search and SMAC
with early termination. The metric used was average test error against minutes and seconds
(also provided a comparison on average test error against a number of resousEsd, i.e.

max iteration budget). The HPO optimisation methods were run on 117 binary and
multiclass classi cation datasets. The result of this test was that for both the CIFAR-10 and
MRBI, hyperband was greater than one order of magnitude faster than all other algorithms
tested, however it is worth noting that hyperband was outperformed by SMAC with early
stopping, therefore highlighting the bene t of early stopping, as the top performing methods
across all data sets all implemented early stopping (hyperband or SMAC and early stopping),
with SMAC combined with early stopping consistently outperforming standard SMAC.
Additionally, this study further demonstrated TPE's superiority over random search as it
outperformed random search, in every dataset, along with being very competitive against
SMAC, even outperforming SMAC with early stopping for the CIFAR-10 dataset; however,
this was not the case in the MNIST or SVHN datasets.

[53] introduced BOHB to combine the bene t of Bayesian optimisation with the typical

e ciency gain of Hyperband. The authors evaluated SVM's, Feed-forward neural networks,
Bayesian Neural Networks, Deep reinforcement learning agents and CNN's. The datasets
used include MNIST, OpenML datasets, UCI regression datasets and the CIFAR-10, each
associated with an appropriate model to be evaluated. The hyperparameter dimensions
ranged from 2 to 16, depending on the model being optimised. The relevant HPO methods
evaluated were BOHB, Random Search, hyperband, TPE, GP-BO, and SMAC. The
evaluation metrics used varied by algorithm; however, normalised immediate regret,
validation error, negative log likelihood and test error were used. The results found that
BOHB in almost all cases outperformed all other algorithms, achieving the lowest loss in less
wall clock time, and in certain cases outperformed hyperband by achieving the same nal
performance 100 times faster when used on the FNN model. TPE was shown to outperform
random search in all tests, as were Hyperband and BOHB. Hyperband however did not
consistently outperform TPE across datasets, although the optimser always initially
outperformed TPE, in the majority of cases TPE would surpass Hyperband and end at a
more optimal position than Hyperband, suggesting that given a long enough budget, TPE
will converge to better con gurations when compared to hyperband however hyperband will
achieve more optimal values early on compared to TPE, which is important in resource
constrained optimisation typical in real world scenarios.

[48] introduced ASHA, which was a successor to Hyperband. In this paper, the authors
tested a number of CNN and RNN models on the CIFAR-10 and Penn Treebank. The
number of hyperparameters varies from 8 to 10 depending on the model used. The HPO

33



methods compared are ASHA, SHA, Hyperband, Asynchronous Hyperband, PBT, BOHB,
Fabolas, Random Search and Vizier. The metrics used to evaluate the models were test
error, validation perplexity, and objective value. The results were averaged across 4 to 10
trials, depending on the model being used. The paper nds that for a sequential experiment
where only 1 worker is utilised, rstly, all methods signi cantly outperformed the random
search baseline in both benchmarks (test one used a small Cuda CNN and test two used a
small CNN architecture tuning task). The results of test one showed that all other methods
(apart from random search) signi cantly outperformed PBT by at least a factor of 3, with
ASHA achieving the best test error. The results of test two showed all methods performing
somewhat comparably; however, both hyperband and asynchronous hyperband appeared to
perform notably worse than other methods (excluding random search), with SHA achieving
the lowest loss.

[4] introduced PBT and evaluated its performance on a range of machine learning problems,
including Deep Reinforcement learning problems, GAN's and most notably on a supervised
learning machine translation problem. This is the only signi cant paper in the literature that
compares hyperparameter optimisation methods on a transformer model. The paper does
not perform large-scale comparisons of multiple methods; instead, it opts to nd a baseline
that PBT is compared to using one or a combination of hyperparameter optimisation
methods, including random and Bayesian-based methods, depending on the model or
problem being evaluated. The transformer evaluation is carried out using the same model
presented by [20] when introducing the transformer and uses the same benchmark of WMT
2014 English-to-German, using the BLEU score as the evaluation metric. The methods used
to establish the baseline model that PBT is compared to are not explained in great detail in
the paper; however, the authors state that "a huge amount of hand tuning and Bayesian
optimisation” was performed to establish the benchmark to compare PBT to.

2.4.2 Research Motivation

As outlined in the literature review, DL models, speci cally transformer-based neural
networks, have seen a large rise in interest and success [9]; however, there is a signi cant
lack of investigation into the best methods of hyperparameter optimisation that should be
carried out in order to maximise the capabilities of these models. Only one signi cant paper
was identi ed in the literature to provide a comparison between hyperparameter optimisation
methods on a transformer-based problem [4]. The comparison provided by this paper is
signi cantly limited, as although it is mentioned by the authors that extensive Bayesian
optimisation and hand tuning were carried out to establish this baseline, there are no
detailed results or reporting on these baseline results, therefore making direct comparison
between PBT and the unknown Bayesian approach di cult.
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Therefore, it can be concluded from the literature review provided that the majority of
hyperparameter optimisation method comparison focuses primarily on classical models like
SVM, RF and where more modern DNNs are compared, there is only one comparison that
uses transformer-based models, focusing more on CNNs or DBNs [50,53,58]. The single
paper [4] that did provide a comparison of hyperparameter optimisation methods on a
transformer model o ered a very limited comparison, using only a small number of
hyperparameters and providing limited information about the HPO method that PBT was
compared to. There was no signi cant paper found in the literature comparing HPO
methods on a transformer model; therefore, this strongly supports the motivation of this
dissertation, which aims to provide such a comparison on a small-scale transformer model to
provide a foundation for future work to build upon, to investigate the optimal HPO methods
to be used on transformer-based models.
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3 Experiment Design

3.1 Overview of Experiment Design

This section provides a high-level overview of the experiments conducted. These serve as an
overview of the entire experiment space; however, further implementation details and
justi cation can be found in the subsequent sections of this paper.

3.1.1 Con guration Screening

A con guration screening experiment is run for each optimiser (with the exception of

random search, as it has no hyperparameters), in order to identify a con guration that o ers
a fair representation of each optimiser to be used in the head-to-head comparison of each
algorithm. A total of 9 con gurations per algorithm is evaluated for each algorithm,

ensuring a diverse range of hyperparameter con gurations are explored. Each con guration
is run for 10 seeds, and this process is carried out for the low-dimensional search space and
the high-dimensional search space. The primary metric used to compare each algorithm is
the mean and standard deviation of the nal validation loss across the 10 seeds for each
con guration, with a convergence metric also reported to aid discussion and di erentiate
between optimisers that achieve the same nal mean validation loss.

The low-dimensional con guration test tests each optimiser con guration for 40 minutes,
and the high-dimensional test doubles this budget to 80 minutes to compensate for the
approximate doubling of hyperparameter dimensions.

Both the low and high-dimensional con guration screening tests are carried out exclusively
on the "4 GPU server" outlined in the hardware section 3.1.4 below, to ensure fairness of
comparison. Note for the method-speci c further investigations, low-dimensional tests are
carried out on the 2 GPU server, and high-dimensional inspections are carried out on the "4
GPU server"; however, this is stated explicitly and discussed in the following subsection
relating to these tests
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3.1.2 Method Speci c Investigations

To further investigate the properties of given optimisation methods and understand the
potential reason for superior performance over other algorithms, a number of

method-speci ¢c experiments were conducted. In this speci ¢ section, all low-dimensional
comparison tests were conducted on the "2 GPU Server" and all high-dimensional tests were
conducted on the "4 GPU Server". This was done to ensure that resources were used most
e ciently, as longer training times are given to comparisons on the 2-GPU server than on

the 4-GPU server for a given test. This is explained and justi ed further in the
Reproducibility and Fairness section 3.4.2; however, this ensures that all low-dimensional
tests are fairly comparable, and likewise all high-dimensional tests in this section are fairly
comparable.

BayesOpt with vs without ASHA To investigate the e ect of combining ASHA with
Bayesian optimisation, a low and high-dimensional search was conducted. The optimal low
and high-dimensional ASHA con guration was used with the BayesOpt Search algorithm to
identify if ASHA improved the method.

The two implementations were run for 10 seeds each and evaluated by comparing the nal
mean and standard deviation of validation loss across the 10 seeds, along with plotting the
best so far loss curves compared to wall clock time. Additionally, the number of trials
generated by each method is averaged per seed and compared along with the distribution of
Ray tune training iterations allocated to trials, including the mean and standard

deviation.

Population-Based Implementation Tests

PBT's base implementation does not provide any method to ensure that hyperparameter
exploration stays within speci c ranges due to its perturbation logic; therefore, this is a
design decision that must be made [4]. This issue is particularly important for
hyperparameters like AdamW's Beta 1, Beta 2, which must remain within the ranges of

0 < beta< 1, as values outside of this range will lead to an error [59]. This is also true for
the dropout architectural hyperparameter.

In this section, a variety of implementations were compared in both a high and a
low-dimensional search space. Initially, a sigmoid approach was used to clamp beta values
within the speci ed ranges; however, this approach was suboptimal, and an alternative
approach was proposed and tested to resample the beta values instead of perturbing the
values. These initial comparisons, however, have a aw, as the other values outside of the
clamped beta values were being perturbed out of the pre-de ned search space for each
hyperparameter; therefore, another approach was tested, where hyperparameters (outside of
beta 1, beta 2 and dropout )were allowed to be perturbed however, if this perturbation lead
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to a value going out of the prede ned, then the values was resampled from the prede ned
distribution, therefore allowing the optimser to implement perturbation while ensuring values
remained in range. Finally, a comparison was run to evaluate the e ect of running 4 initial
trials with an in nite model iteration budget, therefore allowing the four trials to exploit and
perturb until the time limit, compared to allowing an in nite number of trials to be

generated, however only allowing 4 trials to be running concurrently, with each trial having a
maximum number of Ray Tune training iterations of 20 (10,000 model iterations). This
compares a more traditional implementation of PBT against the 4 concurrent trial limit,

with in nite trial generation until the optimisation time period limit that is implemented for

all other algorithms.

The metrics used to evaluate these trials match those used to compare standard BayesOpt
with BayesOpt combined with the ASHA outline above.

A more detailed explanation and justi cation of each population implementation can be
found in the following section 4.1.2

3.1.3 Head-to-Head Comparison of Optimal Optimiser Con gu-
rations

The optimal con guration found for each optimiser per dimension is compared against each
other to identify which model is most e ective in a given hyperparameter search space for
this speci ¢ model and dataset. The high-dimensional test is carried out for 80 minutes per
optimal con guration per seed on the "4 GPU server". The low-dimensional test is carried
out for 100 minutes per optimal con guration per seed on the "2 GPU server".

The metrics used to compare each optimiser are the nal mean and standard deviation of
validation loss across the 10 seeds. The mean and standard deviation of the current best
validation loss are plotted against wall clock time. The anytime metric of Area under the
curve (AUC) of best-so-far regret. The average number of trials evaluated per method,
along with the distribution of Ray Tune training iterations per trial, including the mean and
standard deviation of these values, is presented. Finally, the standard deviation of each
optimiser during the rst, second and thi%dof optimisation time is reported to identify

how optimisers' variance changes during training. These metrics are described and justi ed
in more detail in the following section 3.4.3

3.1.4 Hardware and Software
Hardware

A total of two GPU servers were used to carry out the experiments described in this section.
The name used to refer to the server, along with its associated hardware speci cations, can
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be found in the Table 3.1

Server GPUs CPU RAM

4 GPU server @ RTX 4090 (24GB) EPYC 9354P (32 Cores/64 Threads) 188GB
2 GPU server @ RTX 4090 (24GB) TR PRO 5975WX (32 Cores/64 Threads) 251GB

Table 3.1: Compute hardware used.

Software

The Python programming language was chosen due to its simplicity and widespread usage,
and support within the eld of ML [60].

The Ray Tune library was used to implement each of the HPO methods used [61]. Ray Tune
was selected as it is a widely used library that implements all the algorithms this paper was

to investigate. Using Ray Tune also ensured that each algorithm was implemented correctly
and e ciently to ensure fairness and reproducibility.

PyTorch [62] was used to implement the GPT-2 style transformer model used for testing
each HPO method as per the original source code [63]. PyTorch is a highly adopted library
used for machine learning, seeing widespread usage in both industry and academia. PyTorch
also integrates with Ray Tune and o ers good documentation for combined use [64].

The Python library Matplotlib was used to generate all plots in the report [65]. Matplotlib

was chosen for its extensive support of plots, ease of use, and wide-scale usage in the eld of
machine learning. Additionally, the pandas [66] Python library was used to process the data
produced by raytune, which was predominantly stored in CSV format. The versions of all
software used can be found in the requirements.txt in the GitHub repository associated with
this project Al.1.

3.2 Model and Dataset

3.2.1 Model

Given the relevance and importance of the transformer model in the literature
[9,21,23,24,67], this paper will use a GPT-style decoder-only Transformer model. This
model was chosen as the current literature is lacking in the investigation of hyperparameter
optimisation of these models, despite the signi cant interest in these models in the
literature. The model used is a recreation of the transformer used to build OpenAl's GPT 2
model, implemented by Andrek Karpathy [63], which is a minor modi cation of the original
transformer paper mentioned previously [20].

This paper has implemented minor modi cations to the original code in order to follow a
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more modular structure; therefore, making the model compatible with raytune's interface
when performing model architecture hyperparameter optimisation; however, the underlying
model design remains unchanged.

Model Architecture

The model used is a decoder-only transformer model GPT-style, that predicts the next token
in a sequence based on a previous token set, reading from left to right. The code for this
model can be found in the GitHub repository of this project here (or alternatively at the
following url: https://github.com/Paddyjh/How_Best_To_Optimise_ HP_ML). An

architecture diagram of this model is outlined in Figure 3.1

The inputs to this model are token indices with shéBeT ), with Tbhlock size Each
token is embedded into a learned look-up tdblenmb. A learned absolute positional
embedding of lengtblock size(pos_emb) is added element-wise to each of the token
embeddings

The current sequence of tokens is processed bBgyer of Transformer blocks. The

transformer block rst applies a LayerNorm, followed by multi-head self-attention using a
causal mask and then an additional LayerNorm with a position-wise feed-forward Multi Layer
Perceptron (MLP) using a hidden sizedbf n_embd Residual connections wrap around

the sublayers as seen in Figure 3.1. Dropout is applied to the attention weights, the output
projection of the multi-head attention and the last linear layer of the feed-forward neural
network. Finally, a LayerNorm followed by a linear projectionacab size

The model is evaluated by calculating the mean token-level cross-entropy loss across all the
positions based on the raw logits of sh@BeT ,vocab sizg. During training, the model

takes in a set of inputs and targets of shgBe T). For each position, the target token
represents the next token in the sequence, and the loss is calculated by comparing the
predicted distribution over the vocabulary to this given target. The training objective of this
model is to minimise this mean cross-entropy score.

3.2.2 Model Hyperparameters

Adam related

The following section describes the AdamW hyperparameters optimised outlined by
[59, 68]

Learning rate: Step size that scales the value the parameters move in the direction of the
gradient for each optimisation step.

Epsilon: A small constant value added to Adam's denominator to ensure division by zero
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Figure 3.1: Architecture Diagram of GPT-Style Transformer model used

does not occur, and also to mitigate extreme parameter updates.

Beta 1: The exponential decay rate for the optimiser's rst-moment or "'mean” estimate,
determining how quickly previous gradient information is disregarded.

Beta 2: The exponential decay rate for the optimiser's second-moment or "variance"
estimate, determining how quickly past squared gradient information is disregarded.

Weight decay: A regularisation term speci c to the AdamW implementation, which uses an
L2-style regularisation. This reduces weights during training to address over tting.

Model Related
The following hyperparameters relate to model architecture as described by [63].

Block size: The size of the context window, i.e the length of the sequence that the model
considers, which sets the size of both positional and attention embeddings

Batch size: The number of sequences processed in parallel by the model per optimisation
step.

Number of layers: The number of transformer decoder blocks.

Number of heads: The number of parallel attention heads, for each layer. The number of
embeddings is split between attention heads; therefore, the number of embeddings must be
evenly divisible by the number of heads.

41



Number of embeddings: De nes the size of the embedding dimension vector space. Each
token index is mapped to a learned vector whose size is de ned by the number of
embeddings.

Dropout rate: The probability of randomly setting a given activation or attention weight to
0 during the training, with the aim to reduce over- tting and therefore improve
generalisability.

3.2.3 Dataset

Data Description

The dataset used was the Tiny Shakespeare dataset [69], which comprises roughly 40,000
lines and 1,000,000 characters of text taken from various works of Shakespeare. The use of
this dataset was proposed in the original code by [63] and serves as a good benchmark,
striking a reasonable balance between dataset size and complexity while remaining
computationally feasible. The dataset is a UTF-8 encoded .txt le of size 1.1 mb.

The lightweight nature of this dataset allows a high number of trials to be evaluated within
the xed budget constraints of this research project. The lower complexity and size of this
model allow the optimisers to converge within the resource constraints of this experiment,
therefore providing information related to the entire optimisation behaviour of each
algorithm on this problem. Finally, as a result of the models being able to converge and the
more simplistic nature of this data set, it therefore reduces the variance present between
seeds, making results more consistent.

Data Pre-Processing

To process the original text le, each unique character was extracted and added to a sorted
list using Unicode sort order to create the vocabulary used by the model. The dataset
creates a vocabulary size of 65, which refers to the number of unique characters that the
model can use in its outputs. These characters are encoded to unique integer
representations, to be processed by the model as it expects only numerical values. The
encoded list is converted to a Pytorch tensor of type torch.long as the model extends the
Pytorch Neural Network class, which expects inputs as Pytorch tensors, and for integers to
be represented as torch.long datatypes.

The data tensor is split into two smaller tensors (training and validation), where 90% of the
data is used for training the model, with the other 10% of data being held out to evaluate
the model on unseen data, as is standard practice in the literature [16].
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3.3 Hyperparameter Search Spaces

As outlined in the literature [46,51], dimensionality of the hyperparameter search space can
have a signi cant impact on which HPO method is most e ective; therefore, a two-phase
experimental approach was conducted.

3.3.1 Low-Dimensional Search Space

The rst experiment stage used a low-dimensional search conducte® ov@ensions using

only the Adam hyperparameters (learning rate, beta 1, beta 2, weighted decay and epsilon.
These parameters were chosen for the low dimensional test as it would provide a realistic
test case, as there may be uses cases where practitioners have a xed model architecture
and want to optimise Adam speci cally, additionally the results of this test can be used to
inform those practitioners who are conducting optimsation over a somewhat xed

architecture but want to optimse a limited number of hyperparameters within the same
context as this experiment. Therefore, the results of this test will serve as a guide as to
which HPO method performs well in these low-dimensional searches with real world use case
application scoped within the context of this model and dataset type. The remaining model
hyperparameters were held constant at reasonable values to ensure the architecture of the
underlying model was stable and representative. The constant hyperparameter values can be
found in Table 3.2 below, where batch size, block size and dropout remain the same as
those recommended by the original author; however, number of embeddings, heads, layers
were all reduced by a factor of 1.5 to ensure the model is not unnecessarily large therefore
wasting resources while still maintaining a stable and representative model. A small test was
run where this reduced model achieved equal validation loss, in a reduced wall clock time
compared to the original model and was therefore deemed a suitable con guration.

Table 3.2: Model Architecture Hyperparameters held constant

Hyperparameter Value
Batch size 64
Block size 256
Embeddings | 256 (originally 384
Heads 4 (originally 6)
Layers 4 (originally 6)
Dropout Rate 0.2

The following Adam hyperparameter ranges were chosen with justi cations provided:

" Learning Rate: Continuous values using a log scale for the inclusive Vidlees -
le-1]. tune.loguniform was used to enable sampling over a log scale. This range was
chosen based on the search space used by an experiment in the original Adam paper
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[59], which explored values on a log scale from [1e-5 - 1e-1], this investigation expands
the lower end of this search slightly. This explores a reasonable range around, the
recommended setting provided by the original paper of 1e-3.

Beta 1: Continuous values over the inclusive rangfdf - 0.999], sampled using
tune.uniform. The original Adam paper [59] explored two discrete values of 0 and .9,
in a given experiment, with .9 recommended as a reasonable default recommendation;
therefore, the search space de ned in this experiment was de ned over a large range,
from 0.1 to 0.999, to allow the optimisation methods to explore a wide range of values.

Beta 2: Continuous values over the inclusive rangfdf - 0.9999] , sampled using
tune.uniform. The original Adam paper [59], recommend a default setting of 0.999,
and in a given experiment explore ranges [0.99, 0.999, 0.9999]; therefore, a wider
range from 0.1, to 0.9999, was chosen in order to expand the search to better test the
optimisers being evaluated.

Weighted Decay: Continuous values using a log scale for the inclusive vidlees

- le-2]. tune.loguniform was used to enable sampling over a log scale. The original
paper introducing AdamW [68], when comparing AdamW to standard Adam,
evaluated values using a log scale from le-7 to le-3; therefore, this experiment
expands these ranges marginally to explore a wider search space.

Epsilon: Continuous values using a log scale for the inclusive Vidlee) - 1le-3].
tune.loguniform was used to enable sampling over a log scale. The original paper
recommended a value of 1e-8; therefore, a range of values around this gure was
explored. Log scaling was used a small value added to the denominator; therefore,
only changes in the order of magnitude when compared to the denominator.

3.3.2 High-Dimensional Search Space

The second phase of tests optimised all hyperparameters that were exposed in the original
code base, which mixes both model architecture parameters with Adam-speci ¢ parameters.
This created a higher-dimensional search spaddl pmore than double the low-dimensional
search.

The ranges selected for this high-dimensional search space were determined by the memory
limits of the RTX4090 cards used. The architectural parameters used for the
low-dimensional tests were increased by a factor of 1.5, 1.75 to identify at what point the
model exceeds the GPU memory. These multipliers were chosen to facilitate the scaling of
the number of heads and layers, which were 4 initially and must be strictly positive integers.
This test showed that the multiplier of 1.75 (i.e. setting layers and head to 7, along with
increasing the other architectural parameters by that factor) lead to a model with
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approximately 17 million parameters and a memory size of 25 Gigabytes that exceeded the
RTX4090's memory of 24 Gigabytes; therefore, the largest model that could be explored was
a multiple of 1.5 of the original values used in the low dimensional test. The resulting values
from this multiplication factor were set as the limits of the architectural exploration to

ensure the model did not exceed the GPU memory. This meant the maximum size of a
model was approximately 10.8 million parameters, requiring approximately 10 Gigabytes of
GPU RAM,; therefore, ensuring all trials could be run with no chance of failure due to
resource constraints. The following hyperparameter ranges were tested along with the
Adam-related parameters as de ned in the low-dimensional test:

~

Block Size: Discrete values over the inclusive range of [64 - 384], sampled using
tune.randint.

Batch Size: Discrete values over the inclusive range of [16 - 96], sampled using
tune.randint.

" Number of Layers : Discrete values over the inclusive range of [1 - 6], sampled using
tune.randint.

" Number of Heads : Discrete values over the inclusive range of [1 - 6], sampled using
tune.randint.

" Number of Embeddings : Discrete values over the inclusive range of [0 - maximum
number of compatible embeddings across all layers], sampled using tune.choice. The
"number of embeddings" hyperparameter was converted to a list to ensure
compatibility with all hyperparameter optimisation methods and provide a uniform
search space for all methods. The number of embeddings must be evenly divisible by
the number of heads; however, given that these were both hyperparameters being
optimised, left unchanged, this would lead to a situation where an incompatible head
and embedding count was selected, leading to an error. To address this in this code,
before optimisation begins, the total possible set of valid embedding values is
computed for each head and stored in a list. The smallest list size is identi ed and
then all other list sizes are downsampled to this size to ensure there is no bias present
as a result of large list sizes for certain heads. This means that for each head, there is
an identical number of valid con gurations of embedding size. The index of this list is
what is optimised by the optimiser instead of the number of embeddings directly;
however, this ensures that only valid values are chosen and still encodes an increase in
this parameter as an increase in the number of heads, as each list is sorted from lowest
head size to largest. The code used to implement this solution is provided below.

num_of heads = range(l1, 7)
num_of _embeddings = list(range(64, 385))
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# Compute valid embeddings for each layer
valid = {L: [e for e in num_of _embeddings if e % L == 0] for L in num_of heads}

# Find the minimum number of valid embeddings
min_len = min(len(v) for v in valid.values())

# Downsample each list to the minimum length by evenly selecting indices
downsampled = {}
for L, v in valid.items():
N = len(v)
if N > min_len:
indices = [int(round(i * (N - 1) / (min_len - 1))) for i in range(min_len)]
downsampled[L] = [v[idx] for idx in indices]
else:
downsampled[L] = v

" Dropout : Continuous values over the inclusive range of [0.1 - 0.5], sampled using
tune.uniform

3.4 Experiment Protocol

3.4.1 Seeding

Each experiment was carried out using 10 xed seeds shared across all methods. The
number of seeds chosen was 10 to account for variance within the optimisers; therefore, a
mean and standard deviation could be calculated for each method, providing more
statistically justi able results. A number higher than 10 was not chosen as an individual
optimisation test run for a long time; therefore, 10 provided a good balance to ensure results
were representative while still being computationally feasible given the time constraints of
this research. This choice of 10 is supported in the literature [48,53], where 10 and 5 seeds
were used to account for variance. A higher number of seeds would of course, be preferable;
however, given the support from the literature, the very low standard deviation of nal
validation loss reported in the results section and the time-constrained nature of this project,
a seed count of 10 was deemed acceptable. The range of the 10 seeds used was [2001, ...,
2010] for all methods evaluated.
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3.4.2 Reproducibility and Fairness

In order to ensure both reproducibility and fairness, seeding was used as mentioned above.
The seeding required to ensure reproducibility in this experiment was extensive, as there are
many sources of variation that must be accounted for. The following measures are employed
to ensure comprehensive reproducibility as outlined by the PyTorch Documentation [70] and
Ray Tune [71] :

1. The use obs.environ["CUBLAS_WORKSPACE_CONFIG"] = ":1685et before
importing PyTorch to ensure that only deterministic algorithms are used, ensuring
reproducibility as required by PyTorch when using
torch.use\_deterministic\_algorithms(True) . This may lead to slightly slower
performance; however, this trade-o was deemed necessary in order to preserve
reproducibility. This is applied across all algorithms to ensure fairness.

2. Within the raytune trainable function, to ensure reproducibility but also ensure that
each trial uses a unique seed, the following approach was taken as recommended by
Ray Tune.

2.1. A per-trial seed is derived usicanfig['seed"] , which has been sampled from
the higher levelseed": tune.randint(0, 2**31-1) in the "con g" search
space dictionary. This is done as this sampling has been seeded using the
high-level global con guration seed, therefore ensuring that the seeds passed into
the trainable function are di erent from trial to trial and can be used to seed all
sources of randomness while still being reproducible as a result of the global-level
seeding.

2.2. The seed set using tlwenfig['seed”]  within the trainable is used to seed all
sources of randomness in the trainable function by setting:
random.seed(trial_seed), np.random.seed(trial_seed), torch.manual_seed(trial_seed),

2.3. All algorithms are set to be deterministic to ensure reproducibility using the
following code from PyTorch[70]:
torch.backends.cudnn.deterministic = True, torch.backends.cudnn.benchmark = False

3. Each Ray Tune optimiser is seeded as appropriate to ensure reproducibility:

3.1. All methods using random search (including PBT and ASHA) use the
BasicVariantGenerator(random_state =seed, ...) to ensure that the
random search algorithm is reproducible for the given seed.

3.2. The BayesOptSearch algorithm is seeded using the parameter
BayesOptSearch(random_state = seed,...)

3.3. BOHB is seeded usidgineBOHB(seed = seed,...)
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4. Within the main loop, for each of the global con guration seeds, the high-level
random.seed(seed), np.random.seed(seed) to ensure that the 10 global seeds
are applied.

A two-GPU server approach was used, as mentioned in the Hardware section of this
dissertation. In order to ensure that results remained comparable and fair, results from the
"2 GPU server" are only ever compared and plotted against results from the "2 GPU
Server". The same is true for the "4 GPU server", given its di erent hardware set-up.
Low-dimensional tests are only ever carried out on the "2 GPU server", and in order to
replicate the set up of the "4 GPU server", a max concurrent trial count is set to 4, and the
resources allocated per trial are 16 CPU threads and 0.5 GPU resources, therefore
facilitating a somewhat similar setup, to the "4 GPU server" allowing 4 trials to run in
parallel, however 2 trials share a GPU. A small comparison test was run to calculate the
slowdown incurred by this sharing of GPU resources, and it was found that for 4 trials
running in parallel on the 2-GPU server to reach the same point as 4 trials on the "4 GPU
server", the time taken was 2.5 x, therefore low dimensional trials running on the "2 GPU
server" were run for 6000 seconds (100 minutes) compared to 2400 seconds (40 minutes) on
the "4 GPU server" to explore roughly the same search space. It is important to note that
low-dimensional tests are not comparable or intended to be compared to low-dimensional "4
GPU tests"; this section is just outlining and justifying why the "2 GPU server" runs for 100
minutes for low-dimensional tests instead of 40 minutes.

3.4.3 Evaluation Criteria

Con guration Evaluation

When evaluating the 9 di erent optimiser con gurations and comparing the best optimiser
con gurations in the head-to-head test, the data from all seeds is collected, and any data
falling outside the allocated run time for the test is disregarded to ensure fairness. The data
of each seed is then interpolated to uniform 60-second intervals using a linear interpolation
to ensure consistent comparison. At each 60-second interval, the "current best" validation
loss is identi ed per seed, from all trials in the data that have reported validation loss up
until that wall clock time. The mean and standard deviation of the current best loss at a
given interval across all seeds are calculated. These mean best validation losses are plotted
against wall clock time, with error bars outlining the standard deviation. The mean nal loss
statistic is reported to 4 decimal places along with its standard deviation. Additionally, the
convergence of an algorithm is reported to provide additional insight into the computational
e ciency of the algorithm and to aid in breaking ties between optimiser con gurations in the
case of identical validation loss.

48



Area Under Curve (AUC) of best-so-far regret

The AUC of best so far regret is an anytime metric that can provide an overview of overall
optimiser performance throughout optimisation in a single gure. This metric is used when
comparing the best con gurations of each algorithm in the head-to-head low and
high-dimensional tests. This metric provides additional insight into the performance of each
optimiser throughout optimisation; therefore, if an optimiser performs very poorly for the
majority of the optimisation time, but achieves a very low validation loss towards the end of
optimisation, this behaviour is not captured by the mean nal validation loss and its
standard deviation however would be captured by the AUC metric. Therefore, optimisers
that achieve a low validation loss early and maintain a low loss will be identi ed by this
metric, which is important for providing general recommendations and comments on the
algorithms, as each optimiser may not be run for the same time budget as in the
comparisons presented in this paper.

AUC of best-so-far regret is calculated by identifying the lowest loss achieved across all
optimiser con gurations and seeds for a given experiment, and is set as the empirical
optimum. The AUC calculation does not use linear step calculation, as is done when plotting
the loss vs wall clock time. This was an aesthetic choice used to make the plots more
visually appealing and interpretable; however, for AUC, this can be misrepresentative and
introduce bias by making improvements appear to happen earlier than reality. Therefore,
step interpolation was used, where the last observation is carried forward until a new "best"
observation is observed, leading to a more representative and piecewise loss curve, in order
to preserve the discrete nature of the actual "best so far" values. The regret is calculated as
regret= current_best loss emprical optimum Finally, the trapezoid rule over time in
minutes is used to compute the total regret for a given optimiser. Therefore, lower AUC
scores translate to better anytime performance, i.e less total regret over time.

Distribution of trials and iterations per optimiser

To investigate the e ect of early stopping mechanisms and schedulers (ASHA, PBT,
Hyperband), the mean number of trials run, over all seeds for a given optimiser

con guration, is calculated. The distribution of these trials is plotted as a bar chart to
compare the total number of trials run by each con guration or optimiser, depending on the
context. To complement this, the distribution of the number of Ray tune training iterations
allocated to each trial is plotted as a distribution per optimiser or con guration, along with
the mean number of training iterations and standard deviation across all seeds. Please note
that when discussing "training iterations” or "Ray Tune training iterations", this refers to

one model evaluation or 500 actual model iterations, as raytune considers one "training
iteration” to have been completed when metrics have been reported, i.e one model
evaluation cycle. This provides insight into the e ciency and allocation of resources given to

49



trials by various optimisers to investigate the root causes of success and failure of a given
optimiser compared to others.

Convergence

Convergence in this instance is the time at which a given optimiser sees no improvement
greater than the threshold of .0001. This threshold was identi ed as the mean validation

loss is compared to 4 decimal places; therefore, any improvement less than .0001 would have
minimal or no impact on the optimiser's results. This metric is useful for comparing the

e ciency of an algorithm, as two optimisers may achieve a similar loss; however, one may
achieve this loss in far less time than the other, which is an important factor to consider in
comparison.

Best Con guration Selection

The best con guration out of the 9 con gurations tested per optimiser per dimension is
identi ed as the optimiser achieving the lowest nal mean validation loss score to 4 decimal
places. In the case of a tie, the optimiser that achieves this loss or "converges" in the
shortest amount of time is chosen as the optimal con guration given its superior
computational e ciency.

The best optimiser from the head-to-head comparison of the optimal con guration of each
algorithm for a given dimension is identi ed primarily by the nal validation loss achieved;
however, the anytime AUC metric and standard deviation (variance) of the optimiser are also
considered in order to provide a general recommendation for this speci ¢ problem set and
application.

3.4.4 Optimiser Con guration Tests

In order to ensure that each HPO method is accurately represented, 9 con gurations of each
algorithm were tested across 10 seeds each. This is necessary, given that each HPO method,
with the exclusion of random search, has its own set of tunable hyperparameters to be
chosen. Poorly chosen hyperparameters can have a signi cant negative impact on a given
optimiser; therefore, producing an unrepresentative version of the capabilities of the
algorithm. The choice of 9 con gurations was made, as it would ensure that a reasonable
number of method con gurations were evaluated, to provide a representative version of the
algorithm's capabilities, while ensuring there was enough time for the tests to complete
before the research period had concluded. Additionally, the number of tunable parameters
varies from optimiser to optimiser; however, the choice of 9 con gurations ensured that even
optimisers with the largest number of tunable parameters could test at least a large, small
and default value when a Taguchi method is used. A Taguchi method was decided on as it
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would provide a representative sample of hyperparameter con gurations, given that an
exhaustive search could not be conducted [72].

3.4.5 Training Set up

Model Iteration Budget

The model was limited to a maximum of 10,000 iterations in order to avoid trials running

inde nitely. To determine this value, the model was tested using the xed architecture
provided in Table 3.2, and using the default AdamW hyperparameters as implemented by
Pytorch based on the original paper (Learning rate: le-3, beta 1. 0.9, beta 2: 0.999, weight
decay: 0.01, epsilon: 1e-8). The model was found to reach a minimum validation loss of
roughly 1.4901 at iteration 5,000, after which model over- tting would occur with train loss
decreasing while validation loss would increase. Therefore, this value was doubled to 10,000,
in order to allow for Adam con gurations that may take longer to converge to be represented
while still capping runtime to ensure computational resources are utilised e ciently.

Time Budget Per Optimiser Con guration

The low-dimensional test was allocated a time budget of forty minutes. This budget was
decided after running all HPO methods and their 9 con gurations for 60 minutes across 2
seeds. Upon investigation, the results showed that no method showed a lowered validation
score after roughly 35 minutes, with validation loss reducing very minimally for a reasonable
amount of time before this point. Therefore, the max budget was set to forty minutes to
account for any variance present, given that only 2 seeds were used. While a higher budget
is preferable to ensure convergence has occurred, factoring in the time-limited nature of this
research, and motivated by the desire to maximally use resources e ciently, this time budget
is seen as a justi able choice. This time budget was doubled to eighty minutes for the
high-dimensional test, as the number of hyperparameter dimensions to search was also
essentially doubled.

Number of Trials and Allocated Resources

A trial in raytune refers to a single run of the model, with a given hyperparameter

con guration. Each HPO method was provided with in nite trial generation; however, the
maximum number of trials allowed to run in parallel was capped at four. Each trial was
allocated 1 GPU and 16 CPU cores, to ensure all trials were provided with equal resources
and maximise the total resources available (4 GPUs and 64 CPU cores). This meant that
each of the four trials was allocated to one of the four RTX 4090 GPUs provided.

Therefore, 4 trials were trained in parallel, one on each GPU, with a new trial being created
when the previous trial had completed. A trial would be completed or terminated if the
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maximum number of iterations (10,000) was reached or if it was terminated due to early
stopping implemented by one of the HPO methods. This ensured that HPO methods
maximally used their allocated time budget.

3.5 Hyperparameter Optimisation Methods Setup

The following hyperparameter optimisation methods were used in the experiment as they
were found in the literature [46,51], to be the most competitive algorithms providing
state-of-the-art performance on di erent benchmarks. Additionally, each of these methods
covers all of the main families of optimisation algorithms, including classical, both primary
Bayesian methods (GP and TPE/KDE), bandit-based methods and genetic or
population-based algortihms. Additionally, all of these algorithms were implemented and
supported by Ray Tune, which allowed for a fair and integrated comparison of these
methods.

3.5.1 Random Search

As random search has no hyperparameters that need to be con gured, this search method
was run as implemented in Ray Tune using "BasicVariantGenerator" search algorithm, with
the max concurrent trials set to 4, and seeded using the given being evaluated from the 10
values.

3.5.2 ASHA

ASHA [48] has 3 hyperparameters that must be chosen: grace period, reduction factor and
bracket count. However, upon discussion with the original authors of the ASHA paper, for
raytune the bracket count is recommended to be set to 1 as per the documentation. It is
worth noting that no additional explanation or validation is given as to why this bracket
count is recommended. However, given a limited con guration budget and this
recommendation, the bracket count was held constant at one and only the reduction factor
and the grace period were explored for the 9 con gurations tested. The 9 con guration
budget was split evenly across the two parameters by exploring three di erent values for the
reduction factor and grace period.

Grace Period

The grace period parameter refers to the number of time attributes speci ed that must pass
before a trial is allowed to be terminated by ASHA. The time attribute in this case was the
number of model evaluations which have elapsed which, as previously discussed, relates to
500 model iterations. The minimum value that can be set for this value is 1; therefore, the
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values explored for the grace period were [1, 2, 3]. These values were chosen as they
represented providing a grace period of 5%, 10% and 15% of the total training iterations;
values greater than 15% appeared overly generous towards poor performing trials, especially
given a limited number of con gurations to be tested.

Reduction Factor

The reduction factor determines the halving rate, i.e what percentage of trials are

terminated for each trial within the bracket (in this experiment, there is only one bracket).

This parameter must be a oat greater than one; therefore, the ranges [2, 3, 4] where

chosen to test a varied range of value equating to reduction factbr bfand 7. The

authors of the original ASHA paper recommend a reduction factor of 4, along with noting

that aggressive early stopping works well across tasks; therefore, more aggressive values were
explored rather than less aggressive values (i.e those greater than 4).

3.5.3 BayesOpt

Bayesopt is a GP-based BO method; therefore, as outlined by the literature [2], the
hyperparameters that must be con gured are the number of random samples to be run
before tting the Bayesian surrogate model and acquisition function, and the actual
acquisition function. The acquisition function itself had two choices to be made: 1. the type
of acquisition function and 2. the associated kappa or xi value (depending on the acquisition
function) that de nes the level of exploration, with a large value relating to higher
exploration. As discussed in the literature review [2], the level of exploration is an important
parameter than can help improve the model's robustness to noise; therefore, it is an
important parameter to tune. Given the limited con guration exploration budget, exploring

di erent acquisition functions was prioritised over exploring the number of random samples
to be used. The default value of this algorithm is 10, which equates to 2 trials per
hyperparameter; this was then doubled for the higher-dimensional test.

The number of initial random samples was doubled to 16 for the high-dimensional test,
scaling to match the doubling of time and approximate doubling of hyperparameter
dimensions.

Acquisition Function

The three primary recommended acquisition functions from the literature [2] for a GP-based
BO [EI, POI, UCB] were explored. Each acquisition function also has an exploration
parameter, which must also be selected.
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Kapa/xi

The three exploration functions for each algorithm were set to represent a low, medium and
high level of exploration for the given acquisition function, as the optimal approach was
unclear. The El and POI variants use a xi parameter to specify exploration; the default value
recommended by Bayesopt is 0.1; therefore, the values [0.01, 0.1, 0.2] were chosen to
investigate minimal, moderate and strong exploration values for the given acquisition
functions. The UCB variant de ned kappa as its exploration hyperparameter, recommending
2.576 as its moderate default; therefore, the values [1.0, 2.576, 4] were explored to mirror
the low, medium and high exploration values used for xi.

3.5.4 BOHB

As previously discussed in the literature [53], BOHB uses a multidimensional KDE approach
(similar in nature to TPE) approach therefore, the hyperparameters that must be optimised
are:

1. Top N percent

The Top n per cent of observations that are considered in the "good" distribution
“(x). The default value for this parameter is 15; therefore, a value of 10 was explored
as the "low" value, and 20 was explored as the "high" value. Therefore values
explored are [10, 15, 20].

2. Number of samples

This parameter refers to the number of samples drawn to maximise the El ratio
“(x)=g(x). The default value is 64; therefore, the "low" value was set to 32 and the
"high" value to 96. The values explored were [32, 64, 96]

3. Random fraction

The random fraction, which determines the percentage of new samples that are drawn
randomly from the distribution, bypassing the BO-based sampling. This parameter
defaults to; therefore, the "low" value was set tpand the "high" value was set to

£. The values explored werg, [7, 3].

4. Bandwidth factor

The bandwidth factor, which scales the KDE's bandwidth when using exploitation for
sampling, therefore, widens the search space to include more diverse samples. This
value defaults to 3; therefore, the "low" value was set to 2 (as 1 is not a valid option)
and the "high" value set to 4. This matches the values tested for ASHA. The values
explored were [2, 3, 4]

54



5. Minimum bandwidth

The minimum bandwidth is also a hyperparameter; however, it was not tuned
(defaults to 1e-3) as this parameter was likely to have less of an impact on the model
performance than the other parameters; therefore, they were prioritised. This
hyperparameter provides a minimum bandwidth to ensure that even if all samples in
the good set (x) have identical values, the KDE will not collapse, as there is still a
bandwidth for exploration to occur otherwise, the same point will be evaluated
repeatedly with no exploration occurring.

3.55 PBT

As outlined in the literature [4], PBT has the following hyperparameters that must be
tuned.

1. Perturbation Interval

This parameter de nes the number of iterations of the time attribute (same de nitions
as ASHA i.e number of model evaluations/500 iters), that must have passed since
exploration (perturbation)/exploitation have previously occurred before exploration
and exploitation can occur again. The default value for this is set to 4 ; therefore, the
"low" value was set to 2 and the "high" value set to 6. The values explored were [2,
4, 6]

2. Burn in Period

As in previous methods, this refers to the number of time attribute iterations that
must have passed before any perturbations can begin to occur. The default value for
this is set to zero; therefore, a "low" value of 0 was chosen, a "medium" value of 2
was chosen and a "large" value of 6 was chosen to investigate the e ect of providing a
large bu er before perturbation occurred, to inspect if this led to better performance.
Therefore, the values tested were [0, 2, 6]

3. Resample Probability

This hyperparameter de nes the percentage chance of the optimiser resampling from
the original distribution when the perturbation interval has been reached, instead of
exploiting the population and perturbing the parameters. The default value set for this
is 0.25; therefore, the "low" value is set at 0.20 and the "high" value is set to .30.
The values explored are [0.20, 0.25, 0.30].

4. Perturbation Factor

This parameter de nes the factor that each hyperparameter is multiplied by when a
perturbation occurs. The parameters are a tuple containing, typically, a factor to
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increase the hyperparameter by and one to decrease it. If a perturbation occurs, each
hyperparameter is randomly perturbed by one of these two values independently.

The default values set for this are (1.2, 0.8); therefore, the "low" values were set to
(1.1, 0.9) and the "high" values were set to (1.5, 0.5). The values explored are [(1.1,
0.9), (1.2, 0.8), (1.5, 0.5)].

5. Quantile Fraction

This parameter de nes the fraction of trials that are considered to in "top" and
"bottom" performers (based on the validation metric, which in this case is validation
loss). When a perturbation occurs, the hyperparameters and weights are copied from
a random model within the top quantile fraction.

The trials within this bottom quantile fraction (i.e. bottom 25% of trials if quantile
fraction in .25) exploit (copy) weights and hyperparameters from a model randomly
selected from the top quantile percentage of trials. Then perturbation is carried out
after this exploitation has occurred. The values tested, therefore, were [0.2, 0.25, 0.3].

These values were chosen with the initial understanding that this, would include all trials
currently running and terminated; however, it was discovered later that this only related to
the currently running trials (not terminated trials); therefore, in reality for 4 trial set up these
guantile ranges essentially translated to setting a quantile fraction of 0.25 for both [0.25,
and 0.20] and 0.5 for the value [0.3] as given 4 actively running trials, the top percentage is
calculated by population based search usirgceil(N quantilg raction) and then the

value is capped using= min(n, oor (N=2)). This ensures that all possible con gurations

of quantile fraction are explored, as 0.5 is the maximum value; however, the value 0.2 that is
tested is redundant, as it is treated the same as 0.25 in this experiment setup. Fortunately,
this redundancy only occurs once when the default con guration (0.25) is run; however, this
default con guration still provides a unique hyperparameter con guration, as the default
values used are not included in the values explored by the 8 Taguchi con gurations.
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4 Experiment Results

4.1 Low & High Dimensional Optimiser Con guration
test

This section performs a screening of 9 di erent pre-speci ed con gurations per HPO

method. This screening was carried out to evaluate each optimiser across a reasonably broad
range of con gurations, to ensure that a representative con guration for each optimiser

could be identi ed, to ensure a fair comparison between optimisers in the Low and
high-dimensional tests. This screening process was not designed to fully characterise the
response surface or interactions of the given optimiser's hyperparameters, as a far larger
scale test would be required, which is outside the scope of this paper. Therefore, the
discussion relating to the con gurations remains descriptive and high-level. Where
appropriate comments are made qualitatively on trends, however, no formal interaction
modelling is attempted as a result of the limited coverage of these tests.

4.1.1 ASHA Con guration Test

(a) ASHA Con gurationLow Dimensional Test (b) ASHA Con gurationHigh Dimensional Test

Figure 4.1. ASHA Con guration tests for High and Low Hyperparameter Dimensions
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Table 4.1: ASHA Con guration Rankings for Dimensional Tests

(a) Lower Dimensional Test (b) Higher Dimensional Test

Rank Cong FMVL STD Conv. (s) Rank Cong FMVL STD Conv. (s)

1  GP=1, RF=2 1.4756 0.0024 1320(s) 1 GP=1, RF=4 1.4704 0.0044 2283 (s)
2  GP=2, RF=3 1.4764 0.0032 1494(s) 2 GP=2,RF=4 1.4704 0.0044 3163 (s)
3 GP=1, RF=3 14768 0.0027 1234(s) 3 GP=1, RF=3 1.4708 0.0046 2561 (s)
4 GP=2, RF=4 14768 0.0032 1714(s) 4 GP=1, RF=2 1.4708 0.0042 2997 (s)
5 GP=1, RF=4 14769 0.0030 1120(s) 5 GP=2, RF=3 1.4713 0.0043 3233 (s)
6 GP=2, RF=2 1.4781 0.0047 1319(s) 6 GP=3,RF=4 1.4713 0.0043 3520 (s)
7 GP=3,RF=3 1.4782 0.0044 1238(s) 7 GP=2,RF=2 1.4719 0.0036 2958 (s)
8 GP=3,RF=4 14785 0.0045 1020(s) 8 GP=3, RF=3 1.4730 0.0075 3350 (s)
9 GP=3,RF=2 14790 0.0045 1064(s) 9 GP=3, RF=2 1.4736 0.0070 3111 (s)

Legend: GP = Grace Period, RF = Reduction Factor, FMVL = Final Mean Validation Loss, STD
= Standard deviation, Conv. = Convergence Time

Figure 4.1 plots the mean validation loss against wall clock time, using the current best
validation loss found by each con guration averaged across 10 seeds. The results for both
algorithms highlight that the choice of con guration does not have a large e ect on the nal
validation loss achieved by the algorithm.

The primary observation across both tests is that aggressive early stopping appears to be
preferable, with all GP = 1 con gurations being in the top 50% of results across both tests
and the top con gurations in both tests using a GP of 1. A GP of 3 made up the bottom 2
performers in both dimensional tests, further supporting the preference for a lower GP. This
suggests that trials are representative of their overall performance early on, meaning that
poorly performing trials can be terminated very early in the lifecycle. Additionally, a higher
RF appeared to be preferable in higher dimensions, as an RF of 4 appeared in the top 2
con gurations, with an RF of 3 appearing in the third-best con guration. However, in order
to draw any rigorous conclusions on the impact of each hyperparameter, a comprehensive,
large-scale test would need to be conducted.

The best con guration for the low-dimensional test was a GP of 1, with an RF of 2,

achieving the lowest validation loss, converging the quickest and achieving a very low CV.
The best con guration in the higher-dimensional test was deemed to be a GP of 1 and an
RF of 4, as although it achieved the same validation loss of 1.4704 as the second-ranked
model, this validation loss was achieved 880 seconds faster by the top-ranked model. This
variance in convergence time is likely a result of the second-ranked model having a higher
GP, therefore leading to poorer running trials running for longer as the RF is shared between
the two con gurations.

Additionally, the high-dimensional results achieve, on average, roughly .4% lower validation
loss of 1.4715 compared to the high-dimensional test, which averages 1.47736. This is likely
due to the larger hyperparameter search space available and longer running test time,
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