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Abstract—We propose a new approach for jointly scheduling
deep sleep and allocating pilot and data transmit power in
small cells with the aim of minimising energy consumption while
maximising user utility within a mixed macro/small cell network.
Our approach exploits the relatively predictable nature of traffic
load across each day/week and is demonstrated to achieve an
average energy reduction of 37%, and peak energy reductions
of 70% under realistic traffic loads and network topologies.

Index Terms—HetNets, self configuration, energy efficiency

I. INTRODUCTION

In this paper we make use of relatively predictable nature of
traffic load to jointly schedule deep sleep modes and allocate
pilot/data powers of the small cells. The purpose of our
approach is to minimise small cells’ power consumption while
maximising their utility in a mixed macro/small cell network.

It is predicted that global mobile data traffic will increase
by 17-fold between 2012 and 2017 [1]. In order to meet this
traffic demand, the cellular network architecture is shifting
towards the use of a heterogeneous approach comprising a mix
of macro and small cells [2]. Small cells not only improve
coverage and capacity, but also can provide better quality
of service as well as reducing the overall interference and
infrastructure Capital Expenditure (CapEx) [3]. The number
of deployed small cells is growing rapidly, with the number
of deployed femto cells predicted to increase from 2.3 million
at the end of 2010 to 54 million by 2015 [4].

Efficient coordination between macro and small cells can
potentially yield significiant macro-cell energy savings by
offloading the macro base station load [5]. However, the
deployment of millions of small cells raises energy saving
concerns within small cells. For example, [6] shows that the
total power consumption in the network increases linearly with
the number of pico cells. With a fixed number of macro base
stations and 7000 pico base stations, the power consumption
increases from 800 MWh to nearly 1600 MWh per year.

In sleep mode, small cells have reduced power usage but
the reduction is typically limited to no more than 30% to 60%
of the total power consumption, depending on the hardware
structure and sleep mode algorithms [6]. To achieve the largest
energy savings, it is necessary to place the small cell bases-
tations into deep sleep mode where the energy consumption
is essentially zero. However, the increased energy saving
comes at the cost of recovery from deep sleep mode being
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Fig. 1. Measured aggregate mobile traffic load in Dublin city centre over
the course of one week (21st-27th Feb 2011) . The x-axis indicates the week
hours [7]

relatively slow. Fortunately, temporal variations in network
traffic load have a broadly predictable component over time
scales of a few tens of minutes. This is illustrated by Fig
1, which shows measurements of the aggregate traffic load
over the course of one week in the centre of Dublin, Ireland.
Further, at a given time of day the fluctuations from day
to day are relatively small. Hence, the potential exists to
predictively determine a small cell deep sleep schedule without
significantly compromising user quality of service.

In this paper we exploit historical user report data to
predictively determine a small cell deep sleep schedule that
minimises energy usage while maximising the sum-log-rate of
users. That is, a schedule which achieves an energy-minimal
proportional fair rate allocation. We find that it is important
to also adjust the pilot and data transmit power used by active
small cells in order to manage coverage and interference as the
number of active cells varies. We therefore also consider the
joint task of scheduling deep sleep and selecting pilot and data
transmit power to achieve an energy-minimal proportional fair
rate allocation. Note that while the proportional fair selection
of data transmit power can be formulated as a convex optimisa-
tion, when pilot power selection and deep sleep scheduling are
included the optimisation task becomes strongly non-convex.

II. RELATED WORK

Although substantial work has been done to reduce energy
consumption in the macro base station, from improving base
station hardware design [8], to power control mechanisms [9],
and use of alternative energy sources [8], introduction of the
small cells has been shown to result in significant power reduc-
tion gains [5]. Nevertheless, To address the energy efficiency
concerns among small cells, authors in [6] proposed sleep
mode algorithms which enable dynamic use of the small cell978-1-4799-4912-0/14/$31.00 c©2014 IEEE



transmit powers. In [10], authors propose idle based procedure,
by switching off unnecessary hardware parts based on user
activity detection, authors have reported an average reduction
of 37% in the femtocell’s power consumption. Moreover in
release 11 of the 3GPP standard [11], number of waking
up procedures have been provisioned for the hotspot cells.
Our work, complements wakeup based approaches in that it
enables progressively switching off the small cell base stations
according to long term statistics and whenever the existing
resources satisfy minimum network requirement in addition
of aiming for proportional fair rate allocation.

III. SYSTEM MODEL

We consider a macro base station that coordinates a number
of linked small cells located within the macro cell coverage
area. That is, the network comprises a set of base stations B
where b0 is the host macro base station and b1, .., bn the linked
small cell base stations. We let U denote the set of users.

A. User Association

The received pilot power from base station b ∈ B at user
u ∈ U is given by Hb,up

p
b , where Hb,u := Gb,uρb,u, Gb,u is

the base station antenna gain, ρb,u the path loss between b and
u, ppb is the base station pilot power. We model path loss, as
recommended in [12], by

ρb,u = ρ0d
−α
b,u (1)

with fixed path loss factor ρ0, path loss exponent α and
distance d in metres. For simplicity, shadowing and fast fading
are not considered. Each user u is associated with the base
station b(u) ∈ B which provides largest received pilot power
to user u. Hence the base station to which a user is associated
may change as the number of active base stations changes
and/or as the pilot power of active stations is adjusted.

Number of users served by base station b is:

Nb(p
p;U) =

∑
u∈U

1(argmaxb∈BHb,up
p
b
=b) (2)

where pp = (ppb)b∈B is the vector of base station pilot
powers and 1(x) is the indicator function, taking value 1 when
conditional x is true 0 otherwise.

We formally interpret the the allocation of a zero pilot power
ppb to base station b as meaning that the base station has been
placed in deep sleep. The macro station is assumed always
to be active, and so no users will be associated with a small
cell base station having ppb = 0 since the received macro pilot
power will be non-zero.

B. User Throughput

The downlink throughput of user u ∈ U associated with
base station b(u) is given by:

ru(pd,pp;U) =
w

Nb(u)(pp;U)
log(1 + κγu(pd,pp))

(3)

where pd = (pdb)b∈B is the vector of base station data transmit
powers, w is the channel bandwidth, κ a loss factor capturing

non-ideal coding etc , and γu is the signal to interference ratio
(SINR) for user u:

γu(pd,pp) =
Hb(u),up

d
b(u)∑

c∈B\{b(u)}Hc,upc + ηu
(4)

where pc = ppc + pdc is overall transmit power of base station
c, ηu the channel noise for user u. Both data and pilot powers
contribute to the interference term in the denominator.

C. Base Station Energy Model

We adopt the power model in [13], with the energy
consumption of base station b given by:

eb(p
d
b , p

p
b) =

P0 + ∆(pdb + ppb) pdb + ppb > 0

0 pdb + ppb = 0

where P0 is idle power usage and ∆ the rate of change
electrical power usage with RF power.

D. Time Snapshots

Time is partitioned into 5 minute intervals called snap-
shots. Each snapshot is indexed by a unique integer from
S = {1, 2, . . . , S}.

The set S of snapshots is partitioned into intervals Si :=
{Si, Si + 1, .., S̄i} ⊂ S , with Si, S̄i ∈ S, Si ≤ S̄i and so
we have a sequence of optimisations, one for each interval.
This partitioning can be carried out in a number of ways. In
this paper, we divide the day into four intervals and select the
interval boundaries so as to minimise the standard deviation
of the normalised traffic load within each interval.

Within each snapshot s ∈ S, the set of users U(s) is fixed.
However, the set of users may vary between snapshots. For
all snapshots s ∈ Si within the i’th interval, the base station
transmit powers pd(i),pp(i) are held fixed. Hereafter we will
often drop the i argument from the base station powers as we
will focus on how to select the base station powers within a
single interval – selecting the powers within other intervals
then simply involves repeating this process.

E. User Report Data

Our predictive scheduling approach makes use of user
measurement reports, which are already commonly available
to base stations. Within each snapshot the following historical
measurement information is available:

1) Snapshot IDs ∈ S
2) Number of active users being served by each base station

b (Nb(pp;U(s)))
3) SINR for all active users (γu, u ∈ U(s))
4) Received pilot power Hb,up

p
b from all base stations b ∈

B as measured by each active user u ∈ U(s).
5) Pilot power for all base stations (pp)
6) Dedicated basestation downlink transmit power per ac-

tive user (pd)
Note that all of this data is already commonly collected by base
stations. Using this snapshot data, the path-loss Hb,u between



each active user u and each base station b can be estimated
(from pilot power of each base station and the received pilot
power at each user). The useful signal component Hb(u),up

d
b(u)

can then be estimated. Given the useful signal component
and the measured SINR, the total Interference Plus Noise
(IPN) can be obtained and the interference contribution from
each base station can be estimated. Given the IPN and the
sum of the interferences from each base station, the residual
Interference Plus Noise (RIPN) ηu can be calculated.

IV. BALANCING ENERGY MINIMISATION AND USER QOS
A. Optimisation Problem

We formulate the energy minimisation task over interval Si
as the following optimisation problem P :

min
pd,pp

f(pd,pp) (5)

s.t. pdb + ppb ≤ Pmax, b ∈ B\{b0} (6)∑
s∈Si

∑
u∈U(s)

1(ru(pd,pp;U(s))<rmin)

|Si||U(s)|
< 0.02 (7)

Nb(p
p,U(s)) ≤ Nmax, b ∈ B\{b0}, s ∈ Si (8)

ppb ≥ 0, pdb ≥ 0, b ∈ B\{b0} (9)

with

f(pd,pp) =

n∑
b∈B

e(pdb , p
p
b)− λ

∑
s∈S

∑
u∈U(s)

log ru(pd,pp;U(s))

where constraint (6) limits the maximum transmit power,
constraint (7) ensures that more than 98% of the users have
throughputs greater than rmin (e.g. the throughput needed to
support a voice call) and constraint (8) restricts the number of
users served by each small cell base station.

The first term in the optimisation objective f(pd,pp) is the
sum of the base station energy usages. The design parameter λ
adjusts the balance between minimising this energy efficiency
and maximising user utility. The latter is measured by the sum-
log of user throughputs, maximisation of which corresponds
to a proportional fair rate allocation. When λ = 0, the
optimisation problem minimises energy without regard to user
utility i.e. only respecting the basic operational constraint
(7) that most users achieve a throughput of at least rmin.
When λ is large, energy costs are essentially ignored and the
optimisation problem allocates the base station pilot and data
transmit powers to achieve a proportional fair rate allocation.
By adjusting λ we can select operating points between these
two extremes.

B. Non-Convexity of Optimisation
Using a similar analysis to [14], it can be shown that the log-

rate log ru(pd,pp;U) is convex with respect to the data signal
power pd. However, the log-rate is not convex with respect
to the pilot power pp due to its dependence on Nb(p

p;U),
which involves a sum of (non-convex) indicator functions.
This non-convexity is unsurprising, as association of users to
base stations is inherently discrete in our model (there is no
soft handover). Further, switching of base stations into/out of
deep sleep is also an inherently discrete process due to the
idle power term P0 in the energy model which introduces a
discontinuity into the energy cost.

C. Predictive Solution of Optimisation
Solving non-convex optimisation P is extremely challeng-

ing. For example, if we consider a simple network with 4
small cell base stations and 10 choices of pilot and data
transmit power level, the network configuration search space
is 204 ≈ 16e4 in size.

One important consequence of this is that it is unrealistic
to try to solve optimisation P dynamically in real-time as
network conditions change, even when substantial computing
power is available. This general observation has been a major
obstacle to the use of dynamic adaptation within cellular
networks, combined with understandable concerns about in-
troducing new types of failure mode via the adaptation itself.

One of the contributions of the present paper is the obser-
vation that, while the traffic load on a network is changing, a
large component of this change is predictable based in daily
usage patterns (recall Fig 1). Hence, it is possible to find
good solutions to optimisation P predictively ahead of time.
That is, without being subject to strong realtime deadlines and
with scope for error checking to eliminate adaptation-related
failures. In this way, a practically viable adaptation approach
can be realised.

D. Simulated Annealing
Many numerical methods are available to solve non-convex

optimisation problems, once we relax the requirement of meet-
ing a realtime deadline. Here we adopt a simulated annealing
approach [15]. Specifically, following [16], we use a Cauchy
distribution to generate samples from the solution space, and
then apply a Gibbs sampler on the cost function of each newly
generated sample. As a temperature parameter is decreased,
the stationary distribution converges to the global minima.

To account for the constraints in optimisation P , we use a
penalty method [17] whereby the cost function C minimised
by the annealing algorithm is given by:

C(pd,pp) = f(pd,pp) + β
∑
i

Φ(gi(p
d,pp)) (10)

where penalty function φ(x) equals x when x ≤ 0 and equals
0 otherwise, β a large constant, the gi functions enforce the
inequality constraints in optimisation P .

The resultant algorithm is detailed in Algorithm 1. The
maximum number of iterations (Imax) is affected by the
dimension of the solution space and the method of generating
the sampled solutions. We found that significantly fewer
iterations are required when solution samples are drawn from a
Cauchy probability function, consistent with the observations
in [16]. We use a geometric cooling schedule, decreasing the
temperature parameter T at rate ζ. The initial temperature
is selected to be significantly larger than typical values of
the objective function so that solutions at high temperatures
are accepted with high probability. The minimum temperature
Tmin value is selected experimentally by finding the largest
minimum temperature for which the annealing converges.

V. PERFORMANCE EVALUATION: BERLIN CITY CENTRE

To investigate the practical utility of the proposed energy
saving approach, we applied it to a realistic network scenario



Algorithm 1 Simulated Annealing Algorithm
Initialise: T , pd, pp

while T > Tmin do
pd(0)← pd, pp(0)← pp,C0 = C(pd,pp), i← 1
while i < Imax do
Generate solution vector pd(i),pp(i)
Calculate cost function Ci = C(pd(i),pp(i))
if Ci−1 − Ci < 0 then
pd ← pd, pp ← pp

else
Draw X uniformly at random from [0, 1]

if X ≤ e
Ci−1−Ci

T then
pd ← pd(i), pp ← pp(i)

end if
end if
i← i+ 1

end while
T ← ζT

end while

based on the cellular network data from a top tier provider
in the south east of Berlin, in the vicinity of Grünauer
Straße. We consider a 200 × 200m2 hotspot area within the
coverage area by a single macro base station. This hotspot
area is distance d metres from the macro base station (we
present results below for varies values of d) and within
the hotspot we deploy 4 small cell base stations. There
are three neighbouring macro base stations, with associated
interference. We consider two methods of deployment for the
small cells:

1) Scenario A: the small cell base stations are placed
uniformly at random within the hotspot area i.e. their
positions are independent of the user locations.

2) Scenario B: the small cell base stations are co-located
with clusters of users. At peak traffic hours users tend
to be located in clusters, e.g. in coffee shops, market
squares, etc, and co-locating small cells with these
clusters can be expected to maximise the scope for
macro cell offload within the hotspot.

The simulation parameters are based on the 3GPP standard
[18] and are summarised in Table I alongside the optimisation
parameters.

TABLE I
SIMULATION PARAMETERS

Simulation parameters

Base station parameters

Pb0 46dBm
Pmax 250mW
Nmax 16
P0 13.6W
∆ 4

Channel

α, LOS 2.2
ρ0, LOS 103.4

α, NLOS, Macro BS 3.9
α, NLOS, Small BS 3.67
ρ0, NLOS, macro BS 102.1

ρ0, NLOS, Small BS 103

w 10MHz
UE noise power ηn,u −94.97dBm

Optimisation

Pmax 250mW
ζ 0.9
β 107

Tmin 1
Imax 2000

A. User traffic load and locations

We have used normalised daily load profile shown in Fig 2
for evaluation. We divide the 24 hours period into 5 minute
snapshots and determine four intervals as previously discussed.
Table II summarises the user traffic parameters.
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Fig. 2. Normalised daily traffic demand

TABLE II
ACTIVE USERS PARAMETERS

traffic parameters

Number of users per Km2 6000
Hotspot factor (hf ) 6
Operator market share (No) .4
Voice activity per month 512mins
Data activity per month 850MB
Mean throughput activity 330Kbps

The number of active users in the hotspot area during
snapshot s is given by:

Nau(s) =
NhfPUal(s)

AhNo
(11)

where Ah is the area of the hotspot, hf a scaling factor,
PUa the probability of the user being active, and l(t) is a
normalised load factor. The number of the active users in each
macro cell is obtained similarly. The spatial distribution of
users is sampled from a correlated distribution, that tends to
yield clusters of users, using a similar approach to [19] which
was introduced to generate spatially correlated shadow maps.

B. Scenario A

For Scenario A (small cells located uniformly at random),
the optimised pilot and data transmit power configurations are
calculated for various values of λ and with d = 484.55m
(i.e. the hotspot is located towards the edge of the macro
cell). The resulting aggregate network power consumption is
shown in Fig 4. The power consumption for each λ optimal
configuration is compared with full power operation (where all
small cell base stations are operating at their maximum power).
These results indicate that when λ = 0.1 the optimised power
schedule achieves an average of 37.8% energy efficiency
gain compared with full power operation. Even higher energy
efficiency gains of 76.8% are achieved when the traffic load
is low (second interval S2). Figs 3a to 3d show the CDF of
user throughputs for each traffic regime. It can be seen that,
as expected, as the design parameter λ is increased the energy
efficiency is deprioritised relative to the proportional fair rate
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Fig. 3. CDF of user throughputs in Scenario A.
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Fig. 4. Aggregate network power consumption vs λ for Scenario A.

allocation. It can be seen that when λ = 0.1 a reasonable
balance between energy efficiency and throughput is achieved.

C. Scenario B

In Scenario B the small cell base stations are positioned
where the peak traffic demand is maximum. The resulting
energy usage and user throughputs are shown in Figs 5-6.
It can be seen that the energy usage is slightly increased
compared to Scenario A, with the average reduction in power
consumption decreasing from 37.8% to 29%. However, this is
balanced by a significant average increase of 80% in median
user throughput compared to the random small cell placements
used in Scenario A.
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Fig. 5. Aggregate network power consumption in Scenario B.

D. Impact of Hotspot Location

The performance benefit provided by the small cells can be
expected to be strongly dependent on the distance d between
the hotspot area and the macro base station for the macro

cell in which the hotspot is located. As the hotspot area is
moved towards the edge of the host macro cell (d is increased),
the received power from the macro base station reduces and
users can be expected to be less satisfied by the macro base
station, and so more small cells may needed to meet traffic
demand. Moreover, due to the reduced received power from
the macro cell, the interference between the host macro and
the small cells can also be expected to reduce, resulting in
improved small cell SINR and throughput. The energy usage
and user throughputs vs distance d is shown in Figs 7-8. It
can be seen that the reduction in average power consumption
increases from 37.8% to 73.8% as the hotspot area is moved
from the edge of the cell to beside the host macro station.
Intuitively, when the traffic load is low, small cells in the
vicinity of the host macro base station can be switched off
and so larger energy efficiency can be achieved.
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VI. CONCLUSIONS

In this paper, we make use of the long term behaviour of
users’ traffic demand to optimise the configuration of small
cell base stations. We formulate adjustment of the data and
pilot powers independently, where range expansion can be
achieved by adjustment of pilot powers, and interference can
be controlled by the total transmit power. The aim is to
reach a balance between energy efficiency and throughput
fairness of the users while network constraints are satisfied.
The effectiveness of the proposed approach is demonstrated
using number of simulations where it is found that even when
small cells are located at uniformly random positions (and so
not tailored to traffic demand), an average of more than 37.8%
energy efficiency gain is achieved.
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Fig. 6. CDF of user throughputs in Scenario B compared to that of Scenario A.
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